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Preface 

IP multicast has been addressed since more than a decade but very little has been achieved as far as  deployment is concerned. Many reasons are responsible for this status. The IP Multicast architecture is 

composed of a service model that defines a group as an open conversation from M sources to N receivers, an addressing scheme based on IP class-D addresses, and routing protocols. In IP Multicast any host can send to a multicast group and any host can join it and receive data. The IP Unicast service model is also completely open, but the potential burden caused by unauthorized senders is amplified by the group size in multicast. The IP Multicast architecture is completed by group addressing and routing protocols. A multicast group is identified by a class-D IP address which is not related to any topological information, as opposed to the hierarchical unicast addressing model. Therefore, multicast address allocation is complicated and multicast forwarding state is difficult to aggregate. Currently, there is no scalable solution to inter-domain multicast routing. These issues are summarized in this document and motivate the solution adopted for GCAP.

Nevertheless, ISPs will be interested in multicast to face the increasing demand for network resources and content distribution. Solutions such as CDN (Content Distribution Networks) have been developed to provide a proprietary solution that can be deployed in the short time. However, the need for a multicast architecture has motivated new models that try to address the problem in a simplified manner. Different solutions that simplify the multicast service by reducing the distribution model were proposed such as EXPRESS which restricts the multicast conversation to 1 to N (the channel abstraction), simplifying address allocation and data distribution, and still covering most of the current multicast applications. 

At the beginning of the GCAP project, we have advocated for the utilization of the Express model that was only described in a scientific publication. At the time of writing, this model has been widely embraced by the research community and the manufacturers as a credible solution for multicast. It is actually discussed in an IETF working group and is known as PIM-SSM for Source Specific Multicast. In this document, we present the basics of the SSM model and also discuss how it needs to be extended so that it complies with the IPv6 semantics. As a consequence, we have proposed and contributed to the new MLDv2 protocol that update the IPv6 framework in order to support the PIM-SSM approach.

Finally, we outline the monomedia properties covered by the multicast service as defined for GCAP.

Hence, the multicast service proposed by GCAP is innovative and based on standards to be developed in the short term. We are part of this move and expect to be in a position to implement it in the GCAP architecture.
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Introduction

There is a general consensus today on the fact that being able to offer multicast services is an important issue for all emerging applications having emphasis on multimedia and group communication. Unfortunately, it is also well accepted that a lot remains to be done to enable such services, protocols, and mechanisms. Moreover, providing QoS on different networking systems (such as ATM or IP) is not presently possible as long as multicast is involved.

The purpose of this document is to define a multicast protocol for monomedia flows. A monomedia multicast protocol should cope with issues such as: 

· network constraints,

· QoS definition for the various monomedia flows,

· reliability and scalability,

· flow and congestion control,

· group membership and group integrity,

· signaling to be used.

Solutions to these questions are fundamental for enabling multicast multimedia applications. However, it was not the purpose of task WP2-1 to solve all these issues that would have required much more time and resources than the ones allocated to this task. The GCAP approach is based on analyzing the multicast monomedia case for developing algorithms and mechanisms to support flow control, QoS management, and group management. 

1. Choosing an adequate model for multicast distribution

In this section we will first describe the traditional multicast distribution model and the current IP multicast architecture based on the IGMP/PIM-SM/MBGP/MSDP protocols. The drawbacks and limitations of this model will then be discussed, before presenting the newly proposed multicast service model called SSM (Source Specific Multicast). We will describe then the two components of this new model, the PIM-SSM and the IGMPv3 protocols. Finally, as the GCAP project is based on  IPv6, we will conclude the section with a discussion on the evolution of the previously described IPv4 protocols for IPv6 semantics. A special emphasis will be put on the MLDv2 protocol, the IPv6 version of IGMPv3, as we are currently involved in its standardization process. Appendix A presents the contents of the Internet Draft that describes this protocol.

1.1 The problem of multicast routing

The IP Multicast architecture is composed of a service model that defines a group as an open conversation from M sources to N receivers, an addressing scheme based on IP class-D addresses, and routing protocols. In IP Multicast any host can send to a multicast group and any host can join the group and receive data [DEE89]. A multicast group is identified by a class-D IP address which is not related to any topological information, as opposed to the hierarchical unicast addressing model. Therefore, multicast address allocation is complicated and multicast forwarding state is difficult to aggregate. Currently, there is no scalable solution to inter-domain multicast routing.

Hosts express their interest in specific multicast groups through the IGMP protocol (Internet Group Management Protocol). It enables communication between end stations and their corresponding designated routers. The presently standardized version of the protocol (IGMPv2 [FEN97]) permits only joining or leaving a group in its entirety. We will see later how this is improved by the latest, still in progress version of the protocol, IGMPv3 [CAI01].  

The first networks implementing multicast (like the Mbone) used DVMRP (Distance Vector Multicast Routing Protocol) [PUS00] as routing protocol. DVMRP is appropriate for a single densely populated domain. It does not scale to the inter-domain level because it is based on flooding techniques to build up a distribution tree for each source. Routers that do not have receivers for a specific group prune the unused branches of the tree.        

Other routing protocols were therefore proposed. The presently adopted multicast distribution protocols in the Internet are PIM-DM (Protocol Independent Multicast – Dense Mode) [DEE00] and PIM-SM (Protocol Independent Multicast – Sparse Mode) [EST98]. These protocols build shared trees making the distribution more scalable. PIM-DM is suited for densely populated domains. It is similar to DVMRP, the major difference being that PIM-DM can use any unicast routing protocol, while DVMRP uses its own unicast routing protocol. In the case of sparsely distributed receivers, the recommended routing protocol is PIM-SM. It builds up unidirectional shared trees and can switch to source based trees triggered by the source's traffic rate. 

The currently adopted architecture for inter-domain multicast routing in the Internet is based on the IGMP/PIM-SM/MBGP/MSDP protocols. 

1.2 Inter-domain multicast distribution based on IGMP/PIM-SM/MBGP/MSDP

Receivers request to join a multicast group using the IGMP protocol. Intra-domain routing is done by PIM-SM. The PIM-SM domains are interconnected using the MBGP and MSDP protocols. The following figure illustrates the functioning of this architecture.  
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Figure 1. The IGMP/PIM-SM/MSDP/MBGP architecture

The PIM-SM protocol is adapted to sparsely populated groups for which flood-and-prune techniques are inadequate. It builds shared trees, like CBT [BAL97], the difference being that PIM-SM trees are unidirectional. These trees are centered on some special routers, called rendezvous points (RP). 

Inside a PIM-SM domain, each multicast group is mapped to one RP, the root of the shared tree for the group. A source that wants to send data to the multicast group, encapsulates the data in unicast and sends it to the RP. The rendezvous point will then multicast the data on the shared tree. When a new host wants to join a multicast group G, it sends an IGMP join(*,G) message to its designated router (DR). The designated router sends then a PIM-SM join(*,G) message to the RP of group G, in order to announce the presence of a new member. The designated router will be added in the multicast distribution tree as soon as the join message reaches a router already on the tree. 

PIM-SM offers also the possibility of using source based trees. If the sending rate of the source exceeds a previously fixed threshold, a specific distribution tree rooted at the source will be created. From now on the source will send directly on this tree, without going through the RP. Current implementations set the used threshold to one packet. As soon as the first packet is received, the protocol changes the shared tree for the source based one. The RP and the shared tree are therefore used only for source discovery.      

The operation of PIM-SM is difficult in the inter-domain level because routers are not all multicast capable. Since PIM-SM relies on the unicast routing protocol to construct multicast trees (assuming that the reverse unicast path is good to forward multicast traffic), join messages may reach non-multicast routers complicating PIM's operation. The use of PIM-SM in the inter-domain level still has two problems: designing a scalable mechanism for mapping multicast groups to RPs and the fact that ISPs do not desire to depend on other ISP's facilities - the RP location in other ISP will not be acceptable in many cases.

The near-term solution to these problems resides in the use of MBGP (Multiprotocol Extensions for BGP-4) [BAT00], PIM-SM, and MSDP (Multicast Source Discovery Protocol) [FAR00]. MBGP allows multiple routing tables to be maintained for different protocols. This way, routers may construct one routing table with unicast-capable routes and another with multicast-capable routes. PIM can then send join messages detouring non-multicast routes. MSDP provides a solution to the ISP interdependence problem. ISPs run PIM-SM within their own domain with their own set of RPs. RPs within one domain are interconnected and connected to RPs in other domains using MSDP to form a loose mesh. MSDP sets up a group-shared tree within each domain. When a source in a specific domain starts sending, the RP in this domain sends a Source Active message to RPs in other domains. Joining members in other domains send source-specific join messages following the MBGP routes in the inter-domain level. This solutions solves PIM-SM's problems only in the near-term because every RP in every domain must be told about every source, so MSDP does not scale with the number of senders.

The BGMP protocol (Border Gateway Multicast Protocol) [TEM00] is the proposed long-term solution to inter-domain multicast routing. BGMP builds shared trees for active multicast groups and allows receiver domains to build source-specific inter-domain branches where needed. The default behavior of BGMP is to have shared trees in the inter-domain level because it assumes that intra-domain connectivity is richer than inter-domain, so inter-domain shared trees are likely to be efficient. Multicast trees are bidirectional to minimize third-party dependence.

1.3 The limitations of the model

The IP Multicast service model is entirely open. There is no access control. Any host can join a group, or send data to a group even without being a member. In addition, in the current version of IGMP, a receiver cannot specify the sources it wants to listen to, it will receive therefore all the packets sent to the group's multicast address by all the sources.    

Another problem of the architecture is address allocation. There is no predefined address allocation policy as for unicast addresses. Collisions are therefore possible, as multicast addresses are dynamically chosen by sources. A hierarchical address allocation scheme (MADCAP/MAAS/MASC) [HAN99, RAD00] has been recently proposed, but it turned out to be extremely complex, not being  capable to guarantee address availability in any address range. Address collision is also due to the inefficient manner in which multicast domains are limited using the IP packets' TTL field. The MZAP protocol (Multicast-scope Zone Announcement Protocol) [HTK00] has therefore been proposed in order to define hierarchical multicast domains. A static allocation mechanism is being used as an interim solution for inter-domain address allocation. It is called GLOP [MEY00] and consists of simply embedding the Autonomous System (AS) number as the middle 16 bits of a multicast address.

The shared tree constructed by PIM-SM is particularly inefficient if the source has a well known address and the threshold fixed for changing to a source based tree is exceeded. In this case, the RP and the shared tree are intermediary elements that only add latency and complexity. In addition, because of the MSDP protocol, each RP in each domain has to keep state of each source announced by the RPs of other domains. This solution is obviously not scalable if the number of sources increases.     

All the above described reasons have limited the deployment of an operational multicast service for the benefit of application level solutions or distributed caching architectures. The success of multicast has to pass through a simplification of the model associated with operational group control mechanisms. The PIM-SSM protocol offers a solution that can be situated in this trend.  


1.4 The Source Specific Multicast Service

PIM-SSM (Protocol Independent Multicast – Source Specific Multicast) [HOL00, BHA00] is a recent proposal inspired by the EXPRESS model. It is currently in standardization process inside IETF's SSM working group.  

In the EXPRESS model multicast groups are replaced by multicast channels. The distribution model is reduced from N to M to 1 to M. A distribution tree is constructed for each channel. A channel is identified by the (S,G) address pair, where S is the unicast address of the source while G is the multicast address of the group. Only S is able to send data to channel (S,G), channels (S1,G) and (S2,G) being different by definition. Address collision problems are avoided as the unicast address of the source is unique. Multicast address allocation becomes a problem local to the source. The  multicast address G does not need to be globally unique anymore.     

In IPv4 an exclusive address range, 232/8 (232.0.0.0 – 232.255.255.255) has been allocated by IANA for SSM channels, enabling the cohabitation of source specific service (implemented by PIM-SSM in the exclusive address range) and the traditional IP Multicast service (implemented by PIM-SM outside this range).   

The SSM service in IPv4 is composed by the PIM-SSM and IGMPv3 protocols. The version 3 of IGMP is needed to implement the SSM service since it provides source-filtering mechanisms. Actually, these mechanisms are a superset of the functionalities demanded by SSM. The PIM-SSM protocol is based on PIM-SM, having modified message treatment rules and being capable of treating the end stations' IGMPv3 messages.   

The source-specific service model seems adequate to the GCAP project because: 

· it largely simplifies the multicast architecture, avoiding address allocation problems;

· it is adequate for one-to-many as well as few-to-many applications; 

· it inherently simplifies group management issues because a multicast channel is defined by one source and a group of receivers.

Additionally, the PIM-SSM protocol standardization has been accelerated by the joint effort of many industrial and academic actors. Its evolution to IPv6 is of utmost importance, as the migration to IPv6 is now accepted as the long-term solution to the IP address starvation.

1.5 The IGMPv3 protocol

IGMP is the protocol used by IPv4 systems to report their IP multicast group memberships to neighboring multicast routers. Version 3 of IGMP adds support for "source filtering", that is, the ability for a system to report interest in receiving packets only from specific source addresses, or from all but specific source addresses, sent to a particular multicast address. That information may be used by multicast routing protocols to avoid delivering multicast packets from specific sources to networks where there are no interested receivers [CAI01].

IGMPv3 offers therefore a super-set  of the operations requested by the SSM service. A modification of the API is necessary to permit the use of source filters in IGMP. 

An IGMPv3 request has thus the following format:

IPMulticastListen (socket, interface, mcast-address, filter mode, source list)

where the filter mode can be INCLUDE  or EXCLUDE. To specify for example that a receiver wants to join the group G and receive only data sent by sources S1 and S2, the request will be the following:   

IPMulticastListen (socket, interface, G, INCLUDE,{S1, S2})
If instead the receiver wants to join the group G and to receive data sent by all the sources, except S1 and S2, the request to use is:

IPMulticastListen (socket, interface, G, EXCLUDE, {S1, S2})
The classical  join(*,G) and leave(*,G) operations are equivalent to:

Join = IPMulticastListen (socket, interface, mcast-address, EXCLUDE, {})

Leave = IPMulticastListen (socket, interface, mcast-address, INCLUDE, {})

1.6 A multicast distribution architecture based on PIM-SSM and IGMPv3 

As PIM-SSM uses a source based distribution tree, there is no need for rendezvous points and mechanisms that map multicast addresses to RPs. PIM-SSM supposes that receivers know the address of the source, they can therefore specify this address in their IGMP requests. The manner in which source addresses are discovered remains an open issue. There are however some possible scenarios such as e-mail, web announcements, the use of the SAP protocol (Session Announcement Protocol) [HPW00], service administration, etc. 

When a receiver wants to join a multicast channel, it sends an IGMPv3 request to its designated router, specifying the (S,G) address pair. If the address G is in the exclusive address range, the designated router sends a  join(S,G) message towards the source in order to be added to the distribution tree of channel (S,G). If instead the address G is outside the SSM address range, the router will act as in the normal PIM-SM case, sending a join(*,G) request towards the RP. After the reception of the first packet from the source on the shared tree, the designated router may join the source based tree sending a join(S,G) message. The receiver will not benefit however from the advantages of SSM, as it is included in the group G and will receive all the data sent by all the sources to the group, through the shared tree.

The following figure illustrates the components of the SSM model:
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Figure 2. The PIM-SSM/IGMPv3 distribution model

In order to assure the cohabitation and compatibility of PIM-SM and PIM-SSM, PIM-SM sources should use only multicast addresses outside the exclusive SSM range, whereas PIM-SSM sources should be limited to this range. The behavior of  designated routers and rendezvous points has to be therefore modified. Designated routers must issue a direct  join(S,G) message, without passing by the RP, if the concerned address is an SSM one. In the same time, RPs must not accept a  join(*,G) request in the exclusive range and they must not propose themselves as candidates for the SSM range. Sources must not transmit any more towards the RP data that is intended to an SSM channel. They should instead use the source based tree directly.    

1.7 Multicast distribution in IPv6

Multicasting is one of the key technologies in the next generation of the Internet. Since in IPv4 it was introduced only as an extension of the basic specification, not all IPv4 nodes necessarily support it. On the contrary, specifications of IPv6 require that all IPv6 nodes support multicasting. As an immediate consequence an IPv6 implementation does not have to support multicast tunnels, used in IPv4 to connect multicast capable islands. 

Although the basic notion of multicasting is common to IPv4 and IPv6, several new characteristics are introduced in IPv6 multicasting. For example, while in IPv4 the scope of a multicast address is specified using the TTL (Time to Live) of a packet, IPv6 explicitly limits the scope of the address by using a fixed address field. The IPv6 addressing architecture [HIN01] has a notion of scope for unicast and multicast addresses. A four-bit field is reserved for each multicast address to define scopes. Routers do not forward a multicast packet with a specific scope outside the domain in which the multicast address is valid.

Another notable difference is that if traditional implementations of IPv4 multicasting use unicast addresses to identify a network interface, such an approach is not suitable for IPv6. An IPv6-capable node may assign multiple addresses to a single interface, which could cause a configuration mismatch. 

Some of the previously described protocols (e.g. PIM-SM) have already been implemented in IPv6, with the due modifications of course. In order to support the SSM model in an IPv6 environment there are still a few issues to solve, e.g. the problem of the exclusive address range. While in IPv4 there is a special SSM address range defined by IANA, it is not yet the case for IPv6.

Other protocols, such as MSDP and MBGP, have not yet been treated for the case of IPv6. Furthermore, the chances of their possible implementation and deployment might seriously be reduced by the possible success of the currently embraced SSM distribution model. 

An essential component of the SSM architecture in IPv4 is the IGMP protocol. In IPv6, IGMP is included as part of the ICMP protocol (Internet Control Message Protocol) [CON98]. The first IPv6 version of IGMP was called MLD (Multicast Listener Discovery) [DEE99], and it represented the translation of the IGMPv2 protocol for IPv6 semantics. The next version, called MLDv2 [VID01], introduces source filtering. It will be briefly discussed  in the following subsection.    

1.7.1 The MLDv2 protocol

MLD is the protocol used by an IPv6 router to discover the presence of multicast listeners (that is, nodes wishing  to receive multicast packets) on its directly attached links, and to discover specifically which multicast addresses are of interest to those neighboring nodes. 

MLDv2 is derived from version 3 of the IPv4 Internet Group Management Protocol, IGMPv3.  Compared to the previous version of the protocol, MLDv2 adds support for "source filtering", that is, the ability for a node to report interest in listening to packets only from specific source addresses, or from all but specific source addresses, sent to a  particular multicast address.

A first draft describing the MLDv2 protocol was jointly elaborated by us together with the authors of the IGMPv3 and MLD protocols, Steve Deering, Bill Fenner, Isidor Kouvelas, and Brian Haberman. The contents of the draft are presented in the Appendix section. (The full text is attached to this document.)  

1.8 Multicast monomedia service 

Multicast monomedia is defined as an end-to-end service provided by the GCAP architecture. With our partners involved in the QoS and multicast activities, we have chosen two basic monomedia multicast services:

· reliable,

· monitoring.

The reliable service will be developed on top of the PIM-SSM model and therefore will have to consider the one to many service model that it defines. Therefore, we, in GCAP, are analyzing the adaptations required to adjust reliable protocols available in the literature to the SSM framework. This task is jointly developed with Lancaster in order to build application-level distribution structures for control purposes, in conjunction with IP multicast. We believe that application- (or host-) based distribution is particularly relevant when used in the context of PIM-SSM networks. The reliable service considered is partially ordered (it covers all types of reliable services from fully reliable to best-effort).

Indeed, with PIM-SSM, no multicast "back-channel" is available for the receivers to multicast feedback to the group, as only the channel source is allowed to send to the (S,G) channel. This lack of multicast facility to send control/feedback information breaks several transport and application level protocols (e.g. reliable multicast protocols, RTCP, etc.). Of course, for protocol mechanisms relying on "low frequency feedback messages" (e.g. RTCP feedback which is kept to a small percentage of the

overall data traffic) using the SSM channel source as a "reflector" may be a viable option, but in other cases such an approach may quickly result in source implosion.

Furthermore, although PIM-SSM is single source, some multi-source sessions can still be built using multiple PIM-SSM data trees (e.g. for few-to-few conferencing), and some control facilities, such as group/session management (i.e. counting, integrity condition checking -- AGI (Active Group Integrity)

or CTI (Communication Topology Integrity)) may have to be efficiently performed at the session level (i.e. independently of the number of sources). In such a case, using the PIM-SSM trees to carry control

information may prove to be sub-optimal or even inconsistent (as receivers on different trees may not see the same control information).

Using host-based trees for reliable multicast is also an option, as exemplified by the TRACK (Tree Acknowledgment) module proposed by the IETF RMT WG. The idea here is that each tree node would act as a "designated" receiver for its immediate children in the spanning tree. The problem here is of course to build and keep the tree "optimal".

The second service aimed at supporting time-sensitive applications. However, we can not consider that the transport layer will be in a position to enforce delay properties. Instead, we believe that monitoring the transport channel in use by a time-sensitive flow and providing basic information on the channel characteristics is of utmost importance.  These informations (loss, delay, throughput) can efficiently be used by the applications to adjust to the network behavior. As a consequence, protocols such as RTCP are considered and will be refined according to the PIM-SSM channel as mentioned above. Channel characteristics will be reported to the application in a defined GCAP format.

2. GCAP protocol architecture
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The suite of protocols that is being defined by the GCAP project is organized in two cooperating planes: Data Plane and Control Plane (Figure 3). 

Figure 3. General architecture of the GCAP Protocol Suite
Data Plane protocols are responsible of end-to-end data delivery to applications. The basic Data Plane communication protocol is the MultiCast MOnomedia (MCMO) protocol which provides a one-to-many delivery of a single media data units, by relying on a network-layer multicasting service. This protocol provides the following three transport-level services.

· Fully unreliable service. This service provides best-effort datagram delivery where no provision is made to enable subsequent attempts to recover lost data.

· Unreliable with selective recovery requests service. This service provides best-effort datagram delivery but makes necessary provisions in order to enable the recovery of lost data for a specified recovery period of time. It should be noted that this service is "reactive" in the sense that the recovery period as well as the recovery requests are specified by the service user.

· Fully reliable service. This service provides a loss free  transfer facility.

On top of the MultiCast MOnomedia (MCMO) protocol, the MultiCast MultiMedia (MCMM) protocol is implemented. This latter protocol relies on the former one to extend the same behaviour to a set of related and synchronized multimedia streams.

Control Plane protocols, on the other side, provide support and management functionality to the applications. To the Control Plane belong the following control protocols, which are currently being defined and specified:

- QoS monitoring protocol (QoS mon): provides the application with some clues on the Quality of Service that receivers are currently obtaining. This information can be used by the sender of a data stream to adapt its behaviour.

- Group Management Protocol (GM): provides the application with a set of primitives to collect information about group members.

- Reliability Protocol: provides an assisting functionality to help the MultiCast MOnomedia protocol delivery the reliable service that has been requested by the application.

All these Control Plane protocols rely on a transport level multicast service provided by the Tree Building Control Protocol, which is described in the next section.

3. The Tree Building Control Protocol

As we has already pointed out in section 2.8, an important implication of the use of PIM-SSM is the loss of multicast back-channel. As the channel source is the only host allowed to send on the channel, receivers have no direct way to multicast information to the other participants on the channel. This property breaks many upper-layer protocols (e.g. RTP/RTCP, some reliable multicast protocols like SRM or RMTP) whose mechanisms rely on such a multicast back-channel to carry out control operations . 

Since the solution of sending all control datagrams to the channel source and then let the channel source “reflect” these datagrams back onto the channel is clearly not scalable, a different solution based on application level multicasting has been devised in GCAP. This approach requires the building of a bi-directional spanning tree by means of an application level tree building protocol, called TBCP.

Tree Building Control Protocol (TBCP) is a new tree building protocol designed at Lancaster University. TBCP can build a loop-free spanning tree connecting TBCP entities that may run either in end systems or in programmable edge devices. Such a spanning tree is built by means of a distributed algorithm that does not require any interaction with multicast routers and any knowledge of network topology. 

TBCP has been designed according to the Application Level Multicast (ALM) model, also known as application-based distribution. ALM is a new technique used to provide multicast distribution services in situations where no support is provided by the network for multicast. This situation occurs, for instance, when the network infrastructure does not support the IP-multicast routing protocols. As we already mentioned in the previous section, another case in which the ALM approach may be helpful is when the network only supports an SSM multicast service, and the user wants to deploy end-to-end communication protocols that require the availability of a full duplex multicast distribution tree. 

When the ALM technique is used to implement multicast communication, each end system that participates in the multicast group is also responsible of forwarding received datagrams to all other ALM entities connected to it in the tree. The advantage of performing data forwarding at the application level is that each end system may be programmed to either passively retransmit every single datagram it receives or actively filter datagrams according to some protocol-specific logic (for instance, upstream traffic may be aggregated to avoid the source implosion problem, while downstream traffic may be filtered to adapt to the link congestion or the actual computing power of downstream receivers).

The Tree Building Control Protocol is used in GCAP to deliver control data among the members of  a multicast session. By using a TBCP Tree connecting transport-layer entities (which may run either in end-systems or in active edge devices), it is possible to implement those control protocols that require a multicast distribution of messages originated by SSM receivers. 

In the process of building the TBCP Tree, TBCP entities interact through a sort of signalling protocol which uses point-to-point TCP connections to exchange protocol messages. To join a tree, a TBCP entity needs to establish a TCP connection with the root TBCP entity, and begin the Join procedure described in the following section 4.2. Hence, a TBCP tree may be identified by the couple (S, SP), where S is the IP address of the node on which the root entity is running, and SP is the TCP port number used by the root entity to listen to new connection requests.

[image: image5.bmp]Once a TBCP Tree has been built, it can be used to deliver UDP datagrams among all the nodes that have joined the tree. For a TBCP Tree to be used by several protocol entities, a set of Data Channels is associated to a TBCP Tree. Each Data Channel is uniquely identified by a 16-bits identifier, called ChannelID. Figure 4 shows a TBCP Tree with three active Data Channels.

Figure 4. A TBCP Tree with three active Data Channels

Finally, it should be noted that the term Data Channel used by TBCP must not be confused with the term SSM channel. Incidentally, the way datagrams are delivered on a specific TBCP Data Channel depends on how the forwarding entity for that channel is programmed. For a given tree, in fact, some data channels may be used as broadcast channels (i.e. a datagram sent by any node is forwarded to all the other tree nodes), while other channels may implement an SSM behaviour (i.e. only the tree root is authorised to inject packets into the tree). More complex usage of a data channel may be requested by other protocols, when some form of message aggregation is required.

3.1 TBCP protocol operation

The TBCP protocol supports two different types of operation:

· TBCP Tree building and maintenance

· Data delivery and reception over the TBCP Tree

These two kinds of operation actually involve two separate (but correlated) parts of a TBCP protocol entity.

3.1.1 TBCP Tree building and maintenance

In this category fall the following activities:

Tree creation / deletion. An application wishing to create a new TBCP Tree rooted at itself instantiates a TBCP_Root entity, and then invokes its createTree(S,SP) primitive, where SP is the port number used to listen to join requests from other TBCP entities, and S is one of the host’s IP addresses. Afterwards, to destroy the TBCP Tree, the application invokes the destroyTree() primitive on the TBCP_Root entity. 

Tree join / leave. When an application wants to join an existing TBCP Tree identified by the couple (S, SP), it instantiates a  TBCP_Leaf entity, and then invokes its join(S,SP) primitive. As soon as the join primitive is invoked, a distributed algorithm takes place which is aimed at finding the most suitable place for this new entity in the existing TBCP Tree. Such an algorithm is described in the next section of this document (“The TBCP Tree Join procedure”). To leave the TBCP Tree that it has previously joined, an application invokes the leave() primitive on the TBCP_Leaf entity that it used to join the tree. An effect of a node leaving a TBCP Tree is that all the node’s children entities remain temporarily disconnected. To quickly reconnect these entities to the rest of the Control Tree, a repair procedure is performed.

Tree repair. This activity takes place when a TBCP_Leaf entity detects that it is no longer connected to the rest of the TBCP Tree, and it is aimed at quickly re-establish a valid connection. Hence, its purpose is to keep united the TBCP Tree, even in presence of a receiver crash or loss of connection.

3.1.2 Data delivery and reception over the TBCP Tree 

Once an application has joined a TBCP tree, it can use this tree to send datagrams to all other entities in the same tree. To do so, a socket-like interface is provided, that can be used to send and receive datagrams over a specified Data Channel. 

The operation of creating a new channel is only allowed to the application that created the tree. In fact, a new channel can be created by invoking the createChannel() method on the TBCP_Root entity.

To send and receive datagrams on a given channel, an application need to open an ALM socket on that channel. To this purpose, the Java implementation of the TBCP protocol provides an ALM_MulticastSocket class. The service interface of this class extends the one provided by the standard java.net.MulticastSocket class. As a MulticastSocket is bound to a port number, likewise an ALM_MulticastSocket is bound to a given channelID. Once an application has created an ALM_MulticastSocket, it can use it to send a DatagramPacket to both the parent and the children entities, or to a specified subset of them.

3.2 The TBCP Tree Join procedure

This section describes the algorithm that takes place when a TBCP_Leaf entity wants to join a TBCP Tree. The main characteristic of this distributed algorithm is that it assumes only a minimal knowledge of the network topology and partial knowledge of group membership.

Each TBCP Entity fixes the maximum number of “children” entities that it is wishing to accommodate. Such a value is called the fanout of the entity, and is specified by the application as a parameter of the entity constructor. 

For a TBCP_Leaf entity N the join mechanism works “recursively” as follows (Figure 5):

Stage 1)
N contacts a candidate parent P with a HELLO message, starting with the tree root S. 

Stage 2)
P sends back to N the list of its existing children Ci in a HELLO_ACK message, 
and starts timer T0.

Stage 3)
P waits for a JOIN message from N. If timer T0 expires before N has replied, P sends 
a RESET message to N, meaning that N needs to restart the procedure from Stage 1). 
In the meanwhile, N measures its distance from P and all Cis and sends this information to P in a JOIN message.

Figure 5. Basic TBCP Tree Join procedure [image: image6.bmp]
Stage 4)
P finds a place for N, by evaluating all possible configurations having P as parent and 
{Ci} ( {N} as children (See Figure 6). To evaluate all the possible configurations, a score function is used to measure “how good” a configuration is. This score function, as well as the mechanism used to evaluate distances between tree nodes can be tailored to the purposes of the Control Tree and are therefore considered as “modules”, rather then parts of the core TBCP protocol.

Stage 5)
Depending on what configuration P has chosen, one of the following 3 cases may occur:

a)
P accepts N as a child and it does not need to move one of the already existing children Cis. P sends a WELCOME message to N. N replies with a WELCOME_ACK message to P and a data connection between N and P is established. The Join procedure is completed.

b) 
P sends N to its child Ck (message GO(Ck) to N). Consequently, N immediately acks the GO message by sending a GO_ACK message back to P. Then, N sends a HELLO message to Ck and the algorithm continues for N from Stage 1), with Ck acting in the role that before was P’s, until N receives a WELCOME message. 

c) 
P accepts N as child, but it needs to move one of its children Cj as a child of Ck. So, P sends a WELCOME message to N and a GO(Ck) message to Cj. At this point, N sends back to P a WELCOME_ACK message and the Join procedure is completed for N. At the same time, a similar Join procedure starts from Stage 1) for Cj. However, Cj already has a data connection in place. In order to preserve this data connection, Cj is given a time T1 to find again its place in the tree. Hence, P does not break immediately the data connection with Cj, but breaks it when a timer T1 expires (T1 is set as soon as P sends the GO(Ck) message). In the meanwhile, Cj sends a HELLO message to Ck, and the algorithm continues until Cj receives a WELCOME message. At this point, the data connectivity is re-established for Cj and so Cj can send a GO_ACK message back to P to disconnect itself from P. If P receives the GO_ACK message before T1 has expired, P simply deletes the timer T1.

[image: image7.bmp]
Figure 6. All the configurations that are tested by P when N sends JOIN

Notice that a Join procedure is not exclusively performed by TBCP entities that have not joined the Control Tree yet. But, even a TBCP Entity that has already joined the Control Tree may be forced to start a Join procedure, to find a new place in the tree.

3.2.1 Additional rules for tree construction

In order to improve the efficiency (and the shape) of the control tree, the following hierarchical organization of receivers in “domains” is also enforced, so that receivers belonging to the same domain belong to the same sub-tree:

· Receivers declare their domainID when connecting to a new candidate parent (the domainID is a 32 bits identifier, e.g. IP address && netmask).

· The tree root elects a domain root node for each domain. For instance, the first node joining from a given domain can be elected as the domain root of its domain. Domain root nodes find their place in the tree with the same mechanism described in the previous section, starting from the tree root.

· When a new node wants to join the tree, it is immediately redirected by the tree root to its domain’s domain root with a GO message. The Join procedure described in the previous section then starts when the node sends the HELLO message to its domain root. 

The following 2 constraints are also enforced, to keep “clustered” all the nodes of the same domain:

- Rule 1: A node P will discard configurations in which a node from its own domain is a child of a node from a different domain.

- Rule 2: To keep domain roots as high as possible in the tree (i.e. as close as possible to the tree root), configurations in which a node P keeps more than one node from its own domain as children, and sends a domain root of a different domain as a child of one of its children, are discarded.

In the figure below, colours and textures are used to identify the domain each node belongs to.

Figure 7. Examples of configurations that violate Rule 1 (left) and Rule 2 (right)

3.3 The TBCP Tree Repair procedure

The repair procedure is aimed at repairing the tree when it is partitioned because of a member leaving (explicitly or implicitly) or because the underlying network gets partitioned. The goal of this procedure is to provide a “quick” fix that may not be optimal but prevents major disruption due to tree partitioning. Better optimality is achieved again through the use of tree reshaping mechanism that are currently being investigated.

The repair mechanism is based on the knowledge of the following information about the “leaving” or “unreachable” node:

· the identity (e.g. IP address + signalling port) and domainID of leaving node’s parent node (GP).

· the identity (e.g. IP address + signalling port) and domainID of leaving node’s children nodes (Ci).

Each node locally distributes this information to its parent and its children. This information can be exchanged periodically within special TBCP messages and/or exchanged in response to certain events (e.g. a change in the node’s offspring set).

Based on this information, an ordered list of siblings is constructed as follows:

· The list starts with the children in the same domain as the GP, ordered by increasing IP addresses.

· All the other children are then entered in the list in increasing IP address order.

When one of P’s children receives a LEAVE message from P or detects that the signaling connection to P is broken, it issues a HELP message to its sibling whose IP address precedes its own in the ordered list of all the siblings IP addresses, unless it is the child with the lowest IP address, in which case it sends the HELP message to P’s parent (GP). Each node is required to provide emergency connectivity (in response to a HELP message) to at least one other node. 

As such emergency connectivity can, of course, result in the “overflow” of a node’s fanout by one child, the node who requested the emergency connectivity should quickly invoke a tree reshaping mechanism to be repositioned in the tree.

If the node identified to provide emergency connectivity to another node (as identified in the rule described above) is unreachable, the node seeking to repair the tree will try the previous node in the list. If none of the remaining preceding nodes in the list are reachable, the repairing node will try the GP, then the domain root, then the tree root.

It is now obvious that a node can now receive several HELP requests in a very short time. In order to reduce the impact of such repair requests on the performance of the node and its children, the repairing nodes are arranged in a row according to the following rule:

· if the repairing node and the node providing emergency connectivity are from the same domain, then the repairing node is accepted and any existing repairing node already connected to the node providing emergency connectivity is sent (with a GO message) to seek emergency connectivity from the freshly accepted repairing node.

· If the repairing node and the node providing emergency connectivity are not from the same domain, but the node providing emergency connectivity has already accepted a repairing node from its own domain, the arriving repairing node is sent to the already existing one (GO message).

Otherwise, the repairing node is accepted (HELP_ACK message).

3.4 Usage of TBCP by upper layer control protocols

In the GCAP framework, TBCP Data Channels will be used as a delivery mechanism by all those control protocols that require some form of multicast back channel. The first protocol that is currently being developed on top of TBCP is a simple protocol used to identify all the receivers of a given SSM channel. On top of TBCP will be also developed a mechanism for nack aggregation and local retransmission to be used by the MultiCast MOnomedia (MCMO) protocol.

The actual implementation of these protocol is facilitated by the fact that the Application Programming Interface offered by TBCP to access Data Channels is an extension of the traditional socket interface (see Appendix B of this document). 

4. Conclusions

The GCAP multicast architecture has been built on the challenging Express model published in 99. Today, the research and industrial community has embraced the so-called PIM-SSM model directly derived from Express and currently developed in the IETF PIM-SSM working group. We actively contribute to the standardization of PIM-SSM and more particularly we are pioneering its adaptation to IPv6. It is worth to mention that this new model impacts the current architecture and requires to revisit some of its protocols (RTCP, reliable multicast protocols, etc.). To address these issues a solution based on application level distribution trees has been proposed in GCAP. In this document we have also described the TBCP protocol that is used to build such a distribution tree in a scalable and efficient way. Finally, two basic multicast monomedia services have been proposed, namely, reliability (partially-ordered reliability) and monitoring (mainly for delay sensitive applications). We are also convinced that it is of utmost importance to design protocols that allow the progressive deployment of the multicast service by supporting unicast clouds. HBH (Hop-by-Hop multicast routing protocol) is a protocol that we have designed and that targets this goal. 

We believe that the project will benefit from the simplicity and credibility of the SSM framework and will actively take part in its standardization.
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Appendix A

This appendix is to said that the Internet draft issued by GCAP,

by LIP6 on MLDv2,

and by U. Karlsruhe on DiffServ,

are given as reports in the lists of the reports.

Appendix B

The Java implementation of the TBCP protocol provides the application with the following Application Programming Interface.
class TBCP_Root extends TBCP_Entity

· TBCP_Root (int domainID, byte fanout)
· void createTree (InetAddress localAddress, int sigPort) 
throws java.io.IOException
· void createTree (int sigPort) 
throws java.io.IOException
· void destroyTree ()
· void createChannel (short channelID) 
throws java.io.IOException
class TBCP_Leaf extends TBCP_Entity
· TBCP_Leaf (int domainID, byte fanout) 
throws java.io.IOException

· void join (InetAddress rootAddress, int sigPort) 
throws java.io.IOException, TBCP_TimeoutException

· void leave ()
class ALM_MulticastSocket

· ALM_MulticastSocket(TBCP_Entity tbcpEntity, short channelID) 
throws java.io.IOException

· void close()
· void send (DatagramPacket p) 
throws java.io.IOException

· void receive (DatagramPacket p) 
throws java.io.IOException

· void sendToParent (DatagramPacket p)
· void sendToChild (NodeInfo child, DatagramPacket p)
· void sendToAllChildren (DatagramPacket p)
· void sendToAllChildrenButOne (NodeInfo child, DatagramPacket p)
· void sendToAll (DatagramPacket p)
· void sendToAllButOneChild (NodeInfo child, DatagramPacket p)
· void setSoTimeout (int timeout) 
throws SocketException 

· int getSoTimeout () 
throws SocketException 
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