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Foreword

Autonomous systems are entities which are able to work properly without (or very limited) human in-
tervention, especially when facing unknown environments and/or unexpected events (e.g. failures). They
are already a major topic for Al research, mostly in robotics and space applications. The notion of ”self-*”
(pronounced self-star) has been introduced in software engineering, referring also to concepts and capa-
bilities which enable an entity to reflect and act on its own processes in order to increase its autonomy.

The 1JCAI-09 Workshop on Self-* and Autonomous Systems (SAS-09) aims at gathering researchers from
different Al fields (diagnosis, planning, reasoning about uncertainty) in order to fill the gaps and exchange
ideas about which reasoning techniques are needed for self-* and autonomous systems. The organization
of this workshop would not have been possible without the sponsorship of The International Joint Confer-
ences on Artificial Intelligence (IJCAI) and The Association for the Advancement of Artificial Intelligence
(AAAI) which provide an exceptional opportunity for Al researchers from different communities to meet
and exchange ideas on autonomy reasoning by attending this workshop.

We wish to thank all the authors of submitted papers, the program committee members for the time and
effort they spent in reviewing the papers.

Yannick Pencolé, Thierry Vidal and Roberto Micalizio, the SAS-09 co-chairs.
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On-line Monitoring and Diagnosing a Team of Service Robots:
the RoboCare Experience

Roberto Micalizio
Dipartimento di Informatica
Universita di Torino
micalizio@di.unito.it

Abstract

The paper addresses the tasks of monitoring and di-
agnosing the actions concurrently performed by a
team of plan executors in a partially observable en-
vironment.

The paper formalizes a distributed approach where
each plan executor is associated with a supervisor
agent, responsible for keeping track of the executor
state (i.e., a belief state given the partial observabil-
ity) both under nominal and anomalous conditions.
Since plan executors compete for accessing the
available resources, interactions among them may
arise during plan execution. The paper proposes
and formalizes a methodology, based on the notion
of dependency set, for dynamically capturing inter-
actions among executors and deriving local belief
states which are globally consistent.

1 Introduction

In many applicative domains, computer science researchers
are now facing the challenging issue of developing complex
systems which exhibit some form of autonomous behavior.

In principle, the autonomy is achieved by establishing a
closed loop of control feedback (control loop for short), in-
cluding many activities such as (re-) planning, (re-) schedul-
ing, configuration, and so on.

The problem of establishing a closed loop of control is
particularly challenging in the multi-agent scenario, where a
team of agents, either cooperative or self-interested, perform
actions concurrently.

Some recent works (see e.g. [Roos and Witteveen, 2007;
Kalech and Kaminka, 2005; Micalizio et al., 2006]) have ad-
dressed the problem by modeling a Multi-Agent System as
a Multi-Agent Plan (MAP). In many realistic planning envi-
ronments, in fact, the plan execution is often distributed and
concurrently performed by agents. Moreover, a MAP repre-
sents a good choice for designing an effective MAS where the
interactions among agents can be, at least in part, anticipated
and modeled.

The execution of a MAP in the real world is a subtle step,
as discussed in [Birnbaum et al., 1990], the successful execu-
tion of a plan is threatened by domain-dependent, unexpected
events which may cause the failure of some actions. Plan
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threats may be faults in the physical/software functionalities
of the agents (see e.g. [Roos and Witteveen, 2007]) or coor-
dination failures such as the disagreement among a subset of
agents in [Kalech and Kaminka, 2005] and the competition
among agents for accessing a resource in [Micalizio et al.,
2006]. The main challenge in coping with plan threats is that
these cannot be easily anticipated at planning level; for exam-
ple, it is possible to synthesize a plan where two agents will
never compete for accessing a given resource; however, dur-
ing the plan execution, a fault in one agent’s mobility may
cause a delay w.r.t. the desired schedule, so that the two
agents will try to access the resource simultaneously. This
means that plan threats must be detected and handled as soon
as they arise during the plan execution.

This paper considers a team of cooperating robotic agents
(i.e., plan executors), that concurrently execute actions to
reach a common goal. The paper focuses on the task of plan
supervision, which integrates the activities of monitoring and
diagnosis. These two activities play a critical role within the
control loop; in fact, the monitoring helps humans in gain-
ing situational awareness about the system status: it keeps
track of the progress of the task and detects discrepancies be-
tween expected nominal behavior of the system and the ob-
served one. On the other hand, the diagnosis singles out the
root causes of the anomalies detected during the monitoring
phase, providing useful pieces of information for the recov-
ery purpose.

The paper is organized as follows: in section 2 we sketch
the RoboCare scenario and highlight the main challenges to
be faced; then in the following two sections we present the
high-level architecture of the control loop and the model-
ing methodology. In section 5 the distributed monitoring
approach is discussed; while the diagnostic reasoning is ad-
dressed in section 6. Finally, section 7 will discuss some im-
plementation issues, and some relevant experimental results.

2 The RoboCare scenario

In this section we briefly introduce the RoboCare scenario
[Cesta and Pecora, 2002] we have used as test-bed for the
methodologies we have devised.

In one of the scenarios foreseen in the RoboCare project, a
team T of mobile robots provide services to elderly people in
a health-care institution. In particular, robots are autonomous
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Figure 1: An example of the RoboCare environment.

Room1

as concerns navigation and negotiations with other robots for
accessing critical resources; however, the robots execute ac-
tions according to a given global plan submitted to the team.
In fact, the overall system is under the control of a supervisor
(either human or automatic) which is responsible for synthe-
sizing a plan of actions on the basis of the goals entered by
a human user; for dispatching the actions to the robots of the
team and finally for monitoring and diagnosing the progress
of the assigned actions.

In such a scenario the robots are characterized by a set of
functionalities'; among others two main functionalities have
been considered: the handling functionality, which allows a
robot to take an object by means of a robotic arm; and the
mobility functionality, which allows a robot to move in the
environment.

Each functionality is characterized by a set of behavioral
modes where, in general, one mode represents the nominal
mode and the others represent different faulty or degraded
modes. For instance, the handling functionality is character-
ized by the nominal mode ok and the faulty behavior bl (i.e.,
blocked); of course, when the robotic arm is blocked it cannot
be used to take/release an object.

The mobility functionality is characterized by the modes: ok
(the nominal mode), slowdown, a degraded mode which slow-
downs the robot moves, and broken, the robot cannot move at
all.

In order to be completed, actions require robot functionalities
to be in their nominal (or possibly degraded) modes. Some
actions may require several robot functionalities at the same
time, for example the action BringTo requires that a robot
brings an object from its current position to a final location,
therefore this action needs both the mobility and the handling
robot functionalities.

Besides the functionalities required to complete an action,
one has also to consider the time interval within which the
action is completed; in fact, as usual in plan execution appli-
cations ([Birnbaum et al., 1990]), each action of the plan is
associated with a time deadline: the action can be considered
successfully completed only when it is completed before its

LA functionality represents a skill of a robot
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deadline expires. As we will discuss later, in RoboCare we
allow an action to be completed with some delay w.r.t. its
nominal duration as long as the amount of delay falls within
atolerance interval.  In RoboCare, the environment consists
of a set of rooms where some objects obj can be placed; two
adjacent rooms Room; and Room; can be connected with
each other by one or more doors Dg. In the considered sce-
nario, relevant domain objects are beds and tray-racks, con-
taining the trays with patients” meals. Since accessing objects
and doors is critical for the successful execution of actions as-
signed to robots, we consider objects and doors as resources.
The positions of resources and robots are modeled qualita-
tively by considering abstract areas within which resources
can be placed and robots can move. In particular, we associate
two special areas with each resource res: the res.CA (crit-
ical area) denotes the area from which res can be accessed,
the res.RA (request area) denotes the area immediately sur-
rounding res.CA. The critical and request areas are ideal
locations for placing fixed sensors in order to detect events,
in particular robots entering/leaving the area. All the space
of a room that is not part of a critical/request area is mod-
eled as a single transit area used by robots to move from one
resource to another?. Figure 1 shows a typical RoboCare en-
vironment. All the resources (beds, doors and tray-rack) are
represented with their critical (light green) and request (light
blue) areas. The sensors are displayed as black points nearby
the resources they monitor. The white space of a room repre-
sents the transit area of the room itself.

A motivating example. A challenging issue in a multi-robot
system is that the successful completion of the actions de-
pends not only on the capability of the robot to carry on the
assigned action, but also on the possible occurrence of harm-
ful interactions among robots. In order to clarify this point,
we give an example of the traffic interaction. Let us suppose
that three robots R = {R1, R2, R3} located in the transit
area of room Room4 receive at the same time instant the com-
mand GoT oRoom(Rx, Room4, Hall, D4) (for x : 1..3).
This action requires that robot Rx moves from its current po-
sition in room Room4 to the transit area of the Hall through
the door D4. Now let us suppose that after a while all the
three robots try to access the critical area of door D4 at in-
stant t (see figure 1).

In RoboCare the critical area of a resource, a door in this
case, can be accessed by only one robot at a time, thus the
three robots start a negotiation, after which the robots agree
to access door D4 in the order R1, R2, R3. This situation
represents a condition of traffic: the resource is requested by
a set of robots, but only a request per time instant is served
and the others are postponed.

Since the actions have to be completed within a time deadline,
a robot Rx involved in a traffic interaction may complete its
assigned action with some delay or even the action may fail.
In our example, the actions deadline could be set in such a
way that the action performed by R1 is completed on-time
because R1 is not delayed; the action performed by R2 is

2\We do not associate sensors with the transit areas of the rooms,
so the Diagnostic Module cannot observe events occurring in such
areas.
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completed with delay because R2 is delayed but its delay is
still acceptable; the action of R3 fails because the amount of
delay gathered by R3 is not acceptable. This simple exam-
ple shows that the actions fail not only as a consequence of
faults in the robot functionalities but also because of harmful
interactions. In the rest of the paper we sketch the reasoning
methodology to provide a human supervisor with this kind of
explanations.

3 Distributed Control Architecture

In [Micalizio et al., 2006] we have discussed a centralized ar-
chitecture where a single agent supervises a team T of plan
executors. In this centralized scenario, although the execu-
tion of the global plan is distributed among the executors, the
supervision task is performed by a single supervisor, which
collects all the available system observations and keeps track
of the status of all the executors in the system. A centralized
solution, however, does not represent an effective solution in
many real cases as it cannot take advantage from the distri-
bution of tasks among the executors; in fact, since the cen-
tralized supervisor builds a global view of the system status
it introduces relations among executors even when the execu-
tors are not related at all. This means that the performances
of the centralized supervisor depend on the number of plan
executors regardless of the actual interactions among the ex-
ecutors; hence, not surprisingly, the effectiveness of the cen-
tralized architecture weakens as the number of plan executors
grows.

In this paper we present a distributed architecture, where
the task of supervising the team T of plan executors is per-
formed by a set Ags of supervisor agents. In particular, each
agent i [CAlys supervises the activities performed by a single
executor ex; [Tl The only available observations for agent
i are the messages sent by a set of sensors, distributed in the
environment, in response to a detected event concerning exi,
and messages volunteered by ex; itself about its status (e.g.,
current position). In most cases the observations are not suf-
ficient for precisely inferring the status of an executor.

Observe that plan executors may interact one another by
exchanging services or by competing for accessing the re-
sources, moreover these interactions are not completely antic-
ipated as they could be a consequence of faults. This means
that a supervisor agent i must cooperate with other supervi-
sors in Ags to build a local representation of the status of
executor ex; which is globally consistent.

Effective cooperation among agents is reached by adopt-
ing two useful strategies of the distributed problem solving
paradigm [Carver and Lesser, 2003]. First of all, we reduce
as far as possible the number of cooperating agents, in partic-
ular, each agent i [“Ags dynamically determines the subset
of other agents it has to cooperate with by taking into consid-
eration the actions currently executed by the team of execu-
tors. In the following, this subset of cooperating agents will
be referred to as dependency set.

The second strategy concerns what sort of data the agents
exchange for achieving the cooperation. Instead of the rough
data that each agent directly receives from the sensors and the
executor, the agents exchange the results of the inference they
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are able to perform by exploiting only local knowledge about
the system. All the agents within the same dependency set
integrate and refine these partial results in order to obtain a
globally consistent representation of the executors’ states.
Figure 2 shows the distributed architecture we propose.
The internal modules of each supervisor agent are high-
lighted, in particular they are the Online Monitoring Module
(OMM), the Diagnostic Interpretation Module (DIM), and the
Presentation Module (PM). These modules are integrated in
a closed loop of control which involves even the human user.
The OMM of a supervisor agent i is responsible for monitor-
ing the progress of the actions in the sub-plan P;, performed
by the specific plan executor ex;. The OMM exploits a base
of action models, and the set of observations available at each
time instant. The monitoring process provides two services:
1) a representation of the executor state at each time instant
(i.e., a belief state) and 2) the outcome of every action exe-
cuted by ex;.
The DIM is activated by the OMM whenever a not nominal
action outcome is detected. The DIM is responsible for pro-
viding the human user with explanations, expressed in high-
level terms, which synthesize the ambiguity within a belief
state and highlight the root causes of the detected not nomi-
nal outcome.
The results inferred both by the OMM and by the DIM are
finally collected and aggregated in the Presentation Module,
which represents the interface with the human user. The aim
of the PM consists in supporting the situational awareness of
the user about the health conditions of the executors, the oc-
currence of harmful interactions, and the overall progress in
the plan execution. The PM also allows the user to intervene
by submitting simple commands such as the abort of some
actions.

4 Modeling a MAP

4.1 Modeling the system status

Executors states. The global status of the system is ex-
pressed in terms of the status of each plan executor in T.
More precisely, the status of each executor ex; [Tl is a set
of status variables V ar(ex;), partitioned into the sets EN D',
HLT' and ENV'. The set END'={vs,,..., Vi, } includes
the endogenous status variables of ex;, as for example its po-
sition. The set HLT' includes the health status variables of
exj: each variable vg; CHLT' represents the health status
of the executor’s functionality f; the domain of vg ; is the set
{ok, abng, ..., abnn} of behavioral modes of the f function-
ality: ok denotes the nominal mode, whereas abn;, ..., abnp
denote not nominal modes. Finally, because of the partition-
ing we duplicate each status variable of the resources by cre-
ating a private copy for each executor ex;; we denote with
res;.i the status of the resource resj w.r.t. ex;. The variable
res;.i can assume values in the domain: free: ex; is not inter-
ested in res;j; requested: ex; has requested res;; busy: ex;
is using resj; and released: ex; has just relinquished res;.
All these private copies are collected in the set ENV ' of en-
vironment variables.

Partial States. Since in the distributed approach we propose
each supervisor agent has to monitoring just a single executor,
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Figure 2: The Distributed Architecture for Plan Execution Supervision.

the supervisor agent i deals, in principle, just with the status
variables of the specific executor ex;. However, as we have
anticipated, the supervisors need to cooperate by exchanging
pieces of information regarding a subset of executors. There-
fore it is particularly useful to introduce the notion of par-
tial state: given a subset of supervisor agents SA, o is the
partial system status defined over the status variables of the
plan execyterg monitored by the supervisors in SA; formally,
Var (0)= ; <a Var(ex;).

In the following we will use the notation o(vy, ) to denote the
value assumed by variable vy, in the partial state .

Belief state. It worth noting that the values of the variables
in HLT' cannot be directly observed, but they can be just
estimated; on the contrary, all the other variables are observ-
able but typically just a subset of them is observed at each
time. As a consequence of this partial system observabil-
ity, the monitoring process performed by an agent will not
be able, in general, to precisely estimate the status of the su-
pervised executor; rather the agent will be able to estimate a
set of alternative executor’s states which are all possible as
they are all consistent with the observations received so far.
This set of alternatives is known in literature as belief state, in
the following we will denote as B{ the belief state estimated
by agent i at time t.

4.2 Modeling not atomic action

Some approaches to MAP supervision (e.g., [Roos and Wit-
teveen, 2007]) assume that the actions performed by the ex-
ecutors are atomic, and therefore these actions are modeled
as a function of their nominal behavior only; that is, an ac-
tion is modeled just in terms of its preconditions and effects,
conditions which must be satisfied when the action starts and
ends respectively.

This work discusses a different framework which is not
limited to atomic actions, but which is able to deal with dura-
tive actions. A durative action last for a while, so intermediate
states must be considered in the modeling phase. For this rea-
son a more sophisticated notion of action model is introduced.
An action template a is a detailed action model, that consists
of two parts. The first part includes a number of parameters
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such as:
- a.schdT ime: the schedule time
- a.nomDur: the nominal duration of the action

a.tolerance: atime interval within which the action can
be completed with some delay

a.exec the identity of the executor which is responsible
for that action

a.res the subset of resources used during the action

By exploiting these parameters a supervisor agent can asso-
ciate to an action a (instance of the template a) the action
timeouts, and compute its dependency set (see later).

The second part of the action template specifies all the pos-
sible sequences of steps that an executor can take while it is
carrying on the action. Besides the nominal expected behav-
ior, the template a explicitly models the anomalous action
behavior which arises when plan threats occur. Moreover, the
action model specifies in which steps a resource is requested,
used and released by the executor.

As usual in the discrete event systems ([Pencolé and Cordier,
2005]), an action template is modeled as an automaton
o=[Sq, Zq, AqWhere: Sq is the set of states in which an
executor can be when it is executing a, this set is partitioned
into the sets:

- 1y all the possible initial states for a: each state in 14
satisfies the preconditions of a;

- Gq the final states where the action goal has been
reached: each state in G satisfies the post-conditions of
a. The final states are further distinguished between the
sets GOTq of the final states achieved before the occur-
rence of the action timeout (i.e. on-time) and GDEL 4
of the final states achieved after the occurrence of the
action timeout;

- Uq the final states where the goal is unreachable (e.g.
because of a fault in the executor performing a);

- Ng all the intermediate states.

2 4 is the set of observable events regarding a; these events
include the messages the sensors send to the agent as well
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as the timeout messages associated with o itself. Of course,
only the agent monitoring a can observe the events in Zq.
Finally, Aq (8% 2>« x s is the transition relation defined
between two executor states s, sY CSk. A transition T Qg

denotedas T : s 5 sUis observable iff E & [

4.3 System Model

The model of the system is a tuple M = [RES, T, CONS,
AlWhere RES and T are the set of available resources and
the set of plan executors respectively; CONS is a set of
global constraints defined over the private copies of the vari-
ables res;j ;. In particular, for each resource res;j, there ex-
ists a global constraint cons; [CAONS representing which
assignments to variables res; ; (for the executors ex; [TI)
represent a consistent access to resource res;. Finally, A is
the set of action templates, which represents the set of actions
the executors can perform.

4.4 Plans and Sub-plans

While an action template a describes a class of actions, the
plan executed by the executors consists of action instances®.
Hereafter we will denote with act(ex;, t) the action instance
that executor ex; is executing at time t; however, in the case
the robot identifier and the time instant are not needed, we
will indicate an action by the letter a.

An instantiated plan is a tuple P = M, A, <[Where: M is
the system model; A is a set of instances of actions; (A, <) is
a partial order relation between action instances in A: a < a™
implies that action a must finish before action alstarts i.e.
a.schdTime + a.nomDur < aSschdTime. The relation
(A, <) encodes a set of temporal constraints between action
instances.

A sub-plan P; of P is a tuple M, A;, <j[Where A; is the
subset of actions in A agent i is responsible for (i.e., @A),
a.exec = ex;); <;j is the precedence relation < restricted to
the actions in Aj. We assume that the relation (Aj, <j) is a
total order relation.

We assume that the evolutions of the actions are synchro-
nized; more precisely we consider the time as a discrete se-
quence of instants t = 0,1, ...; whenever a time increment
occurs all the executors change their status synchronously ac-
cording to the actions they are performing; this assumption is
generally made in discrete event systems where observations
are sampled at fixed time intervals.

5 Monitoring the execution of a MAP

Differently from other approaches (see e.g., [Roos and Wit-
teveen, 2007]), that impose a concurrency requirement (i.e.
conflicts for accessing the resources are solved at planning
level), the proposed framework aims at dynamically captur-
ing competitions among executors. The monitoring task,
therefore, becomes more challenging; an executor perform-
ing an action a may require any resource in a.res in many
steps of a, and these steps are not necessarily observable.
This means that the troublesome interactions (i.e., competi-
tions) rising among a subset of executors may be not directly

3Action instances are built during the planning phase, see [Mi-
calizio, 2007].
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observable; the supervisor agents can rather observe the ef-
fects of these harmful interactions (e.g., delays in the com-
pletion some actions).

In addition to that, each supervisor agent i has just a limited
view about the system changes, in fact at each time instant t
the agent i gathers a (possibly empty) set obs;(t) of observ-
able events, which are a subset of the events in Zace(ex; 1)
(i.e., the observable events associated with the action the
monitored executor is currently performing).

Given the partial observability of the system and given the
harmful interactions which possibly might affect the outcome
of an action, the supervisor agents have to cooperate (i.e., ex-
change each other useful pieces of information), in order to
estimate executors belief states which are globally consistent.
However, to limit the amount of messages exchanged among
the agents, the coordination strategy we propose is based on
the notion of dependency set. A dependency set highlights the
subset of supervisor agents which need to cooperate at a give
time instant t, and it is computed by means of the following
bound relation:

Definition 5.1 At time t, two concurrent actions
act(ex;, t) [A; and act(ex;,t) [A; satisfy the bound
relation Ry iff:
i. act(ex;, t).res n act(ex;j,t).res 8 L[ or
i.i. there exists act(exy, t) Ak such that:
act(ex;j, t)React(exy, t)
and
act(exg, t)React(ex;j, t)

It is easy to see that the bound relation is an equivalence re-
lation as it is reflexive, symmetric and transitive. Thus, de-
noting with CrtAct(t) the set of the actions the executors
are performing at time t, the transitive closure of R induces
a partitioning of the set CrtAct(t). Moreover, since there
exists a one to one relation between monitored actions and
agents, it follows that the bound relation induces a partition-
ing also of the set Ags of software agents; with AQS(t) we
denote the quotient set Ags/R¢. The notion of dependency
set directly follows from the definition of the bound relation:

Definition 5.2 The dependency set of agent i is the equiva-
lence class dep(t) CAIQS(t) such that i Cdep(t).

Thus, all the agents within the same dependency set dep(t)
have to coordinate as the executors they are monitoring at
time t could be involved in troublesome interactions due to
competitions for accessing the resources.

The notion of dependency set is safe in the sense that two
concurrent actions act(ex;, t) and act(ex;, t) may be in the
same dependency set even if executors ex; and ex; require
the resources in act(ex;, t).res n act(exj, t).res at different
time instants; but it can never happen that ex; and ex; access
a resource at the same time and they are not in the same de-
pendency set.

Distributed On-line Monitoring. For describing how the
distributed monitoring is performed we have to define: (1)
how the agents in the same dep(t)* cooperate and (2) what

4Each agent i can locally infer the dep(t) by exploiting the cur-
rent time instant t and the global plan P where the schedule time
and the nominal duration of each action are defined.
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result they achieve from the cooperation. For the sake of ex-
position we first address the result of agents’ cooperation.
Intuitively, all the agents within a dependency set dep(t) (at
a given time t) cooperate in order to build a common belief
state - a dependency belief - which represents all the possible
consistent states of the executors monitored by the agents in
dep(t) themselves; more formally:

Definition 5.3 Given an agent dependency set dep(t), a de-

pendency belief Bfe”(t) is a set of alternative, partial states
o such that: o is defined over the status variables of the ex-
ecutors monitored by the agents in dep(t) and o is consistent
both with the observations received by the agents in dep(t)

and with the global constraints CONS.

Now we are in the position for describing how the agents

in dep(t) build BY*P® . Since each agent i [dep(t) can
compute the executor belief state B{; one could build the

dependency belief Bfe”(t) by composing these local belief
states and by filtering out those states not satisfying the
global constraints. Unfortunately, this strategy is not viable:
even if the resulting dependency belief is globally consis-
tent, it may maintain unfeasible states (i.e. impossible sys-
tem states). To point out this issue consider the following
example. At time t-1, the resource res; is used either by ex-
ecutor ex; or by executor exj, but given the partial observ-
ability we cannot state which executor is actually using res;;

thereby in B?f‘i(t_l) there exist (at least) two alternative states
sl and s2 where sl(res;;)=busy [Sll(res;;)=requested

and s2(res)j)=requested [S2(res; j)=busy respectively. At

time t agent i estimates B} and according to state s1 [

BIP(~Y and to the model of act(ex;,t), Bi contains at

least a state s1” B! where s1¥(res ;)=released. Simi-

larly, agent j estimates B where there exists a state s2-such

that s2'(res j)=released. If the dependency belief BleP®

were computed by composing B} and B, the composition
would produce a (partial) state o such that a(res) j)=released
Calres; j)=released; even if the state o satisfies the global
constraints (there are no agents which simultaneously access
to resource resy), it is easy to see that o is an unfeasible state
since at previous time instant only one of the two executors
was using res; (thus only one executor could have released
res; at time t).

In order to build a dependency belief B which maintains
only feasible states, the agents need to exchange and compose
not just the estimated belief state B{ but the whole estimation

dep(t—1) i ;
step from B, to B{. More precisely, the agents ex-

change one another the set of transitions D} = {t : 0 g st}
such that: ep(t_1)

l.o 1 ,

2. E [Caolbk;(t) an

3. stresults from the intersection between Dycrex; vy and

dep(t—1)
Beon .

Since a transitions set D! can be seen as arelation, the compo-
sition of the transitions sets D} and D{ (i £ j; i,j [Cdép(t))
can be expressed by relational operators:
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D} D] = sELECTIONcons (D} JOIN D}).

The tuples resulting from the (natural) join represent projec-
. E

tions and have the form ot—; = 0O where ot—1 and oy are
partial states mentioning the executors ex; and ex; at times
t-1 and t respectively. The selection operator filters out all
those projections which do not satisfy the global constraints
in CONS.

To generalize the composition the transition sets inferred
by the agents within the same dependency set dep(t), and
to relate the dependency belief inferred by agent t at time t
with the dependency belief the same agent has inferred at the
previous time t — 1, we introduce the following relation of
R-derivability.

Definition 5.4 Let dep(t — 1) and dep(t) be the dependency
sets of agent i at time t-1 and t respectively. The dependency

belief B{**™ is R-derivable from B{®"™ if and only if

BI®PM s built as follows:

1. Each agent i [dkp(t) locally builds the set of transitions
D¢
2. The agents exchange with one another the sets of transi-
tions
3. Every agenti Cdep(t) computes DYP® by incrementally
composing all the transitions sets, formally:
o -

DY = Gy DI _

4. Finally, agent i gets the dependency belief
BIPM® = prosecTION(DIPM);

the projection returns all the partial states at time t i.e., the

states {o¢ | 0T CDPP® 1 : 01 5 oc}.

It is worth noting that the definition of R-derivability holds
even when the dependency sets dep(t — 1) and dep(t) are not
identical.

The relation of R-derivability allows us to define some im-
portant properties, which demonstrate the correctness of the

distributed approach (proofs in [Micalizio, 2007]).

Property 5.1 Let BY®P™ pe Rderivable from

BIP(D) 1f B*P(*™D js globally consistent, then B

globally consistent too. Moreover, all the states in Bfep(t) are

feasible states.

Property 5.2 The global belief state B¢ can be reconstructed
as the Cartesian product ofllbiplobally consistent depen-

dency beliefs; formally Be = oty rams ) Bgep(t)_

By exploiting the dependency belief Bfep(t)

dep(t) can determine whether the monitored executor ex; has
terminated the execution of action act(ex;, t), and in such a
case the outcome of the action. In particular, we say that the

action outcome is the nominal goal achieved iff [l CBf*"®,
0 LCslwhere s is a state in GOTace(ex;,ry)- 1N similar way we
can determine whether the outcome of action act(ex;, t) is
one of the not nominal goal achieved with delay or goal un-
achievable. Of course, when the supervisor cannot conclude
that the action has been completed the action is still in an in-
termediate step.

Finally, note that the Property 5.1 guarantees the global con-

sistency of the dependency belief BE®P™, so the outcome of

dep(t) ;
t IS
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action act(exi, t) can be derived by inspecting the BZP(®

only.

6 Diagnostic Interpretation.

The outcome of an action is a synthesis of the messages re-
ceived by the supervisor agent during the execution of that
action. However, an outcome does not specify the reason
why something has gone wrong (i.e., the root causes of the
failure), but this piece of information is necessary for the su-
pervisor agent to address the failure by adopting the more
appropriate recovery strategy.
To highlight the root causes of a not nominal action outcome,
a supervisor agent relies on a diagnostic process which pro-
vides a set of alternative explanations for the detected failure,
which take into account faults in executors’ functionalities as
well as harmful interactions among executors.
In our approach we associated to each action template o a
theory "' Which defines how a combination of faults and
troublesome interactions can affect the outcome of an action
a instance of template a. For example, let’s assume that at
time t the GoTo Dy, action, assigned to executor ex;, has
been completed with some delay; such a not nominal out-
come can be explained by exploiting the following portion of
the causal theory associated with the action template GoTo.
ex;.mobility (ok) A Dp.tra Cc(thoderate) A Dy.occlusion (no)

=- outcome(on — time) Vv outcome (delayed)
exi.mob(slowdown) A Dy,.tra [Cc(do) A Dy.occlusion(no) =

outcome (delayed)
ex;.mob(slowdown) A Dy, .occlusion(no)A

(Dn.tra [c(thoderate) V Dy .tra [c(Heavy)) =

outcome (delayed) Vv outcome (failed)
These rules are used abductively; the predicates traffic and
occlusion are concepts defined on executors status variables,
hence their evaluation is possible by inspecting a the most re-
cent part of the history of ex;’s belief states. For example, a
possible definition for Dy, .tra [c(do) is:
Dp.tra [c(do) = I &, t], [eX; & ex;

(exj.pos(tY & Dp)
Namely, the predicate Dy, .tra [c(do) is satisfied when, with
the exception of ex;, no other executor has used/required the
door Dy, in the time interval [t — 9, t]. The evaluation of the
predicates traffic and occlusion reduces the set of possible
explanations. Let us suppose that in the previous example
the predicates Dy.tra Cc(do) and Dy,.occlusion(no) hold;
in such a case the only remaining explanation for a delay in
the GoTo Dy, action is exj.mob(slowdown). In general, this
high-level interpretation does not precisely select just a pos-
sible explanation, but a set of alternative explanations. These
explanations, however, have the advantage of being a synthe-
sis of belief states, expressed in high-level terms (i.e., trou-
blesome interactions), thus they are easily understood by a
human supervisor.

7 Implementation and Analysis

Implementation. Since the system is just partially observ-
able, the dependency belief states are in principle highly am-
biguous, and not surprisingly the representation of a huge
number of alternative system states is, in general, a critical

Yannick Pencolé, Thierry Vidal, and Roberto Micalizio, Editors.
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# Actions (avg.): 250  Actions lifetime (avg.): 26.4 [time units]

Plan duration (avg.): 1000 [time units]

Table 1: Technical data about the monitored plans.

issue. Some monitoring approach (e.g. Livingstone2 [Kurien
and Nayak, 2000]) faces this issue by tracking just the sub-
set of the most likely states; when the actual system state falls
outside the tracked subset a backtrack occurs. In our approach
we adopt the Ordered Binary Decision Diagrams (OBDDs)
formalism [Bryant, 1992] for symbolically (and thus com-
pactly) encoding all the states within a dependency belief
(i.e., no backtracking is required). The OBDDs are also used
for encoding the transition relation of the action templates and
the global constraints; the estimation of the system evolutions
and the imposition of the constraints are efficiently performed
by means of standard OBDDs operators. However, the OB-
DDs are not a panacea; in fact, even if an OBDD encodes
very efficiently a huge number of alternative states, its size
may become intractable as the system grows. The follow-
ing experimental results show how the distributed framework
we have proposed is a good solution for modelling complex
MAPs, mitigating the problem of handling very large OB-
DDs.

Experimental Results. In order to prove the effectiveness
of the distributed approach we compare it w.r.t. the central-
ized approach described in [Micalizio et al., 2006] in the con-
text of the RoboCare Project [Cesta and Pecora, 2002]. In
the RoboCare scenario, mobile robots provide services in a
health-care institution where the critical resources are doors
and beds. In such an environment we have modeled five dif-
ferent types of actions: the automata representing them have,
on average, 14 states and 26 transitions where the number of
observable transitions is just 6 (i.e. the environment is very
scarcely observable).

For running the experiments we have simulated an environ-
ment with 10 rooms, 14 doors and 18 beds.

The test set consists of 60 challenging plans whose char-
acteristics are reported in Table 1. To verify whether the de-
centralized approach scales up better than the centralized one,
two classes of test cases have been considered: the medium
cases involve 8 robots, while the hard cases involve 12 robots.
Moreover, during the execution of these plans we have sim-
ulated multiple faults (even simultaneous) and troublesome
interactions involving a significant number of robots. The
software agents in JDK 1.4.2 SE are implemented as threads
running on the same PC®; both the centralized and the dis-
tributed approaches exploit the Ordered Binary Decision Di-
agrams (OBDDs) for symbolically encoding the belief states.
The comparison between the centralized approach and the
distributed one has been performed measuring: Bsize, the
average size (number of nodes) of the belief state that the
monitoring agent (centralized or distributed) needs to main-
tain; #States, the average number of alternative states en-
coded within a belief state; CPU-time, the average CPU time
in msec spent for monitoring at each time instant. Table 2
shows how the two approaches behave w.r.t. these three mea-

®Intel Pentium 1.86 GHz, RAM 1 GB, Windows XP OS.
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Decentralized Centralized
medium hard medium hard
Bsize 83+ 17 924+9 772 £ 6 -
#States 916 + 477 514 +486 4942 + 408 -
CPU-time 6.5+ 2 9+1 23+ 11 -

Table 2: Centralized vs. Decentralized On-line Monitoring.

sures and the two classes of cases. First of all, the centralized
approach has not completed the hard cases due to an out-of-
memory exception, i.e. maintaining a global belief is space-
consuming. As concerns medium cases, we can observe that
the partitioning of the system belief state into a set of depen-
dency beliefs reduces the ambiguity the agents have to deal
with; in fact the number of states encoded within a depen-
dency belief is far below than those encoded within a global
belief state. Note that, in the centralized version, we have ob-
served global beliefs encoding more than 100,000 alternative
states. Finally, due to the reduced size of the dependency be-
liefs, the operations on them are performed more efficiently
than operations on a global system belief; this is confirmed by
the significant reduction in the CPU time taken by the moni-
toring phase per time instant in the distributed approach w.r.t.
the centralized one.

8 Discussion and Conclusion

The paper has formalized a distributed approach for moni-
toring and diagnosing the execution of a multi-agent plan.
The proposed framework represents a sensible improvement
w.r.t. previous works (see e.g., [Roos and Witteveen, 2007;
Micalizio et al., 2006]), in fact the framework is able to deal
with durative actions and explicitly models their nominal and
anomalous behavior. Moreover, the proposed methodology
dynamically captures unexpected harmful interactions among
executors, hence it does not impose any concurrency require-
ment as in [Roos and Witteveen, 2007].

The results of this work have been extended in many direc-
tions. First of all, some steps further for completing the con-
trol loop have been made in [Micalizio and Torasso, 2007a]
and in [Micalizio and Torasso, 2007b]. In [Micalizio and
Torasso, 2007a] a local (conformant) planner, based on the
same relational approach presented in this work, is discussed.
This local planner, integrated in the control loop architecture,
can be exploited for overcoming (if possible) the causes of
detected failures. While in [Micalizio and Torasso, 2007b] a
preliminary coordination strategy for recovering from an ac-
tion failure by means of the cooperation of a number of team-
mates is proposed.

The work has been also extended to deal with joint actions
(i.e, actions that require the active cooperation of a number of
agents to be executed), and to deal with very scarcely observ-
able systems [Micalizio and Torasso, 2008], where at each
time the observations may be insufficient to determine the
outcome of the last action performed by an executor. The
proposed solution consists in keeping track of the status of
the executors by extending trajectories. Whenever observa-
tions are available, these are used for refining the trajectories
so that the outcome of previous actions can be determined.

Yannick Pencolé, Thierry Vidal, and Roberto Micalizio, Editors.

9 Acknowledgements

This research has been partially supported by MIUR under
the RoboCare project.

References

[Birnbaum et al., 1990] L. Birnbaum, G. Collins, M. Freed,
and B. Krulwich. Model-based diagnosis of planning fail-
ures. In Proc. American Association for Artificial Intelli-
gence (AAAI90), pages 318-323, 1990.

[Bryant, 1992] R. Bryant. Symbolic boolean manipulation
with ordered binary-decision diagrams. ACM Computer
Surveys, 24:293-318, 1992.

[Carver and Lesser, 2003] N. Carver and V. Lesser. Do-
main monotonicity and the performance of local solutions
strategies for cdps-based distributed sensor interpretation
and distributed diagnosis. Journal of Autonomous Agents
and Multi-Agent Systems, 6:35-76, 2003.

[Cesta and Pecora, 2002] A. Cesta and F. Pecora. Planning
and scheduling ingredients for a multi-agent system. In
Proc. PlanSig02, pages 135-148, 2002.

[Kalech and Kaminka, 2005] M. Kalech and G.A. Kaminka.
Towards model-based diagnosis of coordination failures.
In Proc. American Association for Artificial Intelligence
(AAAI05), pages 102-107, 2005.

[Kurien and Nayak, 2000] J. Kurien and P. Nayak. Back
to the future for consistency-based trajectory tracking.
In Proc. American Association for Artificial Intelligence
(AAAI00), pages 370-377, 2000.

[Micalizio and Torasso, 2007a] R. Micalizio and P. Torasso.
Recovery from plan failures in partially observable envi-
ronments. In Research and Development in Intelligent Sys-
tems XXVII, pages 321-334, 2007.

[Micalizio and Torasso, 2007b] R. Micalizio and P. Torasso.
Team cooperation for plan recovery in multi-agent sys-
tems. LNAI, 4687:170-181, 2007.

[Micalizio and Torasso, 2008] R. Micalizio and P. Torasso.
Monitoring the execution of a multi-agent plan:dealing
with partial observability. In Proc. of ECAI’08, pages 408—
412, 2008.

[Micalizio et al., 2006] R. Micalizio, P. Torasso, and
G. Torta. On-line monitoring and diagnosis of a team of
service robots: a model-based approach. Al Communica-
tions, 19(4):313-349, 2006.

[Micalizio, 2007] R. Micalizio. On-line monitoring and di-
agnosis of a multi-agent system: a model-based approach.
PhD Thesis, 2007.

[Pencolé and Cordier, 2005] Y. Pencolé and M.O. Cordier. A
formal framework for the decentralised diagnosis of large
scale discrete event systems and its application to telecom-
munication networks. Artificial Intelligence, 164:121—
170, 2005.

[Roos and Witteveen, 2007] N. Roos and C. Witteveen.
Models and methods for plan diagnosis. Journal of AA-
MAS, 16:30-52, 2007.

The 1JCAI-09 Workshop on Self-* and Autonomous Systems: reasoning and integration challenges (SAS-09), July 13, 2009, Pasadena,

California, USA.



Papers






Jorg Weber and Franz Wotawa

21

Utilizing Diagnostic Results to Adapt the Al-Planning in a Mobile Autonomous
Robot to Degraded Software Capabilities ™

Jorg Weber and Franz Wotawa
Institute for Software Technology
Technische Universitit Graz
{jweber,wotawa} @ist.tugraz.at

Abstract

Our past work deals with model-based runtime di-
agnosis in the software system of a mobile au-
tonomous robot. Unfortunately, as an automated
repair of failed software components at runtime is
hardly possible, it may happen that failed compo-
nents must be removed from the control system. In
this case, those capabilities of the control system
which depend on the removed components are lost.
This paper focuses on the necessary adaptions of
the high-level decision making in order to achieve
a graceful degradation. Assuming that those deci-
sions are made by an Al-planning system, we pro-
pose extensions which enable such a system to gen-
erate only plans which can be executed and moni-
tored despite the lost capabilities. Among others,
we propose an abstract model of software capabil-
ities, and we show how to dynamically determine
those capabilities which are required for monitor-
ing a plan.

1 Introduction

Enabling mobile robots to operate autonomously in un-
known, unpredictable and often harsh environments requires
that the robots are equipped with onboard diagnosis and re-
pair/reconfiguration abilities. Hardware may be damaged by
unexpected interactions with a rough environment, or it may
fail due to internal faults. Complex software systems, on
the other hand, cannot be exhaustively tested and thus may
contain bugs which may lead to runtime failures. The robot
should be able to autonomously detect and locate failures of
hardware or software components, and it should also be able
to properly deal with runtime failures. This means that the
robot should attempt to repair/reconfigure the system in or-
der to restore the full capabilities of the system. If this is
not possible, then the robot should try to achieve a graceful
degradation, i.e., we want the robot to continue its mission,
maybe at a lower performance.

Whereas most of the past research on runtime diagno-
sis and repair/reconfiguration in autonomous robots has fo-
cused on hardware aspects, our work has tackled the issue of

“his research was partially funded by the Austrian Science
Fund (FWF) under grant P20199-N15.
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software failures at runtime [Steinbauer and Wotawa, 2005;
Weber and Wotawa, 2007; Weber, 2009]. Typical failures are
software crashes or deadlocks. We assume that the control
system is composed of basically independent components.
We proposed to detect failures by monitoring properties of
the control system at runtime, and we apply model-based
diagnosis techniques [Reiter, 1987; de Kleer and Williams,
19871 to locate the failed components.

We proposed to restart failed software components, hoping
that they work correctly afterwards. However, as this is not
a real repair which fixes the root cause of the failure, it may
happen that the restarted component immediately fails again.
In this case, the failed component is aborted and permanently
removed from the control system. This leads to a degradation
of the capabilities (functionalities) of the control system.

In this paper we focus on the adaption of the high-level
decision making after the loss of software capabilities. Of
course, if the lost capabilities are vital for the operation of
the robot, then the robot is no longer able to do something
meaningful. However, if non-vital components are affected,
the robot may still be able to perform useful tasks, maybe in a
degraded mode. It may happen that the planning system can
find an alternative plan which achieves the same goal, or that
the original goal can no longer be accomplished, but there are
other (maybe less useful) goals which can still be achieved.

We assume that the high-level decision making of the robot
is done by a classical Al-planning system which performs a
closed-loop control of the robot. The planning is based on
a representation language similar to the well-known STRIPS
representation [Fikes and Nilsson, 1972]. We propose to aug-
ment the planning system with an abstract model of the con-
trol system’s capabilities. This model is utilized to derive the
currently available capabilities, based on the diagnostic re-
sults provided by the runtime diagnosis and repair system.
Moreover, we propose to enhance the action specifications
with capability preconditions, stating which capabilities are
required for the low-level execution of the action. Hence,
based on the knowledge about available capabilities, the plan-
ning system is now able to generate plans whose actions can
still be executed.

In Sec. 2 we give some background information concern-
ing our past work on model-based runtime diagnosis and re-
pair in a robot control system. We also outline a control
system which serves as running example throughout this pa-
per. Thereafter, in Sec. 3 we propose an approach which en-
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sures that the Al-planning system computes only plans whose
actions are supported by the currently available capabilities.
In Sec. 4 we present a case study, which we executed on a
real robot control system, which shows that our proposal can
achieve a graceful degradation of the robot’s behavior after
component failures. Afterwards, in Sec. 5 we discuss the is-
sue that the plan monitoring also relies on capabilities of the
control system. In Sec. 5 and Sec. 6 we propose two alterna-
tive solutions to this problem with the aim that the generated
plans are also monitorable. Finally, in Sec. 7 we provide a
discussion of related research and open issues.

The utilization of diagnostic results in the deliberative layer
of mobile autonomous systems has gained little attention in
the past. In particular, we are not aware of any previous work
which addresses Al-planning with degraded capabilities of
the software system.

2 Background: Runtime Diagnosis and
Repair in a Robot Control System

In this section we briefly outline our past work on model-
based runtime diagnosis and repair in the software system of
mobile autonomous robots [Steinbauer and Wotawa, 2005;
Weber and Wotawa, 2007; Weber, 2009]. The goal of this
work is to detect and locate failed software components at
runtime without any human intervention. We define com-
ponents as (largely) independent binary modules which have
no shared memory and which communicate by exchanging
events over communication channels which, in the ideal case,
completely decouple the components.

Figure 1 depicts an architectural view on a subsystem of a
control system of an autonomous soccer robot. This exam-
ple system will be used throughout this paper. The compo-
nents V ision, Odometry, BallDetect, and Sonar process
sensor data. SensorFusion computes a continuous world
model, containing (among others) the estimated positions of
environment objects. Sonar supplies data which allows for
the detection of obstacles, and BallDetect, relying on an in-
frared sensor, states whether or not the robot possesses the
ball (this holds when the ball is between the grabbers of the
robot s.t. the robot can kick the ball). The P lanner is an Al-
planning system which represents the deliberative layer of the
system. It abstracts its continuous inputs using landmarks,
and the resulting qualitative world state is stored as a set of
atomic sentences in an internal knowledge base. The output
of the planning system are high-level actions whose low-level
execution is performed by component BehaviorEngine. Fi-
nally, Kicker and Motion directly access the actuators of
the robot, namely the kicking device and the driving unit, re-
spectively.

For detecting software failures at runtime, we proposed to
assign properties to connections. Properties capture invariant
conditions which must hold in the system. Properties relate
to sequences of events on one or more connections, and at
runtime they are continuously evaluated by executable enti-
ties called monitoring rules. Monitoring rules are responsible
for detecting property violations.

When a failure is detected by monitoring rules, we em-
ploy the consistency-based diagnosis paradigm [Reiter, 1987,
de Kleer and Williams, 1987] for the localization of the failed
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Figure 1: Architecture of a control system for an autonomous
soccer robot. Connections depict data flows.

components. Le., a logical system description SD, a set of
observations OBS, and a set of components COMP are
used for the computation of diagnoses. SD is a set of first-
order sentences which is intended to describe the correct sys-
tem behavior using the literal =AB(c) (with ¢ [CQOMP)
which denotes “’not abnormal”. We rely on Reiter’s definition
of a diagnosis [Reiter, 1987]:

Definition 1 A diagnosis A is a set of components (A [

COMP)sit.
SD [OBS [{FAB(c)|c CCOMP \A} AB(c)|c [}

is consistent. A diagnosis is (subset-)minimal iff no proper
subset of it is a diagnosis.

In our approach, SD only captures the logical dependen-
cies between properties, whereas the property conditions are
not represented in SD. We illustrate this in the following in-
tuitive example, which considers only the subsystem with the
components {V is, Odo, SeF }:

Both components V is and Odo are supposed to periodi-
cally produce new events at their output connections om and
md, respectively, and SeF must produce a new output for ev-
ery incoming event. Hence, we introduced the property type
&.e0, where & is a connection and eo0 the name of the property
(e0..’event occurs”), which means that at least one event must
occur within a certain timespan at §. We assigned instances of
this property type to the connections om, md and ws. SD ex-
presses the dependencies between those three properties, us-
ing the atomic sentence 0k () to state that property ¢ holds:

-AB(Vis) - ok(om.eo)
—AB(Odo) - ek(md.eo) -
-AB(SeF) [Cdk(om.eo) [oR(md.e0) - ok(ws.e0)

We assume here that only the property ws.eo can be mon-
itored at runtime. Now suppose that WS.eo0 is violated, i.e.,
the observations are OBS = {-ok(ws.e0)}. By apply-
ing a proper diagnosis algorithm like Reiter’s Hitting Set
algorithm [Reiter, 1987] we obtain two minimal diagnoses:
Ay = {SeF}, A, = {Vis,Odo}. Le., either SeF has failed,
or both V is and Odo have failed (multiple failure).

As a real repair, which fixes the root causes of failures by
correcting the bugs in the source code, is hardly possible at
runtime, we proposed to restart failed components, hoping
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that they do not fail again. In cases when the diagnostic re-
sults are not unique, i.e., when there are several minimal di-
agnoses, we restart every component which occurs in one of
the minimal diagnoses. Although this method often works
in practice, it is not always successful: restarted components
may fail immediately again due to the same root cause which
has not been fixed.

When the repair is not successful, our diagnosis and repair
system removes this component from the control system; i.e.,
the component is aborted and not restarted afterwards, but
the robot continuous to operate, if possible. The runtime di-
agnosis system then continuous to monitor the system, after
certain adaptions which we do not discuss here (see [Weber,
2009]). Note that software components can only be removed
if they are loosely coupled with the rest of the system.

3 Planning with Degraded Capabilities

Let COM P+, be the set of all those components which have
so far been removed from the original control system. Then
we use

def

COMPg4t = COMP \ COMP4.i

to denote those components which are currently active (alive)
and, according to the diagnosis system, correctly working.
Our approach demands that the diagnosis and repair system
reports this set to the planning system at least after each re-
pair session which has removed components. Note that the
handling of ambiguous diagnoses is done by the diagnosis
system; i.e., if the diagnosis system is not able to come up
with a unique diagnosis, then it might be possible that several
components are removed from the control system. The plan-
ning system always receives a single set COM P¢4ij, which
may contain several components which have actually been
removed.

The planning system then employs a model of the abstract
capabilities of the control system to infer the remaining capa-
bilities. The proposed model is visualized by the capability
graph. A capability graph for the system in Fig. 1 is depicted
in Fig. 2. Note that, for brevity, we introduced a component
Vis_Odo_SeF which subsumes the three components V is,
Odo and SeF in Fig. 2, and the same applies analogously to
BhE_Mot. Moreover, the component P la is not included,
since we assume that the planning system has not failed.

A capability graph CG is a directed acyclic graph (DAG)
with the following attributes:

* For each component ¢ [CAOMP there is exactly one
source node (a node without incoming edges) in CG. It
is called component node.

e All other nodes represent either basic capabilities or
composed capabilities.

e A basic capability has exactly one direct predecessor
in CG which must be a component node. The in-
volved edges indicate which capabilities are provided
by the components. E.g., both can.CmdMot and
can_CmdKick are provided by BhE_Mot.

* A composed capability has one or more direct prede-
cessors which represent (basic or composed) capabili-
ties. E.g., can_CtIMot is composed of has' WS and

Yannick Pencolé, Thierry Vidal, and Roberto Micalizio, Editors.

23

Vis_Odo_SeF

| BaD | BhE_Mot |

| | Son | | Kic |
C has_Ws )GasiBaHDeD GasiobstDatD‘ can_CmdMot ;; can_CmdKick H can_AccKick ’

can_CtIMot
can_CtIMotOA

Figure 2: A capability graph. Rectangles are components,
and rounded rectangles are capabilities (6 basic and 3 com-
posed capabilities).

can_CmdMot, meaning that can_CtIMot is available
if both has_W S and can_CmdM ot are available.

Note that we distinguish between sensing capabilities (pre-
fix has_X) and acting capabilities (prefix can_X). The
component V is_Odo_SeF provides a continuous world state
(has_W S), BaD provides ball detection, Son provides ob-
stacle data, BhE _M ot provides the capabilities to command
motions as well as kicks, and Kic can access the kick-
ing device. Capability can_CtIMot captures the following
fact: in order to control a motion (in the sense of control
theory), the system needs not only to be able to command
motions (can_CmdMot), but also to receive sensor feed-
back indicating how the world changes (has_WS). More-
over, if the system also has obstacle data, then the mo-
tion control is augmented with a reactive obstacle avoidance
(can_CtIMotOA).

The semantics of a capability graph CG is captured by
the software capabilities description (SCD). It is a set of
Horn clauses using the predicate active(c) which states that
¢ [CAOMP is active and correctly working, and av(bh) in-
dicates that capability b is currently available. Moreover, let
CAP denote the set of all capabilities used in CG. SCD is
automatically generated from CG as follows:

For every capability b [CIAP:

 if b is a basic capability provided by component C:
add active(c) - av(b) to SCD.

e otherwise, b is composed of the capabilities
bl,...,bm (le):
add av(by) (1. Cav(by) — av(b) to SCD.

In our example, SCD contains the following sentences:

active(V is_Odo_SeF) - av(has.WS)
active(BhE_Mot) - av(can_.CmdM ot)
active(BhE_Mot) - av(can_.CmdKick)

av(has_ WS) [a¥(can_.CmdMot) - av(can_CtlMot)

With AV CAP we denote the set of currently available ca-
pabilities, and AV CAP comprises those capabilities which
are presumably not available. Based on the set of remaining
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components COM P, these sets are computed as follows:

def

ACTCOMP = {active(c) | c COOMP 4}

def

AV CAP ¥ fav(b) | b CTAP and
ACTCOMP [SCD [ av(b)}
def

& f-av(b) | b CTAP and
ACTCOMP [SCD E av(b)}

Clearly, AV CAP and AV CAP can be efficiently com-
puted by applying a simple Horn clause forward chaining al-
gorithm.

The important point is that the robot’s actions have cer-
tain requirements concerning the available capabilities: the
low-level behaviors, which correspond to a specific high-level
action A, can only be executed if certain sensing and act-
ing capabilities are available. In STRIPS [Fikes and Nils-
son, 1972] and in similar representation languages for classi-
cal Al-planning, each action A is specified by a precondition
pre(A) and an effect eff(A). Note that we only model the
expected (correct) effects of actions, and the planner regards
actions as deterministic. Of course, in reality the outcome of
actions is uncertain, and the world can also be manipulated
by other agents, but we leave the handling of those aspects to
the plan executor which monitors the plans. Actions may fail
to achieve their desired effects due to numerous reasons, like
unexpected changes in the environment.

By integrating the required capabilities into the action pre-
condition we can ensure that a plan comprises only actions
which are supported by the currently available capabilities.
For this purpose we propose to split every action precondi-
tion into two parts:

pre(A) £ preg(A) Cpiiec (A)

where preg(A) is the environment precondition, which
mainly contains conditions related to the physical environ-
ment, and prec (A) is the capability precondition which re-
lates to the state of health of the robot. prec (A) is a conjunc-
tion of (positive or negative) literals of the form (=)av(b).

An action A can only be executed when prec(A) is ful-
filled, i.e., when the following holds:

AV CAP [CAN CAP = prec(A)

Examples are presented in the subsequent section. Note
that if AV CAP LAV CAP is added to the logical state de-
scriptions, a classical STRIPS-like planner can be used, as the
splitting of the precondition into two parts is irrelevant for the
planning algorithm.

Moreover, note that it may be possible that a software or
hardware component fails and that this failure is not detected
by our diagnosis system. In this case, it could happen that an
action does not achieve the desired effect because it relies on
the capabilities which should be provided by the faulty com-
ponent. Our current diagnosis approach detects component
failures by observing the data flows between components, but
it is not yet able to explain the causes of action failures. This
would be more difficult, in particular because action failures
can also be caused by unexpected environment changes, and
because of the uncertainty of sensor data. Finding the root
causes of action failures is an important issue for future re-
search. In such an approach the plan executor would, after an

AV CAP
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Block(obji, obj2):

preg: —

prec: av(can_CtIMotOA)

eff: blocking(obj1, obj2) A —~possBall
Goto(obj):

preg: ~inReach(obj)

prec: av(can_CtIMotOA)

eff. inReach(obj) A —possBall
GrabBall:

preg: —possBall A inReach(Ball)

prec: av(can_CtIMotOA)

eff: possBall
DribbleTo(obj):

preg: possBall

prec: av(can_CtIMotOA)

eff: inKickP os(obj)
KickBallTo(obj):

preg: possBall A inKickP os(obj)

prec: av(can_CtIMotOA) A av(can_Kick)

eff: —possBall AisAt(Ball, obj)

Figure 3: STRIPS-like action schemas. Block(obj1, 0bj2)
lets the robot move in-between those two objects. The other
actions have the expected meanings.

action failure, trigger the diagnosis process. In our current ap-
proach, there is an information flow from the diagnosis/repair
system to the planning system, but not the other way round.

4 Case Study: Finding Alternative Plans and
Goals after Software Failures

In this section we present a case study which we conducted
on a real robot control system whose (simplified) architec-
ture was depicted in Fig. 1. The control system was running
on a PC and interacted with a soccer robot simulator which
simulates the hardware and the physical environment [Galler,
2004]. We implemented the runtime diagnosis and repair sys-
tem which we briefly described in Section 2. The planning
system is described in [Fraser, 2003]. It uses an implemen-
tation of the Graphplan planning algorithm [Blum and Furst,
1997]. The diagnosis system periodically transmits the set
COM P4t to the Al-planning system. Moreover, each time
the diagnosis system detects a failure, it notifies the planning
system, which then aborts the current plan and the robot be-
comes idle (i.e., it enters a safe state). After the repair is fin-
ished, the planning system is notified again, and re-planning
is performed. The diagnosis system continuous to monitor the
control system after certain adaptions to the system model in
SD which we do not describe here.

In this case study we simulated the crashes of three dif-
ferent components at three different times; i.e., there were
three consecutive single failures, all of which led to a cor-
rect and unique single-fault diagnosis. In all of these three
cases, the injected fault also prevented a successful restart of
the component, hence the restarted components failed again
during startup and thus were automatically removed from the
control system. In other words, each failure led to a further
degradation of the control system’s capabilities.

Figure 3 depicts those actions which are relevant for this
case study. An interesting insight is that it may be desirable
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to introduce additional actions with lower capability require-
ments in order to achieve a graceful degradation. All actions
in Fig. 3 (indirectly) require the capability has_ObstData;
i.e., their execution relies on the existance of an obstacle
avoidance (OA). Hence, if the component Son fails, then
none of those actions can be executed anymore. We tackled
this problem by adding new actions which achieve a simi-
lar effect as the already existing ones, albeit with lower effi-
ciency: for each of the actions in Fig. 3 we introduced cor-
responding actions which are performed at a lower motion
speed and thus can be executed without obstacle avoidance,
as the likelihood of physical damage in case of a collision is
much smaller. These new actions have the suffix _slow, e.g:

Block_slow(obj1, obj2):
pregc: ... [asin Fig. 3]
prec: av(can_-ExecMotBeh) A ~av(can_-ExecMotBehOA)
eff: ... [asinFig. 3]

In this case study, initially all components were active and
thus all capabilities were availble. The planning system se-
lected the planning goal

G; = isAt(Ball, OppGoal)

, 1.e., the ball should be in the opponent goal. The following
plan was generated:

P, = [Gbto(Ball), GrabBall,
DribbleTo(OppGoal), KickBal ITo(OppGoal) ]

During the execution of the first action Goto(Ball)
we triggered the failure of component Son. Af-
ter a failed restart, Son was removed from the sys-
tem: COMP¢y; = {Son} and so AVCAP =
{-av(has_ObstData), —-av(can_CtIMotOA)}.

The planning system performed re-planning, and an alter-
native plan was found for the same goal G :

P, = [Gbto_slow(Ball),GrabBal l_slow,
DribbleTo_slow(OppGoal),
KickBal 1To_slow(OppGoal)

During
ponent Kic failed, leading to COM Pgai
Kic} and AVCAP =
—av(can_CtIMotOA),
—-av(can_Kick)}.

Again, the planning system selected the planning goal G,
but this time no plan was found which could achieve G1, be-
cause the loss of the capability can_Kick prevents that the
ball can be kicked into the opponent goal. Hence, another
planning goal (which has a lower utility) was selected:

G, = blocking(Ball, OwnGoal)

the execution of Goto_slow(Ball), com-
= {Son,
{—av(has_ObstData),

—av(can_AccKick),

and the corresponding plan was
P3; = [Bllock_slow(Ball, OwnGoal) (]

Le., the robot should act as a defender by blocking the area
between the ball and the own goal. During the execution
of this action, component SeF failed, and so AVCAP =
{...,—av(can_CtIMot), -av(can_CtIM otOA)}. It can be
seen that vital capabilities had been lost, and so none of the
predefined planning goals could be accomplished anymore.
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Nevertheless, this case study shows that it may be possible
to achieve the same planning goals despite the loss of capabil-
ities, although the performance (e.g., the motion speed) may
decline. Moreover, if it is no longer possible to pursue the
originally selected goal, then it can be useful to choose other
goals, which can still be accomplished, in order to perform
meaningful tasks and to achieve a graceful degradation.

5 Plan Monitoring with Degraded
Capabilities

A capability precondition prec (A) captures the capabilities
which are required for the execution of the low-level behav-
iors which correspond to an action A. However, an important
observation is that even if prec (A) holds, this does not nec-
essarily imply that this plan can also be monitored by the plan
executor, because the monitoring of an action A may require
sensing capabilities which are not needed for the execution of
the low-level behaviors.

As example we consider action GrabBall (Fig. 3). This
action moves the robot to the ball with the intended effect that
the robot possesses the ball afterwards (i.e., possBall should
become true, which happens when an infrared sensor detects
that the ball is between the grabbers of the robot). The low-
level execution of this action does not require a ball detection
capability (has_W'S is sufficient); however, the truth value
of the effect possBall can only be evaluated if has_BallDet
is available. In other words, without this capability the plan
executor can never detect when this action is finished.

The consequence from this discussion is that we should
aim at creating only plans which can also be monitored wrt
the currently available capabilities. This particularly concerns
those predicates used by the planning system which capture
perceptions about the physical environment and whose (truth
value) evaluation thus relies on sensing capabilities. We in-
troduce a function y(p) which returns for each predicate p
the (possibly empty) set of those sensing capabilities which
are needed for the evaluation of p (i.e., y(p) [_CIAP). Fur-
thermore, for any first-order sentence ®, let P (®) denote the
set of all predicates occurring in @, and we define:

w 1 =
F®= pewy b VO

Le., [(®) states all sensing capabilities required for the eval-
uation of the predicates in ®. Our aim to create only plans
which can also be monitored wrt the available capabilities can
be achieved by augmenting each action precondition pre(A)
with a monitoring precondition prep (A):

pre(A) < preg(A) Cplec(A) Ciflem (A)
Wlth o |:| I:I I:l I:I
prem(A) =T preg(A) [CO eff(A)

For example:

y(possBall) = {has_BallDet}
y(inReach) = {has_ WS}
prem (GrabBall) = av(has_BallDet) [a¥(has W S)

This approach is simple and also efficient in the sense
that it has a low impact on the planning complexity. How-
ever, it also has the severe drawback that it may be too
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Kernel / Action: r(K;):
K1 | minReach(X) A av(can_CtiMotOA) | av(has -WS)
A1 | Goto(X)
K> | inReach(X) av(has W S)

Table 1: Kernels for the plan [Goto(>X) Cvhich achieves the
planning goal G = inReach(X).

restrictive, because it takes every effect of an action into
account, although some effects may be irrelevant in the
current context and thus do not need to be monitored.
E.g., let us consider the action Goto(obj). One effect of
this action is —possBall; i.e., even if the robot possesses
the ball when this action is started, the ball will usually
be lost during the movement (in contrasttp Dribblejo).
The monitoring precondition is prey Goto(obj) =
av(has_BallDet) [at(has-WS). Now suppose that com-
ponent BaD fails and so has_BallDet is lost. This means
that a planning goal G7= inRegeh(X) can no longer be
achieved, since preys Goto(obj) is not fulfilled. Clearly,
this is an undesired result, as Goto(X) does certainly not need
a ball detection to achieve inReach(X), and the action effect
—possBall is irrelevant here.

One attempt to resolve this issue would be to define
—possBall as a side-effect of Goto(obj), meaning that this
part of the effect does not need to be monitored. However, a
static separation into primary-effects and side-effects is prob-
lematic in general, because the relevance of effects often de-
pend on the context, i.e., it depends on the plan which con-
tains the action and on the goal to achieve. E.g., it may well
be the case that a subsequent action in a plan requires that
—possBall holds. Noed tice that side-effects have been used
before in Al-planning, but mainly for reducing the search
costs; e.g., see [Fink and Yang, 1993] and the references
therein.

In the following section we propose an alternative ap-
proach which relies on a plan execution technique to ensure
the monitorability of created plans.

6 Using Kernels to Dynamically Determine
the Monitorability of a Plan

We propose to dynamically check the monitorability of entire
plans rather than only considering single actions regardless
of the context. This has the advantage that action effects,
which are irrelevant in a given plan, are ignored. For this
purpose we employ kernel models, which were introduced for
the monitoring of STRIPS plans [Fikes et al., 1972]. This is
an approved plan execution method, and variants of it are still
used in many real-world planning systems. In the following
we provide a brief introduction to kernels.

For a STRIPS plan [Aq, ..., AnLlhe corresponding ker-
nels are Ky, ..., Kp+1. Table 1 and 2 depict the kernels for
two example plans. It can be seen that a kernel K; comes
immediately before A; and K41 immediately after Aj. A
kernel Kj is a conjunction of literals, and it has the property
that, if K; holds in the current world state, then the sequence
of actions [A;, ..., An[dan be executed and will achieve the
planning goal, provided that the action executions lead to the
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desired results as indicated in the effects. The kernels are usu-
ally computed by the plan executor before the execution of the
plan starts. The computation of kernels is done backwards,
i.e., it starts with the last kernel and then moves forward:

1. Kn4+1 is equal to the STRIPS goal condition G.

2. For every other kernel Kj with 1 < i < n: Kjisa
conjunction of those literals which are contained in the
precondition of Aj plus those literals in Kj+; which are
not part of the effect of A;.

The plan execution based on the kernels works as follows:
At each execution step, the plan executor iterates backwards
through the kernels (i.e., in the order Kn4+1,...,K7) and
checks for each kernel K if it is satisfied in the current world
state. As soon as such a kernel K; is found, the action Aj
is executed. If no kernel is satisfied, then replanning is nec-
essary. A plan is finished when K, is true in the current
world state.

An important property of this monitoring approach is that
those effects of an action A; which are required neither for
preconditions of subsequent actions (Aj+1, ..., An) nor for
the planning goal G are not added to the kernels. E.g., in
Tbl. 1 we can see that the effect ~possBall of Goto(obj)
does not occur in any kernel, but this effect would be added if
a subsequent action required —possBall in its precondition.

Hence, by relying on kernels we can resolve the issue that
only relevant action effects should be considered when de-
termining the monitorability of a plan. For a given plan
P = [A4,...,An[LIwhich achieves a planning goal G, and
the corresponding kernels Ky, ..., Kn+1, we say that P is
monitorable wrt the available software capabilities iff the fol-
lowing holds:

1
AVCAP | o) hal(Ki)

For example, the plan [Goto(X)[for the goal G =
inReach(X) (Tbl. 1) is monitorable iff has' WS is avail-
able. The plan in Tbl. 2 is monitorable iff has ' WS and
has_BallDet are available.

When re-planning is performed, then the monitorability
can be checked after the entire plan has been computed. How-
ever, if we want to achieve that only monitorable plans are
computed, then a better approach is to check the monitorabil-
ity of (sub-)plans already during the planning. Le., the com-
putation of the kernels can be interleaved with the planning,
and plans which are not monitorable according to our defini-
tion above can already be discarded during planning.

As the generation of kernels is done backwards (i.e., start-
ing with the planning goal and then moving forward through
the plan), it will often be straightforward to efficiently inte-
grate the kernel generation with planning algorithms which
perform a backwards search through the state-space. Such
algorithms start with the planning goal, which is regarded
as initial state of the search problem, and search backwards
through the space of logical world states until a state is
reached which is entailed by the initial state of the planning
problem.

In fact, we observe that the well-known regression planner
as described in [Weld, 1994] already computes the kernels as
a by-product of the search: let S be an arbitrary state gener-
ated during the backward search, and let Sg¢c be the succes-
sor state of S which results from regressing S through action
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Kernel / Action:

K1 | av(can_CtiMotOA) A av(can_Kick)
A1 | Goto(Ball)

A> | GrabBall
K3 | possBall A av(can_CtiMotOA) A av(can_Kick)
As | DribbleTo(OppGoal)

As | KickBallTo(OppGoal)
Ks | isAt(Ball, OppGoal)

K> | —wpossBall NinReach(Ball) A\ av(can_CtiMotOA) A av(can_Kick)

Ka | possBall N inKickPos(OppGoal) A av(can_CtiMotO A) A av(can_Kick)

I (Ky):

av(has_BallDet) A av(has W S)
av(has_BallDet)

av(has_BallDet) A av(has W S)

av(has W S)

Table 2: Kernels for a plan with four actions which achieves the planning goal G = isAt(Ball, OppGoal).

A. A sketch is depicted in Fig. 4. Moreover, let the sub-plan
[A;, ..., Ay Cdomprise the actions on the path from Sgy¢ to
Sinit in the state space, where Sjnit is the initial state of the
search problem (i.e., the planning goal) and i < n. Then the
following holds, as a comparison of the regression operator
in [Weld, 1994] with the kernel description in [Fikes et al.,
1972] reveals: the state Sgycc corresponds to the kernel Kj
and S corresponds to the kernel Kj+1, where both kernels
relate to the sub-plan [A;, ..., An[dnd the planning goal G.

This insight can be utilized as follows. If we encounter a
state Sgycc during search with

AV CAP E IM'(Ssuce)

, then we know that the sub-plan [A;,..., AyLlis not
monitorable. It follows that every plan of the form
L1.,Aj,...,Ands not monitorable. Hence, if we want to
achieve that only monitorable plans are computed, then the
planning algorithm should not generate successor states for
Ssuce, but perform backtracking instead.

Regarding our running example, suppose we have the plan-
ning goal G = isAt(Ball, OppGoal). The regression plan-
ner would start its search with the initial state Sjpir = G,
which corresponds to the kernel Ks in Tbl. 2. The re-
gression of Sjnit through action A4 (see Tbl. 2) leads to a
state Ssycc Which is equivalent to kernel K4. Now suppose
that, due to the failure of component BaD, the capability
has_BallDet is not available, hence AV CAP E I'(Ssucc)
with M(Ssycc) = MN(Ky). Le., the sub-plan [A4 [k not mon-
itorable (the reason is that the precondition of A4 contains
possBall whose evaluation requires has_BallDet). This im-
plies that the entire plan [Ay, ..., As[would not be moni-
torable, and so it does not make sense to generate successor
states for Sgycc.

direction of search direction

plan execution (backwards)

............ <E e mmEEmEmm--
@ - AM . @
2 K, 2 K 4 planning goal G

Figure 4: Illustration of a path in the state space which is
generated during the backwards search of a regression plan-
ner. The search starts at Sjn;t and generates successor states
by regressing states through actions.
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7 Discussion and Related Research

The main goal behind our work is to enable a mobile au-
tonomous robot to perform meaningful tasks despite the fail-
ures of software components which cannot be repaired. The
contribution of this paper is threefold:

First, we proposed an approach which ensures that the Al-
planning system of the robot computes only plans whose ac-
tions can still be executed despite the degraded capabilities of
the partly failed software system. For this purpose we intro-
duced an abstract model of the capabilities of the control sys-
tem, and we formally described how to derive the currently
available capabilities. This self-awareness is utilized by en-
hancing action specifications with capability preconditions.
The main advantages of our approach are that the available
capabilities can be efficiently computed, and that classical
planning algorithms can be applied without modifications.

Second, we presented a case study which we executed on a
real robot control system. This case study shows that our ap-
proach can achieve a graceful degradation of the robot’s be-
havior after the loss of capabilities. Sometimes the same plan-
ning goals can be accomplished by alternative actions, which
may have a lower performance. In other cases the original
goals can no longer be accomplished, but the robot may con-
tinue to operate after the selection of alternative goals, even
though the new goals may have a lower utility.

Third, we discussed the issue that the plan monitoring also
requires the availability of certain capabilities. We proposed
two approaches with the aim to generate only plans which are
also monitorable. The first approach enhances action specifi-
cations with monitoring preconditions. The second approach,
which provides more flexibility, is to dynamically determine
the monitorability of entire plans. We have also proposed
to integrate the monitorability checks into the planning al-
gorithm. Such an interleaved approach achieves that plans
which are not monitorable are already discarded at an early
stage during the planning process. In particular, we have
shown how to implement this strategy when using a state-
space regression planner.

So far, the issue of utilizing diagnostic results in high-level
planning in autonomous systems has gained little attention
among researchers. In particular, we are not aware of any
past research which has addressed the issue of Al-planning
with degraded software capabilities in autonomous systems.
The Remote Agent architecture [Williams et al., 1998] em-
ploys model-based diagnosis methods for the detection and
localization of hardware failures. If such a failure cannot be
handled locally, the degraded capabilities are reported to the
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planning system and replanning is performed. However, the
scope of that work is quite different from ours: it deals with
hardware rather than software, and it does not specifically ad-
dress the modelling of capabilities or plan monitoring issues.

Model-based diagnosis techniques can also be employed
for the execution monitoring of plans, see, e.g., [Roos and
Witteveen, 2005] and the references therein. The authors
of [Micalizio and Torasso, 2007] use model-based diagno-
sis techniques to monitor the execution of multi-agent plans
by a team of service robots. One aim of this work is to pro-
vide the global planner/scheduler with the assessed status of
robots and the explanations of failures. However, a deeper
discussion of the planning and plan monitoring issues in this
context is not provided.

The practical applicability of our approach to existing robot
control systems is limited by the fact that most components
in such systems are vital, i.e., when a vital component fails,
then the robot is not able to operate anyway. In our example
system in Fig. 1, only 3 out of 9 components are non-vital,
namely BaD, Son and Kic. This indicates that the archi-
tectural design of robot control systems should accomodate
runtime reconfiguration; in particular, the number of compo-
nents should be higher, and non-vital functionality should be
encapsulated in separate components in order to achieve that
there are many components with non-vital functionality.

An interesting direction for future research is the question
of how to extend our approach to hardware failures. The
modelling of hardware capabilities could be challenging, in
particular because hardware components may degrade grad-
ually. E.g., the precision of sensors may decline, or the driv-
ing unit may no longer be able to perform specific move-
ments after the breakdown of a single wheel. The work of
[Brandstotter et al., 2007] provides basic foundations for the
model-based diagnosis and reconfiguration of robot drives.
This work focuses on the kinematics of robot drives and deals
with adaptions of the kinematics after partial failures in the
drive. By contrast, our focus is on high-level planning con-
sidering faults in arbitrary software components. These two
works are complementary and should be integrated.

As our work so far deals with software components only,
we made the assumption that a faulty behavior can be elimi-
nated by removing the component from the system. However,
this may no longer be the case when extending our work to
hardware: e.g., a blocked wheel has an impact on the move-
ment of the robot even after it is turned off.

Another assumption behind our work is that the set of lead-
ing diagnoses comprises the real fault, hence removing all
components in those diagnoses switches the system to a safe
state; i.e., we assume that all remaining components work
correctly. This may not be the case in practice, thus a careful
selection of the leading diagnoses is necessary to avoid situa-
tions where the diagnoses do not capture the real fault and so
the diagnosis system comes up with the same diagnoses again
and again, as the fault cannot be repaired.
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Abstract

There are many Al planning applications in which
agents need to generate and execute plans in real
time. Heuristic knowledge in real-time search
algorithms often decreases the sum of planning
and plan-execution time because it allows the
search algorithm perform “mental simulation” of
the state space before the algorithm makes a de-
cision about an action and commit to it in ex-
ecution. In this paper, we describe a class of
real-time search/planning problems, called k-safe
search problems, in which every node in the state
space either is on a path to a goal state or else is < k
steps from a dead end. We describe how a heuris-
tic function for a real-time search algorithm such as
Real-Time A* (RTA*) can be modified to take this
information into account, by using a heuristic func-
tion that looks K steps ahead. We present theoret-
ical results showing RTA* is guaranteed to gener-
ate solution plans using the modified heuristic func-
tions with the k lookahead capability in a k-safe
problem. We present our analysis of the lookahead
approach in two planning domains, Tire World and
Racetrack; the results of this analysis confirm the
theoretical results.

1 Overview

There are many Al planning applications in which agents
need to generate and execute plans in real time. Examples in-
clude UAVs [Weiss et al., 2006], humanoid robots [Gutmann
et al., 2005], and real-time strategy games [Stene, 2006],
RoboCup robots [Sherback et al., 2006], and many others.
Robot-navigation systems use search methods that interleave
planning and plan execution [Koenig, 1999; Bulitko et al.,
2007]. Such agents plan only a few actions at a time by
considering their local search spaces and can use heuristics
update to avoid getting trapped in local minima. These sys-
tems are often able to use heuristic knowledge to focus their
search, can commit to actions in execution, and are able to
handle uncertainty (e.g., only partially-observable states dur-
ing execution and nondeterministic outcomes of actions).
Heuristic knowledge in real-time search algorithms often
decreases the sum of planning and plan-execution time be-
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cause it allows the search algorithm perform “mental simula-
tion” of the state space before the algorithm makes a decision
about an action and commit to it in execution. Such knowl-
edge, computed early on during search, typically reduces the
subsequent amount of planning needed. It is also useful in
problems which require the amount of planning per move to
be independent of problem size.

Real-time search algorithms such as RTA* have been
demonstrated to be effective in using such heuristic knowl-
edge during their planning process. However, RTA* requires
that the goal state(s) be reachable from every state in the state
space. In planning problems that violate this property (i.e.,
problems in which there are dead-end states), RTA* is not
complete (i.e., is not guaranteed to find solutions to solvable
problems) [Korf, 1990].

We describe a way to make RTA* complete even when
there are dead ends, provided that every node in the state
space either is on a path to a goal state or else is < K steps
from a dead end. Our contributions are as follows:

e We present a formalism in which we define the class of
real-time search problems with the above property. We call
this property k-safeness property of planning domains. In
such problems, a heuristic function for RTA* can be mod-
ified to take this lookahead information into account in or-
der to avoid search branchs that do not lead to a goal state
before RTA* commits one or more actions on that branch
for execution.

e We describe how to take a heuristic function designed for
RTA* can use and modify it in order to lookahead K steps
in a state and identify whether it is reachable from a state to
a goal. RTA* then selects only those actions in the current
state that guarantees to reach to the goals.

e We give theorems showing the completeness of RTA* us-
ing the modified heuristic functions: if a K-safe planning
problem has a solution plan, RTA* using a heuristic func-
tion with K-step lookahead is guaranteed to solve that plan-
ning problem. In other words, we show that for every K,
RTA* is complete over the set ofk-safe planning problems
if it uses a k-lookahead heuristic function.

e We analyze the RTA*’s search process with k lookahead
heuristics in a k-safe planning domain, called the Tire
World [Littman and Younes, 2004; Younes and Littman,
2004]. We derive K in this planning domain and show that
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it satisfies the theoretical results above. We also describe
similar observations in a planning domain called Race-
track, which is based on the well-known children’s game
with the same name [Wikipedia, 2009].

2 Preliminaries

Let G = (S, E, ¢, so, Sy) be a finite state space in which S
is the set of states, E is the set of edges, C is the nonnegative
cost function, S is the initial state, and Sg is the set of goal
states. If there is a path from S; to S; then s;j is a parent of
Sj and s; is a child of s;. If the path has length 1 then S; is a
parent of sj and s;j is a child of s;.

A path m = [Sh, Sy,...,Sn0n G is acyclic if S, ..., Sn
are all distinct. If T is not acyclic, then it is unicyclic if
S0, - - -, Sn—1 are all distinct. Let I(S) be the set of all acyclic
and unicyclic paths that begin at s, and M (s) be the set of all
acyclic and unicyclic paths of length < K that begin at S. The
height of s is

H(s) = max{|m| : m CII(s)}.

It follows immediately that for every state s, H(S) = 0 and
that

n(s) = NHE(s) = HO 1 (5) = NHO*2(5) = .
(D
A state S is solvable if there is a path from S to a goal state;
otherwise S is unsolvable.

Lemma 1. Let s be any state, and k = H(s). Then the
following statements are equivalent:

e sissolvable;
» [1(s) contains a goal state;
= T1X(s) contains a goal state.

Proof. Immediate from Eq. (1) and the definition of solvabil-
ity. O

Let k = 0 be an integer. Then G is k-safe if every state S
of height H(S) = Kk in G is solvable. Here are a couple of
special cases:

e Since every state S has height H(s) = 0, it follows that
G is 0-safe iff every state in G is solvable.

e Since the only way that S can have height H(s) < 1
is if s is childless, it follows that G is 1-safe iff every
unsolvable node is childless.

3 Adapting Search Heuristics for k-safe State
Spaces

In this section, we describe how to take a heuristic function h
for state space G and define another heuristic function based
on h that uses Kk for looking ahead during planning. We start
with the definition awareness for the heuristic functions.

We say that a heuristic function h is k-aware if h(s) = oo
for every unsolvable state S of height H(s) < k. If h is
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aany admissible heuristic function, then we can define an-
other heuristic function h° that is both admissible and 0-
aware, as follows:

oo, if S is not a goal state
ho(s) = and s has no children
h(s), otherwise

Lemma 2. h° is both admissible and 0-aware.

Proof. Admissibility: Let s be any state of G. If S is not
a goal state and S has no children, then S is unsolvable, so
ht38) = co = hl(s). Otherwise, h°(s) = h(s) and 0 <
h(s) < h(%).

Awareness: Suppose h® is not O-aware. Then there is an
unsolvable node s of height H(s) = 0 such that h°(s) & oo.
Since H(s) = 0 it follows that S has no children. Hence from
the definition of hO, it follows that S must be a goal state,
which cannot be true since S is unsolvable. O

Let h be any admissible heuristic function for G, and h°
be as defined as above. Then for kK = 0, we can define a
heuristic function h¥(s) that is both admissible and k-aware.
The deﬁnitioE 1§ las follows:

[ _cd, if H(s) < k and no path in X(s)
contains a goal state,
IQs),

otherwise.
As a special case, note that if K = 0 then the condition “if
H(s) < k and no path in MK(S) contains a goal state” is
true iff S is not a goal state and S has no children. Hence
when k = 0, the definition of h¥ is equivalent to the earlier
definition of hO.

Lemma 3. h¥ is both admissible and k-aware.

h(s) =

Proof. Admissibility: Let s be any state of G. If H(S) < k
and no path in M%(S) contains a goal state, then it fol-
lows from Lemma 1 that S 1is unsolvable, whence
ht™8) = oo = h'(s). Otherwise, h°(s) = h(s) and
0=<h(s) = h{®).

Awareness: Let S be any unsolvable node of height < k.
Then it follows from Lemma 1 that [1%(s) does not contain a
goal state. Hence h*(s) = oo. O

Theorem 4. Suppose G is k-safe and we run RTA* on G
using hk=1 as its heuristic function. Then RTA* will never
choose to move from a solvable state to an unsolvable state.

Proof. Let s be the current state, and suppose S has an unsolv-
able child t. Since G is k-safe, it follows that H(S) < k — 1.
Since hX=1 is (k — 1)-aware, it follows that h*=1(t) = oo,
whence f(t) = oo. If RTA* moves from S to t, then it must
be that f(u) = f(t) = oo for every child u of S, whence
hk=1(u) = oo for every child u of s. But since h*™? is ad-
missible, it follows that every child of S is unsolvable, whence
S itself is unsolvable. O

Corollary 5. Suppose G is k-safe and its initial state sq is
solvable. If we run RTA* on G using hk~1 as its heuristic
function, then RTA* is complete over sg.
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function h*(s): return h*(s, 0)

function h*(s, V):
1. if sis not a goal state and all of its children are in V'
then return oo
2. if k = 0 then return h(s)

3. return min{c(s, t) + hX7(t, V U {s}) : tis a child of s}

Figure 1: A simple implementation for the k-safe heuristic
function h¥,

Proof. Let GMbe the subgraph consisting of all solvable
nodes of G. In [Korf, 1990], it is shown that RTA* is guaran-
teed to solve GH But from the above theorem it follows that
RTA*’s behavior in G will be identical to its behavior in G5
hence RTA* is also guaranteed to solve G. O

Figure 1 shows a simple pseudo-code for implementing hK.
Suppose G has a maximum branching factor b, then the impl-
mentation runs in time O(bX). If G has a maximum width w,
then the computations can be done in an amount of time that’s
polynomial in w, by caching the values as they’re computed,
and returning the cached value whenever possible.

4 Example: Tire World Domain

Tireworld was first introduced as a benchmark planning do-
main in the 2004 International Probabilistic Planning Com-
petition and was designed to test a planner’s ability to plan
ahead under uncertainty [Littman and Younes, 2004; Younes
and Littman, 2004]. The state space in this domain includes
many dead-ends states (i.e., states from which it is not pos-
sible to reach to a goal state), thus it provides a framework
to investigate our formalism above. Since we are not dealing
with planning under uncertainty in this paper, we used a de-
terministic version of the domain, which is described below.

In our deterministic Tire World, there are N number of lo-
cations connected via bi-directional roads, forming an undi-
rected graph where the nodes are the locations and edges are
the roads. Some of the locations on this graph are designated
as “spare-tire locations” in which there are an unlimited num-
ber of spare tires. There is a car in this domain that needs to
go from an initial location to a final one. Maximum number
of spare tires that a car carry is limited to m.

Figure 2 shows an illustration of a Tire World instance as
presented in [Younes and Littman, 2004]. In this particular
example, cO is the starting location and c9 is the goal loca-
tion. Above, boxes show the spare-tire locations and black
circles show any other location that does have spare tires.

The actions in Tire World are move-car for moving the car
from one location to one its neigboring locations, load-tire
for loading a spare tire from a space-tire location if the car is
at that location, and change-tire for replacing a flat tire with
a spare tire if the car is already loaded with any spares. We
assume that some locations are designated such that if the car
moves into those locations, one of its tires gets flat. Thus, the
move-car action is conditional in order to model the above
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spare tire
(all boxed locati}ms)

Figure 2: A Tire World instance. The figure above is taken
from [Younes and Littman, 2004]. Above, boxes show the
spare-tire locations and black circles show any other location
that does have spare tires.

effect: when the car moves into one of those locations men-
tioned above, it has a flat tire; when it moves into any other
location, it does not.

4.1 Why is Tire World k-Safe?

Let m be the maximum number of spare tires that can be car-
ried in a Tire World instance. We define the number k of
lookahead steps for Tire World as

k=m+1.

Let h be an admissible heuristic for RTA* and let h* be the
k-safe implementation of h as described in the previous sec-
tion. Thus, at any state S, RTA* looks k + 1 ahead using hk,
There are two cases. If there is a spare-tire location in search
branch RTA* is looking ahead, then this means that even a
tire gets flat on a road on that branch, the car will still reach
that spare-tire location. Thus, RTA* will safely follow this
search branch.

Let s be the current location during the search. If there
are no spare-tire locations along the current search branch
given the k-depth lookeahead, then RTA* will select the one
with minimum estimated cost and we will try to go that way.
However, this won’t be enough to guarantee a solution. The
heuristic h* should backtrack RTA* by selecting actions that
would take the car back to the previous spare-tire location
when the car is at most [{in/2) Csteps away. The reason is
we can go to a further spare-tire location without thinking
twice if we know that it is at most that k depth. If we use a
smaller depth (i.e., number of steps), we will miss the spare-
tire location in a dead-end state.

The following theorem establishes the K-safeness of the
Tire World planning domain:

Theorem 6. Suppose we have k = m + 1 where m is the
maximum number of spare tires that the car can carry. Then,
the search graph G for any Tireworld instance is k-safe if
every state s of height H(s) = k in G is solvable.

Proof. Immediate from above. ]
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Finish

Figure 3: An illustration of the first few moves in a two-player
instance of the Racetrack game.

5 Another Example: Racetrack

Another example planning domain that can be shown to be
k-safe is Racetrack. This game was popular during the late
1960s and early 1970s, and one of the authors of this paper
(Dana Nau) recalls playing it around that time. Below is a
summary of the game, based on the description in [Wikipedia,
20091.

To play Racetrack, the players need to draw a racetrack on
graph paper. See Figure 3 for an example. Each player se-
lects a symbol and marks a point on the start line. Players
take turns moving. Each move has two parts: inertia and ac-
celeration. Inertia just continues the speed and direction of
the last turn. Acceleration then adds one square in any direc-
tion.! If a player hits the wall, he/she loses. The objective of
the game is to reach to the finish line from the start line before
the other player does.

Racetrack problems have k-safe state spaces: for any map,
let K be the maximum of the distance between any two points
on that map. Then, at any point on any map, a player (e.g.,
RTA*) would be able to look ahead k many steps in any possi-
ble direction and determine whether following that direction
will hit the wall (or will generate a sub-optimal route).

6 Conclusions and Future Work

We have described a class of search problems called k-safe
problems, in which every node in the state space either is on
a path to a goal state or else is < K steps from a dead end.
We have shown, theoretically and with two example search
domains, that a heuristic function for RTA* could be modified
to take this lookahead information into account in order to

"[Bonet and Geffner, 2003] introduced a modified version of
Racetrack in which they used actions that have nondeterministic out-
comes. But in the original version of Racetrack, the actions have
deterministic outcomes as we describe here.
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avoid search branchs that do not lead to a goal state before
RTA* commits one or more actions on that branch.

We have given theorems showing the completeness of
RTA* using the k-lookahead heuristic functions: for every
k, RTA* is complete over the set ofk-safe planning problems
if it uses a K-lookahead heuristic function. We presented an
analysis of RTA* using k-lookahead heuristics in Tire World,
a k-safe prroblem domain. We described a similar analysis
for the game Racetrack.

We are currently extending our approach in order to in-
clude statistical reasoning in the k-lookahead heuristics. For
example in Tire World, if the probability distributions of a tire
being flat over the roads is known or can be estimated, then
we can exploit this knowledge in h¥. Even if the probabilities
are not available, one can save the number of tires the car has
at each location. Next time the car moves to that location,
if number of spare-tires is more than the saved number, the
heuristic function can infer that the tire becoming flat is not is
less than 1. As the car moves in the environment, the heuristic
function updates it belief in those probability distributions.

We are also investigating K-safeness properties in nonde-
terministic and probablistic planning domains. We are inves-
tigating incremental learning heuristics that would start by ex-
ploring the environment. After certain amount of iterations,
the heuristic functions will phase into exploitation of the ob-
tained knowledge on the state space and use the k-lookahead
properties. For this approach, we are focusing on the Learn-
ing Real Time A* (LRTA*) algorithm [Korf, 1990]. Also in
this case, properties such as k-safeness and k-awareness as
outlined in this paper will still be the key to explore the envi-
ronment safely.
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Abstract

Model-based planning often presumes a static sys-
tem model, while in a practice physical system may
evolve or drift over time. This paper proposes the
idea of pervasive model adaptation in a production
system, where the model is dynamically updated
using observation of production output. The core
idea is the interplay between model adaptation and
production planning. We seek plans which simul-
taneously serve the goals of achieving high produc-
tivity for production, and information gathering for
model adaptation. We use a modular printing ex-
ample to illustrate issues such as formulation of the
information criterion and search strategy for infor-
mative plans. The idea of pervasive adaptation can
be further extended to improve long term produc-
tivity in production systems.

1 Introduction

Automated planning has a proven record of achieving high
productivity in production systems. In order to facilitate high
productivity, a model-based planner requires suitable knowl-
edge of the underlying system to generate plans that are feasi-
ble and optimal. Typically this knowledge can be found in the
system model. However in practice, the system may evolve
over time. Thus model adaptation is important to model-
based tasks such as planning, scheduling, diagnosis, and in-
ference. Ignoring dynamism in an evolving system is risky, as
a production plan that started out feasible can become infea-
sible. Furthermore, keeping track of model parameters is im-
portant to system health management. Significant drifts can
be precursors of component failures. Model adaptation tech-
niques have been used in a number of applications to monitor
aging components and detect incipient failures (e.g., [Peel,
2008)).

Traditionally distinct communities of researchers have ad-
dressed model adaptation and planning seperately. For in-
stance, planning work normally assumes static knowledge
(deterministic or stochastic) regarding actions and the world.
On the other hand, model adaptation is often done with pas-
sively obtained data or offline testing. However, we propose
that model adaptation and production planning can be seam-
lessly integrated into a coherent framework, where model
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adaptation provides updated knowledge for production plan
generation, and at the same time, production plans gener-
ate data for further adaptation. In this paper, we propose a
novel paradigm, pervasive model adaptation, in which pro-
duction is actively manipulated to facilitate information gath-
ering in order to better adapt models to dynamic systems.
Active adaptation and production coexist, leading to higher
long run productivity. As we shall see in the later sections,
the goal of information collection may impose new optimal-
ity criteria on the planner, calling for new search techniques.
Another significant challenge is model adaptation, an impor-
tant research topic in its own right. However, we leave it out
of this paper by assuming the optimal adaptation scheme is
given and/or achievable. We are not addressing the design
of a good model adaptation scheme, but rather we focus on
optimally seeking data for model adaptation. The interplay
between model adaptation and production planning and the
resulting implications are the core focus in this paper.

1.1 Related work

The idea of actively seeking informative evidence is not en-
tirely new. The earlier work in General Diagnosis Engines
[de Kleer and Williams, 1987] calculates the optimal test se-
guence for static circuit diagnosis. Evidence seeking has also
been explored in other statistical inference problems such as
in Bayesian networks [Jordan, 1998]. The novelty of perva-
sive model adaptation is in combining plan generation with
evidence seeking to learn continuous model parameters. A
closely related concept is our earlier work on pervasive di-
agnosis [Kuhn et al., 2008a] [Kuhn et al., 2008b] [Liu et
al., 2008], originally proposed for diagnosis of production
systems with streamlined components or production actions.
The basic idea is to generate production plans which achieve
production goals while optimally collecting diagnosis infor-
mation. This is advantageous: (1) from the productivity per-
spective, it does not have to halt production for off-line testing
(2) from the information gain perspective, the on-line diag-
nosis gathers information much faster than diagnosing from
passive data. This paper extends the idea to model adapta-
tion. Compared to the earlier pervasive diagnosis work, the
key differentiating novelty of this paper is that it adapts to the
dynamism of the underlying system, while pervasive diagno-
sis assumes static faults. Furthermore, pervasive model adap-
tation addresses the learning of continuous model parameters,
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while pervasive diagnosis is centered on diagnosis, which is
discrete and categorical in nature.

From the planning perspective, classical planning pre-
sumes complete knowledge of actions and the world. There
is work on planning with incomplete information, with both
(e.g., [Bonet and Geffner, 2000]) and without sensory input
(e.g., [Smith and Weld, 1998]). These planning techniques
can be used for pervasive model adaptation. In general, prob-
abilistic planners can be used to generate production plans,
maximizing their chance of success against a performance
criterion. One differentiating factor of pervasive model adap-
tation is that the planner does not just accommodate uncer-
tainties as a probabilistic planner does, but instead actively
seeks evidence to reduce uncertainty in the adaptation stage.

The combination of passive information gathering and
model-based control conditioned on the information has ap-
peared in many domains including automatic compensation
for faulty flight controls [Rauch, 1995], choosing safe plans
for planetary rovers [Dearden and Clancy, 2002], maintain-
ing wireless sensor networks [Provan and Chen, 1999] and
automotive engine control [Kim et al., 1998].

We are not aware of any other systems which explicitly
seek to increase the information for adaptation returned by
plans primarily intended to achieve operational goals.

1.2 Organization of the paper

The rest of the paper is organized as follows. We first define
the paradigm of pervasive model adaptation, followed by a
section proposing a general architecture for the planner. We
introduce a concrete example of pervasive model adaptation,
using a modular printer whose modules independently intro-
duce delays which drift over time, based on module usage.
Model adaptation keeps track of the action delays. This is es-
sential to determining the achievability of production goals.
Though this example is specific and somewhat simplistic, it
explains the major issues in pervasive model adaptation, and
demonstrates how they can be addressed. The rest of the pa-
per uses the printing example to explain the information cri-
terion and heuristics guiding the search. At the end of the
paper we demonstrate the proof of concept via simulations,
and sum up with a conclusion.

2 Pervasive Model Adaptation

Pervasive Model Adaptation is a new paradigm in which pro-
duction is actively manipulated to maximize the information
available for model adaptation. Production and active infor-
mation gathering can therefore occur simultaneously, leading
to higher long run productivity than passive model adaptation
or alternating dedicated testing with production.

Integrating information gathering with the production
strategy results in informative production. The primary ob-
jective in informative production is to continue production.
Under the assumption that there are various ways to achieve
the production goals, informative production chooses a way
that simultaneously maximizes information gathering with
production. Another assumption is that the space of produc-
tion plans overlap with the space of informative plans.

The literature describes different types of production such
as simple production, time efficient production, cost efficient
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production and robust production. All of these share the pri-
mary objective of achieving production, but differ in the way
they approach the goal. In simple production any strategy
that achieves the production goal qualifies. In all other ap-
proaches the set of production strategies is ranked by a sec-
ondary objective function, and the best production strategy
dominates. For example in time efficient production, strate-
gies are ranked by cost, and the most cost efficient production
strategy dominates. Similar to other production strategies, in-
formative production ranks the set of plans that achieve pro-
duction goals by their potential information gain, and selects
the most promising strategy.

3 Planning in pervasive model adaptation

Before diving into the planning work in more detail we illus-
trate the overall framework in Fig. 1. The basic task carried
out the planner is to create production plans that simultane-
ously achieve production goals and favor information gather-
ing for model adaptation. The extended task carried out by
the adaptation engine is to estimate state parameters and pro-
vide information seeking guidance to the planner. Both the
planner and the adaptation scheme operate with a common
dynamic model of the machine state.

Planner | "™ /° System updatel  Model
Model Adaptation
production plan &
plan outcom:
Physical
System

Figure 1: Overall system architecture for pervasive model
adaptation.

Conceptually, planning is a generic problem of finding an
optimal plan with respect to a given cost function or opti-
mality criterion. In traditional planning, the cost function is
often assumed to have certain properties, such as being ad-
ditive over plan components, decomposable into locally opti-
mal subsets, or invariant with respect to component ordering
in the plan. These structures enable efficient computation us-
ing A*-search or dynamic programming. In pervasive model
adaptation, the integration of production plans and model
adaptation results in informative plans; the cost function is
the information content. A production plan is optimal if its
output maximally reduces uncertainty in the system model.
This information-driven cost function brings challenges to the
planning problem.

In this section, we propose the general architecture for
planning under pervasive model adaptation, depicted in
Fig. 2. Its input is a current state (e.g., an estimate and uncer-
tainty), and it outputs a production plan. The planner consists
of several components:

(1) Information criterion: given any production plan P, the
information criterion evaluates the information content that P
provides about the system. Its value depends on P, as well as
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the current belief about the underlying system — what we can
learn from a new input depends on what we already know.
This criterion is specific to pervasive model adaptation. It
differs from traditional production planning, which uses well-
understood criteria such as the shortest production time or
maximal throughput.

(2) System constraint:  Production systems have internal
constraints such as contingency and connectivity. Such con-
straints can be expressed in the planning problem. A feasible
production plan is a plan from a known initial state (e.g., raw
material for production) to a known goal state (e.qg., finished
product).

(3) Search: The core problem is to search for an optimal
feasible plan with respect to the information criterion. As we
shall see later, the information content of a plan P depends
on all components in P, which makes the search a difficult
problem with exponential complexity. The challenge is thus
to find a computationally efficient search strategy which gives
an informative plan. For this, we propose a best-first search
strategy (A5 which maintains a moving frontier of promis-
ing partial plans (those anticipated to produce informative
plans), and expands the partial plans with highest anticipated
information content until the goal state is reached. The key
question is what heuristics to use to guide the search. We
show how the information criterion can generate such heuris-
tics.

The dynamic nature of production systems adds complex-
ity to the planner. For instance, when a component ages,
its behavior may deviate from the original model, and hence
there is the need to track component behavior over time via
adaptation. This means the planner (shown in Fig. 2) is dy-
namic: given a belief at time t, the planner plans for the next
optimal (or close-to-optimal) plan P ® which will produce
an output that modifies the belief. The modified belief is fed
back to the planner at time t+ 1. This is depicted as the feed-
back from production plan to current belief (shown in dotted
lines) in the figure.

4 Example: tracking component delay
parameters in printing

We use a prototype modular printer as a concrete example to
illustrate issues in pervasive model adaptation. Fig. 3 shows
the printer. Sheets enter on the left from one of the feed-
ers and exit on the right from a paper finisher (output), go-
ing through multiple modules in between, such as paper plan
modules (little squares in the figure), inverters, or print en-
gines. The modularized structure enables continuous printing
even if some of the modules fail. The task of the planner is
to find the sequence of actions, called a plan, which moves
sheets through the system to generate the requested output.
In this prototype system, each action i takes time 6; to han-
dle the paper sheet, known as the action delay. The modules
degrade, for example, mechanical components (spring, roller,
etc) wear with usage. As a result, action delays {8;(t)} nor-
mally increase. A plan requiring a paper sheet to go from
feeder to finisher within a pre-specified amount of time is fea-
sible when the machine is new, but may become infeasible
later. Hence for production systems, it is important to keep
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Figure 2: Planner for pervasive model adaptation

track of the action delays.

To track the drift of model parameters we need two things:
(1) a dynamics model specifying how the underlying states
(in this case action delays) evolve over time, and (2) an ob-
servation likelihood model relating observations to the under-
lying state. Th%namics model is as follows:

Bi(t— 1)+ +wi(t) for i CPI 1
Bi(t — 1) + wi(t) for i ;e D

The action delay 6;(t) is influenced by two factors: (1) a
wear-related increment o; if module i is used in plan P, and
zero otherwise, and (2) a random drift w; (t). The observation
is the total process time summed over all modules in the pro-
duction and a random observation noise n(t) as shown in the
following observation model:

[ —
y® = 8i(t)+n().
(guzal

Bi(t) =

)

Furthermore, we assume the delay increment d; is known a
priori. In practice &; may need to be learned, and that can be
formulated into the framework of pervasive model adaptation
as well, but we leave the learning of §; outside the scope of
this paper.

Although this example is specific to modular printing, the
idea is general and applicable to a variety of problems. For
instance, the same abstract model can be used in printed cir-
cuit manufacturing, in which actions contribute to the etching
process by depositing material (acid or similar) to the metal-
lic substrate. The observed etched depth in the metallic foil
is the total effect of all involved actions. More generally, the
techniques presented in this paper can be directly extended to
any system with linear dynamics and observation models. At
a conceptual level, (Eq. 1) describes different drift patterns
for modules involved and not involved, and (Eq. 2) describes
an observation model that relates the observation to model
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Figure 3: Model of PARC’s prototype modular printer. It
consists of four print engines. Sheets enters from the feeder
on the left and exit from finishers (output) on the right. The
little square blocks represent paper handling modules, where
a paper sheet can follow one of the dark green edges. There
are three main paper highways (horizontal) within the fixture.

parameters. As long as they are both linear, the techniques
described here can be easily extended. In practice, many sys-
tems can be well-represented by a linear model. Linearization
techniques have been widely used to approximate real-world
systems.

5 Information Criterion

The goal of model adaptation is to estimate the underlying
model parameters (action delay {6;(t)} in the example) from
the production plan output y(t). The key question is: which
production plan P works best to track the drift in action delay
parameters? This can be addressed by examining the uncer-
tainty in delay parameters, i.e., a production plan P is “in-
formative” if its observation y(t) reduces the uncertainty. In
this paper, we define an information criterion to measure the
reduction of uncertainty, and sketch out an algorithm for opti-
mal plan selection. In this paper, the plan selection is greedy
— searching for the next plan to execute. The information cri-
terion can be extended to planning a sequence of informative
plans. Sequencing requires more elaborate algorithm design
and remains our future work.

5.1 Information content

For convenience in expression, we use vector notation ©(t) =
(81(1), 02(1), ..., O6m (1)). The models (Eg. 1, Eqg. 2) can be
re-written as:

o) = O(t—1)+Alt—1)+w(t) 3)
y(t) = HO() +n(t) (4)

Here H is a binary indicator vector indicating whether an ac-
tion i is included in the plan P, i.e., H; = 1 forall i [H,
and 0 otherwise. It is fully specified by the plan P. A is the
vector of increment: A = (31H1,82Hz, -+ ,dmHMm)T. For
simplicity, we further assume that process noise w(t) and ob-
servation noise n(t) are Gaussian. Under these assumptions,
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the tracking problem is relatively simple and can be tracked
optimally using a Kalman filter [Kalman, 1960] [Sorenson,
1985].

Kalman filter updates the uncertainty in ©(t), i.e., the co-
variance matrix R§, recursively over time. The recursion is
as follows. Suppose at time t — 1 we are given Rg‘l. The
uncertainty grows due to the drift w; it is easy to show that
the predicted covariance at time t is dilated by drift covari-
ance, i.e., R§ = R{™* + Z,,. Then a new observation y(t)
is made, bringing information to reduce the uncertainty. This

shrinks the uncertainty down: R§ = (I — KH)R_g where K

is the kalman gain which can be derived from H and R§. The
recursion then repeats. The Kalman filter oscillates between
such uncertainty expansion and reduction. One well-known
way to quantify the uncertainty is the trace of the covariance
matrix trace(R§). It is straightforward to show (following
the standard Kalman filter algebra) that for any given produc-
tion plan H, we have:

IHRE|[?

trace(RY) = trace(Rt) — ———&°
(Rg) (R§) HRIHT + o2

®)

Note that the first term trace(R_g) is a constant regardless of
the choice of plan H, therefore, to minimize the uncertainty,
we define the information content (to be maximized) as

IHR§]|?

E =trace(R) — ——2>——.
HRIHT + 02

(6)

Note that the information depends on the predicted covari-

ance Rg. Here o, is the standard deviation of measurement
noise n.

Another way to derive the information criterion is from in-
formation theory [Cover and Thomas, 1991]. The informa-
tion content can be measured using the conditional entropy
of © given observation y, which in information theory is the
number of bits to fully describe © given the observation y.
The conditional entropy is det(RS), which in principle is
similar to (Eq. 6).

Given the information content E, the goal of planning is to
find a production plan P, or equivalently the bit vector H, to
maximize the information content. The evaluation of infor-
mation content is easy, but the search is difficult. In practice,
there are constraints on action preconditions and module con-
nectivity that H has to comply with. However, to gain insight,
we first address a much simpler problem: if there is no con-
straint, what would be the best H to maximize information
content?

5.2 Asimple example
Consider the simplified case where we have only two actions
A-aRd B. (Without loss of generality we assume that R_et =
1o
p 1
values —1 < p < 1, and is zero if and only if A and B are
independent. For this system, the planner has three choices,
listed in Table 1.
Notice the following:

. Here p is the correlation coefficient, taking on
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Plan | H Info.Content
A |10 | Ea=13r
B [01] EB = EA

2

AB | [11] | Eag = 210

Table 1: Plan choices and information content

e When p = 0, it is clear that plan AB is the best choice
in terms of information content.

* When pis close to -1, plan A (or equivalently plan B) is
more preferable than plan AB.

= The switching point of p is decided by 2. It is easy to
specify the exact switching point. Furthermore, we can
show that as 0, — 0, the switching point will be p = 0.

Imagine a situation when initially A and B are independent.
The analysis above suggests that AB is optimal. Taking this
plan, we observe the sum of delay over A and B, which will
make the two modules negatively correlated. The next step
will favor plan A (or equivalently B) over AB due to the
negative correlation. Observing A’s (or B’s) individual delay
will decrease the correlation between A and B, hence making
p smaller. At some point in time, we will favor the plan AB
again. The plan search will alternate between the long plan
AB and individual components (A or B).

5.3 InfoCollect: a greedy strategy for constructing
H without path constraint

Note the structure of the information content (Eq. 6). H is a
bit vector, of values 0 or 1 depending on whether an action is
involved in the production plan. The binary-valued H simpli-
fies the computation significantly. The term in the numerator
HRg is the selected row-sum of the covariance matrix Rg,
summing over rows with index i [CH. The term in the de-
nominator HRgH T is the grid-sum, summing over all grid
points {(i, j), i,j CPI}.

Given the information criterion, the planner decides how to
search for the optimal plan. For this task, we first ignore any
network constraint on H, and propose InfoCollect, a greedy
strategy which constructs the plan P to maximize the infor-
mation content (Eq. 6). Neglecting the constraint on H es-
sentially assumes a fully reachable graph. In practice, the
set of modules which can be reach from any specific module
may only by a subset of all modules. Such routing constraints
limit the choices of production plans. In this case, the plan H
constructed by the InfoCollect algorithm may not be feasible.
However, we use the algorithm as an inexpensive way to esti-
mate the information content. This is later used as heuristics
to guide the optimal path search (see the next section).

The InfoCollect algorithm starts with an empty plan P =
[t incrementally decides which action to add to P by com-
paring the benefit of including any single module k into the
plan and greedily selecting the one with maximum E value.
The procedure repeats examining all undecided actions, until
further including any single action will decrease the overall
E. This is illustrated in Alg. 1.

InfoCollect is greedy in nature. The question is how well
it is compared to the true optimal plan (the “oracle”). We
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Input: Covariance Matrix Rg, noise variance o2
Output: (1) Optimal bit vector H and (2) the
corresponding information content

E= _IHRolI®
HReHT +02

begin

Included node set: P [

Undecided node set: U « Agys

Initial score: e « 0

while U & [do

for all i [Uldo

Construct P¢mp by including i into P;
Compute information content e; using Pemp ;
end

if max(ej) > e then

Find the action i “producing max(e;) ;

e « max(ej) ;

Modify set: P = P O and U « U\i™;

else
| U~ [J
end

end
Generate bit vector H fromplan P ;
Output bit vector H and information score E — e.

end
Algorithm 1: InfoCollect algorithm

implemented the greedy strategy and applied it to a set of
randomly generated covariance matrices. On average, among
the 2M (M = 10 in our simulation) possible plans, about 7%
plans are better (giving larger E) than the plan picked by Info-
Collect. The oracle plan gives a E that is roughly 55% larger
than that produced by InfoCollect. Overall, we consider In-
JoCollect as a efficient and practical way of estimating infor-
mation content. The computation complexity of InfoCollect
is O(M?), where M is the total number of actions. This is
much more efficient than comparing all possible plans, which
has complexity O(2M). The saving is apparent. Furthermore,
the computation of E is incremental. This is due to the com-
putational structure: the numerator is the row-sum, therefore
adding a new module corresponds to adding a new row to the
existing row-sum. Likewise, the denominator is a grid-sum
of R, which can also be computed in an similar incremental
fashion.

6 Search for Informative Plans

The objective of pervasive adaptation is to use the adaptation
engine’s beliefs to influence production plans to gain addi-
tional information about the delays of individual actions.

In a planning system where actions have conditions, ac-
tions are only applicable iff the conditions satisfied. There-
fore the underlying graph is not fully connected as we as-
sumed in InfoCollect. \We need to find a suitable algorithm
searching for a plan which maximizes the information cri-
terion (Eqg. 6) given the constraints of the action conditions.
For this task, we designed a best-first-search algorithm, which
keeps a frontier of best nodes to expand, until a goal state is
reached. The algorithm expands and reorders nodes based on
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Figure 4: System used in the example.

the information criterion (Eq. 6).

Best-first search requires a search node evaluation function
that estimates the quality of a node relative to other search
nodes in the frontier. If the evaluation function is admissible,
best-first search enjoys optimality. In our case of maximizing
information content, we need to estimate the information gain
collected by a plan. For this task, we pre-compute three sets
for each action and we modify the InfoCollect procedure.

The three sets for an action are:

uccy
Prea
NCa = Asys\(Succy [Plrey)

set of successor actions

()

The InfoCollect procedure will give a close-to-optimal es-

timate of how much information can be collected given a par-

tial plan P and the last action in that plan al. We modify
simply the input bit vector H:

0  fori CAkys\(Succaar [P unreachable
1 fori P already visited

1
H;i
H;i

8
InfoCollect can be used to select which undecided actions
(those with H;j = —1) to include in order to maximize the in-
formation content (Eq. 6). Within the InfoCollect we modify
the algorithm such that if an undecided action a is selected
the actions in its corresponding N C, are exonerated (set to
H; = 0).
Consider the simple example graph in Fig. 4. A plan P
must start at state A and reach goal state G. Initially it has
two choices: B and C:

< If going to B: the visited action setisP = {aa g} The
reachable set is Succ, = {ag p.as.E,a8D.G,aE,G}
The non-reachable set is {aa c,ac g} Using InfoCol-
lect, we can estimate the information content, denote as
EaB

« If going to C: the visited action set is P, = {aac}.
The reachable set is Succy = {ac e, ae,c}. The non-
reachable set is {aa B, @B D, @B E; ap,c}. Using Info-
Collect, we can estimate the information content, denote
as Eac.

Suppose Eag > Eac, then going to B is a better choice.
The best-first search expands the plan AB first, and main-
tains the frontier {AB, AC} as a sorted list. At this point, we
need to compare D and E using the same InfoCollect mecha-
nism to compute information content Eagp and Eage. Now
the frontier contains plan ABD, ABE, AC, sorted based on
their respective information content value. The procedure re-
peats until a plan the goal state G is reached.
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set of predecessor actions \ ! e X
set of actions not connected the system to parallelize production and use specialized print

reachable ahead

Note: although we use best-first search, we do not guar-
antee optimality. The reason is that the estimate generated
by InfoCollect is not always admissible. It would have to al-
ways overestimate the information content to be admissible.
Although the best-first search returns complete plans, Info-
Collect does not obey the complete plan constraint, hence
the evaluation stops including actions at a local information
gain maximum, producing higher information content esti-
mate than feasible. However, the InfoCollect algorithm it-
self is greedy in nature, hence it could under-estimate. This
breaks the admissible requirement to guarantee optimality.
Nevertheless, it provides useful heuristics to guide the search.

7 Experiments

To evaluate the practical benefits of pervasive model adap-
tation, we implemented the evaluation function InfoCollect.
We combined it with an existing model-based planner and
adaptation engine and tested the combined system on a model
of a modular digital printing press domain (see [Ruml et al.,
2005] and [Do and Ruml, 2006]). Multiple planways allow

engines for specific sheets (spot color). A schematic diagram
showing the paper plans in the machine appears in Fig. 3.

The planner receives a job from the queue and creates a
plan that will complete the job. It then sends the plan to a
simulation of the printing press. The simulation models the
physical dynamics of the paper moving through the system.
Plans that execute on this simulation will execute unmodified
on our physical prototype machines in the laboratory. The
simulation determines the observation of the plan given the
set of drifting actions. If the plan is completed without any
delay and the sheet deposited in the requested finisher tray, we
say the plan succeeded in time, otherwise the plan execution
failed or was delayed in time. Pervasive diagnosis focuses on
the case of failure ([Kuhn et al., 2008b]), which we ignore in
this experiment. We focus here on plan execution delayed in
time.

The original plan and the observed delay (delay might be
zero) of the plan execution are sent to the adaptation engine.
The engine updates the uncertainty belief model. Given the
new belief the planner greedily generates new plans based on
the information seeking approach used and releases those for
execution. Since there is a delay between submitting a plan
and receiving the observation, we plan production jobs from
the queue without optimizing for information gain until the
observation is returned. This keeps productivity high.

We evaluated the practical benefits of pervasive model
adaptation in two experiments: In experiment 1 we compare
the information gain of four different information seeking ap-
proaches. In experiment 2 we analyze the long-term produc-
tivity of four different production strategies.

7.1 Experiment 1 — Information gain

We compare the performance of four approaches using the
same model adaptation scheme, but different in their way of
seeking information:

= Regular model adaptation (passive), which uses regular
production plans (not optimized for model adaptation)
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to seek information, hence it is passive in its information
collection strategy

< Uniform model adaptation, which generates production
plans with the objective to use all components of the sys-
tem uniformly in usage count to seek information

= Pervasive model adaptation, which generates informa-
tive production plans using the approach described in
the paper to seek information, hence it actively probes
the parts of the system with highest uncertainty for in-
formation collection while producing at the same time.

« Dedicated model adaptation, which generates informa-
tive test plans using the approach described in the pa-
per to seek information, but not producing any prod-
ucts. Dedicated model adaptation has fewer constraints
(no production constraints) to obey than pervasive model
adaptation which results in more informative plans due
to the bigger plan space.

The experiment was repeated 200 times for each model
adaptation approach. Within each experiment we uniformly
choose six actions to drift in execution duration and per-
formed 40 “plan, execute, observe, update” cycles.

uncertainty in the system
18 T T T T T
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Figure 5: Comparison of regular, uniform, pervasive, and
dedicated model adaptation.

The results of the experiment are in Fig. 5. The figure
shows on the x-axis the number of performed “plan, execute,
observe, update” iterations and on the y-axis the uncertainty
as the trace of the covariance matrix (tr(R§)) in unit time
squared. The uncertainty is introduced by the six actions with
drifting delay. Since Regular model adaptation is not at all
optimized for adaptation it generates plans which in general
do not provide enough information for the adaptation engine.
We see in Fig. 5 that the uncertainty accumulates over time
and Regular fails in limiting it. Uniform performs much bet-
ter than Regular due to the partial optimization for informa-
tion gathering, but finally fails in keeping the uncertainty on a
steady state. In general Uniform will fail if the redundancy is
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high in the system. Pervasive optimizes the production plan
for information gain which results in low uncertainty in the
system. This can only be dominated by Dedicated due to
the fewer constraints. Note that Dedicated will not produce
products. Overall we can see that due to the active informa-
tion gain optimization Pervasive and Dedicated perform very
well in controlling the uncertainty. Finally Dedicated domi-
nates all other approaches in seeking information.

7.2 Experiment 2 — Long term productivity

In the second experiment we compared four production
strategies to assess their performance in long-term produc-
tivity. The four strategies use the same model adaptation
scheme, but differ in their method of production and informa-
tion seeking. Before we explain the four different strategies
we define a maximum uncertainty level maxU above which
we switch the goal from production to information seeking.
This switching avoids downtime due to failures.

* Regular w/ dedicated. Regular production runs until
the maximum uncertainty maxU is reached and then
switches to dedicated information seeking.

e Uniform w/ dedicated. Uniform production aims to
use all components of the system uniformly (by usage
count). It runs until the maximum uncertainty maxu
is reached, and then switches to dedicated information
seeking.

= Pervasive. Production using pervasive model adaptation,
which generates informative production plans using the
approach described in the paper to seek information.

« Regular w/ pervasive. Regular production, then switch
to production using pervasive model adaptation when
maxuU is reach.

The experiment was repeated 200 times for each produc-
tion strategies. Within each experiment we uniformly chose
six actions to cause to drift in execution duration and per-
formed 30 seconds of “plan, execute, observe, update” cy-
cles. We set the production and test rates to vary among
the production strategies: regular production 3.1 sheets/sec,
uniform production 2.0 sheets/sec, pervasive production
1.9 sheets/sec and dedicated information seeking 2.8 test
sheets/sec. Note that dedicated information seeking does
not produce valid products rather than test sheets. Regu-
lar production has the highest rate since it is optimized for
throughput, the second highest rate has dedicated informa-
tion seeking since it has not to obey production constraints
particularly it is not always necessary to perform slow print
actions. Pervasive production has the lowest rate since obeys
production constraints while optimizing for information gain.

The results of the experiment are in Fig. 6. The upper
figure shows the uncertainty in the system as the trace of
the covariance matrix in unit time squared. We can see that
all four strategies except production using pervasive model
adaptation grow in uncertainty relatively fast until a steady
state of uncertainty is reached. This is due to the fact that
we switch to dedicated information seeking if the uncertainty
reaches maxU. Since we averaged over 200 experiments the
steady state of uncertainty stays under maxU. The distance
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Production Systems
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Figure 6: Comparison of different production strategies.

to maxU indicate the amount of information gain provided
by the strategies in their production mode. Pervasive model
adaptation stays far under maxU due to its strong focus on
good information seeking.

The lower figure shows the productivity of the production
strategies as productions per time. The results show that uni-
form w/ dedicated has the lowest productivity. This results
from neither being optimized for throughput nor information
seeking. Regular w/ dedicated and Pervasive perform nearly
similar. Whereas regular production has high throughput but
provides low information gain, Pervasive has low throughput
but provides high information gain. In our experiments it can
be seen that effects cancel each other out. Regular w/ perva-
sive combines the strength of both worlds and performs there-
fore best. Overall the best strategy is to focus on throughput
until the uncertainty grows to the maximum limit maxU and
switch than to informative production plans provided by per-
vasive model adaptation until the uncertainty drops.

8 Conclusion

The idea of Pervasive Model Adaptation opens up new op-
portunities to efficiently track models for the optimization of
the throughput of model-based systems. Continuous track-
ing which would have required expensive production stop-
pages can now be addressed on-line during production. While
pervasive model adaptation has interesting theoretical advan-
tages, we have shown that a tight combination of heuristic
planning and classical model adaptation can be used to create
practical real time applications as well.
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Abstract

This article presents some principles for self-
maintenance in an on-board architecture that em-
beds on-line active diagnosis. The objective of ac-
tive diagnosis is to find an action plan that refines
the diagnosis without radically changing the mis-
sion plan. This leads to the definition of a planning
problem that relies on an active diagnoser. Accord-
ing to a decision criterion, the aim is then to find
the best conditional plan to reach a diagnosable re-
gion of the active diagnoser. The interactions prob-
lems between the result of the planning for diagno-
sis and the mission planning are then detailed and
a solution that uses the execution controller of the
on-board architecture is proposed.

1 Introduction

Autonomy is the ability to independently perform decisions
and act in a changing environment. One of the most important
characteristic of an autonomous system is its ability to take
care of itself when performing its mission. This ability, also
called self-maintenance, requires on-line diagnosis (fault de-
tection and isolation) and on-line planning/replanning [Chan-
thery et al., 2005] launched by processes integrated in the
on-board architecture of the system.

On-line diagnosis is usually considered as a task that reacts to
a flow of observations provided by sensors and returns esti-
mations of the system’s state. On-line diagnosis may be com-
pared with a supervision task. The goal is to follow the tem-
poral evolution of a dynamic system. However, this process
is often too limited in practice due to a limited number of pos-
sible observations.

Off-line diagnosis is focused on the localisation of the fault.
The goal is to determine additional information that will re-
fine the diagnosis with minimal cost. This may be compared
with a test sequencing problem and can be solved as a post-
mortem diagnosis problem. Initially described by [Pattipati
and Dontamsetty, 1992] for binary tests, then extended in the
framework of the AGENDA method [Olive et al., 2003] for
multi-valued tests, the test sequencing problem is an off-line
process. The problem consists in finding a test sequence that
may isolate each fault in minimizing the tests cost.
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This paper proposes to make on-line diagnosis on an au-
tonomous system by taking into account the fact that au-
tonomous systems can act on themselves. One way to im-
prove the performance of the diagnostic process is to use the
action capabilities of the system in order to refine the diag-
nosis in case of ambiguity: this is what is called the active
diagnosis problem.

This paper is organised as follows. Section 2 presents re-
lated works on active diagnosis on dynamical systems. Sec-
tion 3 presents a formal background about fault diagnosis in
a DES. Section 4 proposes an on-board architecture for ac-
tive diagnosis and a formal characterisation of the active di-
agnoser. Section 5 explains how the planning problem for
active diagnosis can be derived from the active diagnoser. It
proposes a planning algorithm, and puts side by side the mis-
sion planning and the planning for diagnosis criteria. Sec-
tion 6 discusses the difficulties involved by the integration of
active diagnosis into an on-board architecture including the
mission planning process.

2 Related Works

The choice of the set of actions performed on-line for refining
the diagnosis may be compared with an on-line test sequenc-
ing problem. However, for dynamical systems that are cur-
rently performing a mission, the challenge of an active diag-
nosis process is to propose an admissible sequence of actions
(or plan) that refines the diagnosis without radically changing
the mission plan. The conflicts between the plan for diagno-
sis and the mission plan have to be taken into account.

To our best knowledge, there are very few works about ac-
tive diagnosis in dynamical systems. The main contribution
on active diagnosis of discrete-event systems is the work of
[Sampath et al., 1998]. Active diagnosis is formulated as a
supervisory control problem [Ramadge and Wonham, 1989]
where the legal language is an “appropriate” regular sublan-
guage of the regular language of the system. The proposed
solution is to design a system controller in such a way that
it satisfies specified control objectives and results in a diag-
nosable controlled system. In other words, the action domain
is restricted so that the system always remains diagnosable.
This approach seems to be too restrictive for autonomous sys-
tems that realize a mission. Indeed, they need to keep all their
action capability, even if they intermittently loose their diag-
nosis capability. In this article, we reuse the idea that consists
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in combining monitoring, diagnosis capability and controller,
without restricting the controller’s action capabilities.

In the field of hybrid systems, [Bayoudh et al., 2008] pro-
pose to achieve active diagnosis in a hybrid system frame-
work. Starting in a non diagnosable region, the authors use
the diagnosability analysis method to determine the sequence
of controllable actions to be applied to the system in order to
bring it into a diagnosable one. The problem of the search
of an active diagnosis plan is formulated as follows: given
an uncertain state of the active diagnoser, the active diagno-
sis problem is to find a controllable path leading to a certain
state. The authors propose to solve this problem as a con-
ditional planning problem using an AND-OR graph, but the
solving algorithm is not implemented. In particular, the type
of tree exploration and the criterion for the exploration are not
given. We propose to give the formal definition of active di-
agnoser and to discuss the planning problem more precisely.

The integration of active diagnosis into production plans is
described in [Kuhn et al., 2008] and experimented on a model
of an industrial digital printing press. The method is based on
an active diagnoser that updates the current system state and
stimulates the planner to generate informative plans that may
determine faulty actions and achieve production goals as well.
The advantage of interleaving diagnosis and planning is that
diagnosis is quickly confirmed or invalidated. The objective
is to determine faulty actions without explaining the cause of
the failure. The repair procedure then consists in exchanging
the printer modules according to their failure probability un-
til the system is working properly. Our study focuses on au-
tonomous systems that face hardware/software faults without
any possibility of external repairing. The mission planner re-
quires explicit diagnosis that determines the current degraded
mode in order to optimally update the plan. Our approach
consists in separating diagnosis and mission planning mod-
ules, because this is today the most common way to construct
an on-board architecture for autonomous systems [Alami et
al., 1998].

The problem of diagnosis refinement by action planning has
also been raised by [Mcllraith, 1995]. The author proposes
a formal situation calculus framework for diagnostic problem
solving which incorporates a theory of action and change.

3 Fault diagnosis in DES

This section recalls formal background about fault diagnosis
in discrete-event systems.

Definition 1 (Model of discrete-event system) A discrete-
event system is modelled as a tuple G = (X, Z, T, Xo) where:

« X is afinite set of states;

« X is afinite set of events;

e T [XIx X x X is a finite set of transitions;
e Xg is the initial state of the system.

A discrete event system generates a regular prefix-closed
language L(G) [=1-Where X “denotes the Kleene closure
of 2. Each word w of L(G) represents a finite sequence of
events occurring on the system from the initial state Xo. The
set 2¢ [ >ldenotes the set of faults of the system. In order
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to perform diagnosis, it is then required to observe the sys-
tem with the help of sensors. Sensors implement a function
Obs : =~ - (Z, [{&}) that associates to any event of the
system, either an observable event of 2, or the empty event
€. This function Obs is called the observation mask in [Jiang
and Kumar, 2004]. Let w [II(G), Obs(w) denotes the ob-

servable trace of W and is recursively defined as follows:
Obs(w) gifw=¢

Obs(u).Obs(v) ifu =, v =™

Definition 2 (Observed system) An observed system is rep-
resented as a pair (G, Obs) where G is a DES model and Obs
is the observation mask.

To perform diagnosis, it is required to implement a mon-
itor that is able to process any possible observations that is
produced by the observed system, that is any observable se-
quence Obs(w), [wl [CTG). The observable language of G,
denoted Obs(L(G)), is thus a subset of =

The classical fault diagnosis problem on DES basically
consists in recording observations from the system and pro-
viding the set of possible faults whose occurrence is consis-
tent with these observations: given the recorded sequence
of observations 0, the occurrence of a fault F is consistent
with 0 if there exists at least a sequence of events W in
the model G (w [CT1(G)) that contains F and that is such
that Obs(w) = 0. In such a case, the observable sequence
Obs(w) is an observable trace of F.

Definition 3 (Observable trace) The set of  traces
Traces(F) of the fault F is the regular language de-
fined as the set of finite observable sequences:
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Traces(F) = {o [=I|,'oml [TXG), (F [w) [(@bs(w) = 0)}.

Given the observations 0, a fault F is a possible solution
to the diagnosis problem if ¢ [Tlraces(F). There may be
several solutions as an observable sequence may be an ob-
servable trace of several faults. By extension, we also define
the traces of the absence of F, denoted T races(—F), that
gathers the possible observable traces of the system when F
has not occurred:

Traces(-F) = {0 [=\,'wl [1XG), (F M) [{Qbs(w) =

From these two sets, it follows:

1. if o [CTraces(F) \ T races(=F), the occurrence of F
is sure;

2. if 0 [CMraces(—=F) \ Traces(F), the occurrence of F
is impossible;

3. if 0 [CTraces(F) n Traces(=F), the occurrence of F
is possible.

The set of traces of a fault F is defined as a regular
language so it can be represented by a minimal determin-
istic finite-state machine [Hopcroft et al., 2001] M(F) =
(S, 2o, 3, S0, tag) where:

e S is a finite set of states;

* >, is the alphabet of the machine;

0)}.
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Figure 1: Part of the embedded architecture for active diag-
nosis.

e 3 :S x 3, - Sis the transition function;
e 5o [Slis the initial state;
e tag : S - {F-possible, F-impossible}.

By analogy, the set of traces T races(—F) can also be rep-
resented by a machine M (=F) (see [Chanthery and Pencolé,
2009] for details). Both machines M (F) and M (=F) can be
used as a monitor of the system and determine at any time
whether the current sequence of observations is a trace of F
or not. For instance, if M (F) is in state S after observing the
sequence 0 with tag(s) = F-possible then o [Tlraces(F),
if tag(s) = F-impossible then o [ Traces(F). The clas-
sical diagnoser [Sampath et al., 1996] can be trivially char-
acterised by the synchronous product of the set of machines
M (F),F = [Pencolé et al., 2006].

4 Active Diagnosis

This section extends the classical framework in order to per-
form active diagnosis on DES. The proposed active diagnoser
takes into account the fact that at a given time, it may be pos-
sible to act on the system and get a better diagnosis if such an
action is performed. As shown in Figure 1, the purpose of the
active diagnoser modelled by the machine A is firstly to pro-
vide a diagnosis for any observable situation (like any other
diagnoser) and secondly to provide information about how
useful the trigger of an active diagnostic session could be.
Furthermore, it provides the input data as a planning problem
P to a planner that could plan actions for refining the diagno-
sis (see Section 5).

4.1 Model extension for active diagnosis

From the system model point of view, an action performed by
the controller is represented as a controllable event [Ramadge
and Wonham, 1989].

Definition 4 (Action) Anaction is an event of the system that
occurs only if the controller of the system performs the action.

In the following, we suppose that the controller notifies the
diagnoser about the performed action which means that any
action is actually fully observed by the diagnoser (Figure 1).
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Let 25 [31be the set of available actions on the observed
system modelled by (G, Obs) then it follows that:

fall>h, (a [=) C(@bs(a) = a)

in other words >4 [=}.

Finally, in order to ensure that the controller is always able
to perform an action on the system, the study of the active di-
agnosis problem is restricted to the subclass of discrete-event
systems in which the following hypothesis holds.

Hypothesis 1 From any state x [X, it is always possible
to perform an action a 31, after the occurrence of a finite
sequence of reactive events e [ 21\ Z,.

In the case that this hypothesis does not hold, it means that
the system can reach a state from which the controller cannot
perform any more actions. In this case, the active diagnosis
problem has trivially no solution.

For the sake of readability, the definition of the active di-
agnoser A is decomposed into two steps. First, we introduce
a specialised active diagnoser A(F) for a given fault F and
then present the active diagnoser as the union of these spe-
cialised diagnosers.

4.2 Specialised active diagnoser

The challenge of active diagnosis is to refine diagnosis by
pruning ambiguities about the presence or the absence of
faults at a given time by acting on the system. The defini-
tion of the diagnoser A(F) relies on the following facts:

1. if there is an active solution for diagnosing the fault F
with certainty then this solution produces an observ-
able trace that necessarily belongs to Traces(F) \
Traces(—F);

2. if there is an active solution for diagnosing the absence
of the fault F with certainty then this solution pro-
duces an observable trace that necessarily belongs to
Traces(—=F) \ Traces(F).

Let M (F) = (Sl, 2o, 01, So1, tagl) denote the
machine representing Traces(F) and M(=F) =
(S2, 25,062,502, tagz) denote the one of Traces(—F),
the active diagnoser is then obtained by synchronising the
machines M (F) and M (=F) on the observable events.

Definition 5 The active diagnoser of F is the complete de-
terministic finite-state machine A(F) = (S, 2, 9, So, tag)
where:

e S =S, xS, is the set of states;
e 2, is the set of observable events;
e §:S x>, - Sisthe transition function:

[sd [Sh,s, [Sh,0 [ 2,
0((s1,S2),0) = (81(s1,0), 62(s2,0));

e So = (So1, So2) is the initial state;

tag : S - {F-safe, F-sure, F-discriminable,
F-undiscriminable, nonAdmissible} is incrementally
defined as follows, [S¥= (s1,S,) [CSI:
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1. if tagi(s1) = F-possible and tagx(s;)
=F-impossible then tag(s) = F-sure;

2. if tagi(sy) = F-impossible and tag,(sz)
=F-impossible then tag(s) = nonAdmissible;

3. if tagi(s1) = F-impossible and tag,(sz)
=F-possible then tag(s) = F-safe;

4. if tagi(s1) = F-possible and tagx(sz)
=F-possible, two cases hold:

(a) if there exists a sequence of transitions from
s to a state s”such that tag(s) = F-sure
or tag(sy = F-safe, then tag(s) =
F-discriminable;

(b) else tag(s) = F-undiscriminable.

From this definition can be directly derived the following
results, for any state s of A(F):

Theorem 1 1. tag(s) = F-sure = for any observable se-
quence o such that (5, ) = s, for any sequence of
events w of the system G such that Obs(w) = o, F [O;

2. tag(s) = F-safe = for any observable sequence g such
that (50, 0) = s, for any sequence of events w of the
system G such that Obs(w) = o, F [Iw;

3. tag(s) = F-discriminable = for any observable se-
quence o such that 85y, 0) = s, for any sequence
of events w of the system G such that Obs(w) = o,
there exists at least one finite sequence of observable

gvents 0s . ¢ such that 8, 05 s) = stand tag(s§ 1

{F-sure, F-safe};

4. tag(s) = F-undiscriminable = for any observable se-
quence o such that §(5y, ) = s, for any sequence of
events w of the system G such that Obs(w) = g, there is
no finite sequence of observable events 0s_ ¢ such that
058,05 ) = stand tag(sY {F-sure, F-safe}.

4.3 Active diagnoser

Let F1, ..., Fn be the set of anticipated faults, let A(F;) =
(Si, Zo, 6i, Soi, tag;) be the active diagnoser of fault Fj. The
active diagnoser A of G is then defined as the union of spe-
cialised diagnosers as follows. For any sequence of obser-
vations 0, the specialised diagnoser A(F;) reaches the state
Sj with a tag tag(sj). The result of the active diagnoser A
after observing o is then: S = Sp,...,Sn and tag(s) =
{tag(s1), . ..,tag(sn)}. The active diagnoser then provides
the following pieces of information:

1. Current diagnosis: for any fault F it provides the current

status about the presence of F. For instance, if [11[ ]

{1, ..., n}, the status of Fj is safe, it means that no fault
has occurred.

2. Status of active diagnostic session: it provides a general
view about how useful the trigger of an active diagnos-
tic session is. The optimal goal of such a session is to
disambiguate between the presence and the absence of
any fault F such that tag(s) contains F-discriminable
if possible (see next section for details). If there is a
plan of actions that reaches these goals, its execution is
necessarily represented as a sequence of transitions from
state S to a state S"such that tag(s") contains F-sure or
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F-safe. Any execution from state S to the state sPthat
contains nonAdmissible is not admissible by G.

5 Planning for diagnosis

5.1 Background about mission planning

The mission planning problem is described in [Chanthery et
al., 2005] or [Meuleau et al., 2009]. An autonomous system
must act autonomously for achieving a set of objectives in
an uncertain environment. Each objective has an associated
reward that depends on the operator interest. This problem
is known as an over-subscription planning problem [Smith,
2004]. In this problem, it is infeasible to achieve all objec-
tives. The mission planning system must choose a feasible
subset of these that can be achieved within the time and re-
sources limits and that maximizes expected return.

5.2 Planning for diagnosis problem formulation

The last section allows us to obtain the active diagnoser
A = (S,3,,8,50,tag). Suppose that A reached a state s'
where it exists at least one i in {1, . .., N} such that tag(s') =
(..., Fj-discriminable,...). Then by Theorem 1: there ex-
ists at least one finite sequence of observable events 0 such
that 3¢5, 0) = sMand tagi(sf) [{Fi-sure, Fj-safe}. Let
Tl be the sequence of actions resulting from the projection of
0 to 25, then Tl is a possible sequence of actions for decid-
ing whether F; has certainly occurred or not. The planning
problem is to choose the best admissible sequence of actions
to perform in this case in order to refine the diagnosis.

For the sake of readability, the formulation of the planning
problem is decomposed into two steps in the same way that
the active diagnosis. First, we formulate the problem for one
fault F and then present the entire planning problem.

Planning problem for a single fault

Suppose that A reached a state s' for which it exists only
one F that is tagged F-discriminable; the other faults F;j
are tagged Fj-sure or Fj-safe. Then the set of admissible
sequences of actions for diagnosing F with certainty is con-
tained in APg where:

APE = {m,|[G]5(s', 0) = s
sis tagged F-sure or F-safe}

By Theorem 1:

Proposition 1 If it exists a sequence of actions that can be
performed by the system and that refines the diagnosis, it is
in APE.

The objective here is to reformulate the problem into a clas-
sical planning problem. Thus, we decide to define the prob-
lem as a tuple P = (s, S, A, T, Goal, C) where the follow-
ing pieces of information are extracted from the active diag-
noser:

« the initial state S; is S';

e A=12y

e S the finite set of states of Z\;

e T:SxAxS - {0,1}is the transition function:
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— T(s,a,sY = 1 if stcan be reached when a is per-
formedin s, i-e s s = @;
— T(s,a,sY = 0 otherwise ;

e The set of goal states Goal = {s™ [ such that sis
tagged F-sure or F-safe};

e C acriterion to minimize.

The planning problem may be formulated as follows: find-
ing a conditional plan of the type:

action;
if observation; then action;
else if observation, then action,. ..,

that will perform one of the sequences:

< action; actiony, ... >; < action; actiony, ... >, know-
ing that at least one of them leads the diagnoser from S; to
a state S, [CGQoal, minimizing a criterion C and respecting
resources constraints. The conditional plan can be seen as a
tree. Note that actions, actiony, ...could also be sequences
of actions, followed by an observation.

Definition 6 A plan is admissible from s; iff resources con-
straints are respected and if it performs at least one sequence
of actions {@j+1, &j+2,...,ap} such that it exists s, [Goal
for which

A +1,...,p} T(Sk—1,8k,Sk) =1

General planning problem

Suppose that A reached a state s' for which there exists a
subset D [{1,...,n} such that for all i in D, s' is tagged
Fi-discriminable and for all j in {1,...,n}\D,s' is tagged
Fj-sure or Fj-safe. Then the set of sequences of actions for
diagnosing all the Fj for which i is in D with certainty is
contained in AP where:

AP = {n,|[G)é(s', 0) ="
D, sHis tagged F;-sure or Fi-safe}

The set AP may be the empty set. Actually,

Proposition 2 The set of sequence of actions that are admis-
sible for diagnosing all the F; for which i is in D is contained
in the intersection of the APg, sets.
1
APE,.
i1

AP =

The reformulation of the problem into a classical plan-
ning problem is a tuple P = (sj, S, A, T, Goal, C) where
Si, S,A, T and C are the same as the one of the planning
problem for a single fault and Goal is defined by

Goal = {s"”Slsuch that I {1,...,n},
if s is tagged Fj-discriminable
then s’ is tagged Fj-sure or F;-safe}.

The planning problem remains the same.

'T(s,a,s5 = 0 in particular if a is an action that cannot be
performed in s for security or physical reason.
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5.3 Planning algorithm

The problem of the search of the optimal tree can be formu-
lated as a search in a AND/OR tree [Nilsson, 1998]. We
use an iterative depth-first search that explores the graph as
it was an AND-OR tree where OR nodes correspond to sys-
tem states and AND nodes correspond to actions. We choose
a depth-first search approach because once the first plan has
been computed, the algorithm is any-time. So, even if all
branches of the AND-OR tree are not explored for time rea-
son, there exists an admissible plan. Finally, we come back
to a widely studied problem, even in the diagnosis area that
is the search in an AND-OR tree [Pattipati and Dontamsetty,
1992] excepted that the plan has to respect resources con-
straints. The problem is to determine the optimal solution
tree in the AND-OR tree. This problem is NP-complete. The
planning algorithm should use a heuristic search in order to
choose the best action to perform in case of multiple choices,
as in the AO* algorithm [Olive et al., 2003] and prune the
search tree. The heuristic function should be an easily com-
putable estimation of the criterion from the current state to a
goal state. The solution is a tree that we call the tree plan.
The on-line planning algorithm consists in these steps:

1. According to the active diagnoser, compute an AND-OR
graph that is the entry of the planning problem;

2. Find the best tree with the heuristic iterative depth-first
search algorithm. Send this tree to the controller that
applies it;

3. If tree plan succeeds, i-e that the current state of A is in
Goal, then END (Situation 1). The tree plan could fail
for several reasons:

» after an action, the active diagnoser is a state S
where a fault is tagged F-undiscriminable. Then
the tree plan fails and there is no possibility to re-
fine the diagnosis, so END (Situation 2).

* The tree plan is reduced to a limited number of
actions and after the last action, the active diag-
noser is in a state S where some faults are tagged
F-discriminable. Then the tree plan fails but the
process could iterate in (1) (Situation 3).

5.4 Criterion

In this paper, we propose to formalize a single aggregate ob-
jective function. The following criteria should be taken into
account: Similarity between the results of the active diagnosis
plan and the mission plan (a plan that performs a sequence of
actions that finally leads the system to a state that is compati-
ble with the mission achievement should be preferred. Simi-
larly, a plan that performs a sequence of actions that is an ob-
stacle to the mission achievement should be discarded); fault
criticity; action cost.

Actions of A are separated into 3 types: repair actions: re-
pairing a fault may involve one or more actions; replan ac-
tions: they represent computational actions; other actions:
like move, observe, transmit information, etc. These actions
are used for the achievement of the mission. This set of ac-
tions is denoted Am.
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Costs and rewards
The considered costs are the following:

e Each action a [CAly, has a cost C4 > 0;

e Faults may be repairable or not [Cordier et al., 2007].
For each fault F, this is modeled by a variable Q@ such
that = = 1if F is repairable; @ = O otherwise. Each
fault may be repaired with a cost Crepair. > 0. For a
fault F that is non repairable, Crepair. = ©°.

e The cost of replanning from a goal state s”depends of
the similarity between this active diagnosis goal and the
states included in the mission plan defined in subsection
5.1. Because of the difficulty to determine the state st
it is supposed that the cost of the replanning action is
constant, equal to Cyeplan = 0.

Let O be the set of possible objectives of the mission. Each
objective 0 O has an associated reward Ry, > 0.

Criterion and constraints

The idea is to use a criterion that is similar to the one for mis-
sion planning. Let TJ" be the sequence of actions performed
by the system for achieving its mission from a state s' to a
state s and O™ the subset of O that is really achieved if this
sequence of actions is performed. We recall that the mission
planning criterion from a state s' to a state s is the following:

Ca - Ro)
o[@m

under the time and resources constraints

In the same way, it is possible to define the planning for
diagnosis criterion from a state s' to a state s") Ty is the
sequence of actions performed by the system for refining di-
agnosis from s' to a state s”

I:Imin(Costs — Futurer)

under the time and resources constraints

where Costs represents the costs of actions and Futureg
represents an evaluation of the future rewards. If s© ¥ Qoal

then: 1
Costs = Ca

almd

If sY CQoal then let Dy be the subset of faults F such that
S is tagged F -sure. Costs may be separated into 3 types:

* Costs due to actions in A, that are in the sequence Tg.
This set of actions is denoted AP!;

* Costs due to reparation if it is possible;

* Costs due to replanning.

Costs = Ca+ OF Crepaire + Creplan
arAR F D1
As it is not easy to evaluate the future rewards, we use a

heuristic that gives the possible maximum reward. Let O'
be the set of objectives already achieved before s', let O
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be the set of objectives that may be achieved knowing that F

occurred. Then
1 1
Ro + (1 —oF) Ro)
o [OE\O!

Futureg = (0=

F D} o [OM\O!

The use of future rewards allows to take into account the
criticity of the fault.

6 Integrating Active diagnosis into an
on-board architecture

To sum up the previous sections, three modules should co-
operate at the decision level for autonomous systems. Two
modules have been defined for refining the diagnosis:

« The active diagnoser monitors the system and detects
situations where it is useful to trigger an active diagnosis
session;

e The planner for diagnosis takes as input a planning
problem P given by the active diagnoser and compute
a tree plan for refining the diagnosis.

The mission planner takes as input the current state of the
system and computes a mission plan that achieves a feasible
subset of objectives within the time and resources limits and
that maximizes expected return.

These three computational tasks have to be integrated in
an on-board architecture. For dealing the conflicts that could
appear, an execution control level has to be introduced.

6.1 The execution control level

The concept of execution control level was introduced by
[Alami et al., 1998] in the framework of autonomous mo-
bile robots architectures. The role of the execution control
level is to handle the conflicts between different functional
modules and to maintain a logical description of their op-
erating states. Several tools [Fleury et al., 1997], [Barbier
et al., 2006] exist in the literature for designing the exe-
cution control level. These tools allow to design complex
on-board architectures such as autonomous mobile robots or
satellites, that require the integration of heterogeneous oper-
ational functions with various real-time constraints and algo-
rithm complexities (mission planning, diagnosis, active di-
agnosis, guidance algorithm, trajectory computations, etc.);
an homogeneous integration of these functions in the control
architecture which requires coherent and predictable behav-
iors (starting, ending, error handling), and standard interfaces
(control, parameterization, data flow).

In this article, we choose to design the execution control
level with the ProCoSA tool because it allows to specify the
links between modules and to manage their interactions.

6.2 The ProCoSA tool

In an architecture designed with ProCoSA, modules encap-
sulate functions that are dynamically started, interrupted or
(re)parameterized upon asynchronous requests sent to the
modules. Modules are so standardized servers that man-
age the execution of a set of functions or algorithms on a
host machine. They can deal with several functions, syn-
chronous or asynchronous, and execute several treatments in
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parallel. When a treatment ends, the module answers in an
asynchronous way to the module that sent the request. This
answer is an event. The data-processing components of the
deliberative part of the vehicle such as a planning algorithm
or active diagnosis are thus implemented as on-board mod-
ules. Off-line, ProCoSA allows to model the execution level
as a Petri net by means of a convivial graphic user interface.
It also generates an on-line controlling net in presence of con-
straints on the marking of a Petri net. In an architecture de-
signed by ProCoSA, an automaton, called the Petri Player,
manages on-line the update of the Petri nets marking.

The real-time level of this language will depend on the ap-
plication; in this work, the architecture behaves like a soft
real-time system. Indeed, there is no guarantee on time re-
sponse mainly because ProCoSA internally uses a socket
communication protocol and events treatments depend on the
Petri Player state.

An original functionality of the ProCoSA Petri nets is
the possibility to assign events and requests to transitions.
Thanks to this functionality, the modules are integrated in the
architecture in a coherent and homogeneous way: a transition
is fired if the marking validates it and if an assigned event
occurs. The crossing of this transition produces the assigned
requests. These requests are either events toward other tran-
sitions or requests toward a module. Finally, modules can
produce events.

6.3 Conflicts between planning for diagnosis and
mission planning management

The solution proposed for dealing the conflicts between plan-
ning for diagnosis and mission planning is to stop the execu-
tion of the mission plan if the active diagnoser detects an am-
biguous state that needs to be disambiguate. After that, the
execution controller has to open a session of active diagno-
sis, apply the plan for diagnosis, repair if required, then close
the active diagnosis session and launch a mission replanning.
This solution is illustrated on Figure 2.

On the right of the figure, there are the three functional
modules implied in the conflicts management: active diag-
noser, planner for diagnosis and mission planner. The Pro-
CoSA tool is used to specify the links between them and to
manages their interactions thanks to the Petri net on the left of
the figure. At the beginning, the system performs its mission.
Then the active diagnoser detects a situation where an active
diagnosis session is useful. It sends a message “ambiguous
state””: the execution controller stops the execution of the mis-
sion and sends a request of planning for diagnosis, associated
with the problem P provided by the active diagnoser. The
planner for diagnosis finds the best tree plan and sends it to
the controller. The place ”ACT FOR DIAGNOSIS” embod-
ies the application of the tree plan. There are three possible
situations described in Section 5.3:

* (Situation 1) The tree plan succeeds: the system is in a
state where all faults are tagged F -sure or F-safe. Then
the controller sends a request to the mission planner to
replan with the new mission context. The new plan may
include repair actions.

e (Situation 2) The tree plan fails and there is no possibil-
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Figure 2: Conflicts management between mission planner
and active diagnosis

ity to refine the diagnosis: the active diagnosis session
has to be closed. The execution controller sends a re-
quest to the mission planner to replan with a degraded
and uncertain mission context.

e (Situation 3) The tree plan fails but the active diag-
noser detects a state where some faults are still tagged
F -discriminable, the execution controller sends a new
request of planning for diagnosis, associated with a new
problem P provided by the active diagnoser.

If the mission planner is requested, it replans the mission and
sends the best mission plan to the execution controller that
controls its execution.

Several problems remains open :

* What is the criterion used by the controller for suspend-
ing the mission plan execution? Actually, the solution
that consists in stopping the mission plan execution each
time the active diagnoser detects an ambiguous state
could imply that the mission is never performed. This
criterion should help the execution controller to find a
trade-off between refining the diagnosis and performing
the mission.

* What is the criterion used by the controller for abandon-
ing the active diagnosis session if (Situation 3) arrives
more than once? If the plan for diagnosis fails again and
again, a criterion should help the execution controller to
chose between replanning for diagnosis or abandon the
active diagnosis session. If the active diagnosis session
fails, it is still possible to replan the mission under un-
certainties.

» Are the repair actions a part of active diagnosis or a part
of the actions chosen by the replanning? Because of
our definition of Goal, the repair actions are rejected
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in the mission replanning. The advantage is that even
if a repairable fault is detected, the mission planner may
choose a plan that not repair this fault because it is not
worthwhile for the rest of the mission.

7 Conclusion and future works

This paper defines the concept of active diagnosis for
discrete-event system without reducing the number of possi-
ble actions performed by the controller. This point is crucial
for autonomous vehicles that realize a mission. The formal
definition of an active diagnoser and the implementation of its
generation in the framework of finite-state automata provide
solid foundations for further works. This paper shows how
the active diagnoser can be transformed into a planning prob-
lem and gives some key ideas for its resolution. It presents
how the active diagnoser is integrated in an on-board archi-
tecture and how it is linked with the mission planner.

In the future, we will focus on how to embed an algorithm
that provides the capability of an active diagnoser, for exam-
ple using the techniques proposed in [Pencolé et al., 2006].
Moreover, another idea is to interleave active diagnosis and
mission planning in creating “artificial” objectives with re-
ward. The mission planner will have to choose between per-
forming actions for achieving real objectives or for refining
the diagnosis regarding the underlying rewards.
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Abstract

Today’s complex production systems allow to si-
multaneously build different products following in-
dividual production plans. Such plans may fail due
to component faults or unforeseen behavior, result-
ing in flawed products. In this paper, we propose a
method to integrate diagnosis with plan assessment
to prevent plan failure, and to gain diagnostic in-
formation when needed. In our setting, plans are
generated from a planner before being executed on
the system. If the underlying system drifts due to
component faults or unforeseen behavior, plans that
are ready for execution or already being executed
are uncertain to succeed or fail. Therefore, our ap-
proach tracks plan execution using probabilistic hi-
erarchical constraint automata (PHCA) models of
the system. This allows to explain past system be-
havior, such as observed discrepancies, while at the
same time it can be used to predict a plan’s re-
maining chance of success or failure. We propose a
formulation of this combined diagnosis/assessment
problem as a constraint optimization problem, and
present a fast solution algorithm that estimates suc-
cess or failure probabilities by considering only a
limited number K of system trajectories.

1 Introduction

As the market demands for customized products, the indus-
try struggles to implement production systems that demon-
strate the necessary flexibility while maintaining cost effi-
ciency comparable to highly automated mass production. The
need for human workforce for the setup, the development of
processes and quality assurance systems is a main cost driver
in automated production. The high costs can typically only be
amortized by very large lot sizes. For small lot sizes as found
in prototype and highly customized production, human work-
ers are still unchallenged in flexibility and cost by automated
systems. To facilitate the emergence of mass customization,
levels of flexibility similar to the flexibility of human workers
must be reached at prices only highly automated systems can
achieve.

“his work is supported by DFG and CoTeSys.

Yannick Pencolé, Thierry Vidal, and Roberto Micalizio, Editors.

Lukas Kuhn
PARC
Palo Alto, USA
Lukas.Kuhn@parc.com

The German research cluster ”’Cognition for Technical Sys-
tems” [Beetz et al., 2007] was founded to understand human
cognition and make its performance accessible for techni-
cal systems. Future technical systems are expected to act
robustly under high uncertainty, reliably handle unexpected
events, quickly adapt to changing tasks and own capabili-
ties. A key technology for the realization of such systems
is automated planning combined with self-diagnosis and self-
assessment. These capabilities can allow the system to plan
its own actions and also react to failures and adapt the behav-
ior to changing circumstances.

From the point of view of planning, production systems are
a relatively rigid environment, where the necessary steps to
manufacture a product can be anticipated well ahead. How-
ever, from a diagnosis point of view, production systems typ-
ically have only few available sensors, and therefore it can-
not be reliably observed whether an individual manufactur-
ing step went indeed as planned. Instead, this becomes only
gradually more certain while the production plans are being
executed. Therefore, in the presence of faults or other unfore-
seen behavior, the question arises how likely it is that plans
that are ready for execution or already being executed will
succeed, and whether it is necessary to revise a plan or even
switch to another plan.

To address this problem, we propose in this paper a model-
based capability that estimates the success probability of pro-
duction plans in execution. We assume that a planner pro-
vides plans given a system model. A plan is a sequence
of action and start time pairs where each action is executed
at the corresponding start time. Whenever the system pro-
duces an observation, it will be forwarded to a module that
performs simultaneous plan assessment and plan prognostic
using probabilistic hierarchical constraint automata (PHCA)
models [Williams et al., 2001] of the system. We propose a
formulation of this problem as a soft constraint optimization
problem [Schiex et al., 1995] over a window of N time steps
that extends both into the past and the future, and present a
fast but approximate solution method. The resulting success
or failure prognosis can then be used to autonomously react
in different ways depending on the probability estimate (for
instance, continue with plan execution, discard the plan, or
augment the plan by adding observation-gathering actions to
gain further information [Kuhn et al., 2008]).

In the remainder of the paper, we first motivate the ap-

The IJCAI-09 Workshop on Self-* and Autonomous Systems: reasoning and integration challenges (SAS-09), July 13, 2009, Pasadena,

California, USA.



52 Integrated Diagnosis and Plan Assessment for Autonomous Production Processes

Figure 1: Effects of milling tool deterioration until breakage
in machining. Image (c) Prof. Shea TUM PE

proach informally with an example, and then present our al-
gorithmic solution and some experimental results.

2 Example: Metal Machining and Assembly

At TUM, a customized and extended Flexible Manufacturing
System (FMS) based on the iCim3000 from Festo AG is in-
stalled for evaluation purposes (see figure 4). It resembles a
typical setup for fully automated manufacturing and assembly
of small products made from machined metal. The system
consists of a conveyor transport and three stations: storage,
machining (milling and turning), and assembly.

All products are transported on custom pallets which can
be handled by the stations’ robots and the pallet carriers of
the palletized conveyor transport. For the handling of pallets
and parts at the assembly and machining stations, Mitsubishi
RV3SB robots are used. A linear three axis storage robot
is used for handing over pallets between the storage buffers
and pallet carriers on the conveyor. Machining capabilities
are provided via a milling and a turning machine, which are
loaded by a robot mounted on a linear axis enabling it to travel
between the two CNC machines and the conveyor stopper po-
sition. The setup was recreated in a physical 3D simulation'
in order to facilitate software development and testing.

For our model-based method, we need a model of this
manufacturing system which allows to track system behavior
over time, including unlikely component faults. The model is
shown in figure 2. We model the setup using the probabilistic
hierarchical constraint automata (PHCA) framework, which
we explain in detail later. In our example we use a simplified
setup consisting only of a milling and an assembly station.
Both components have an idle state and a work state. The
milling station model can transition to a “drill blunt” com-
posite state, where its behavior is basically unchanged, but
abrasions are caused during operation due to a blunt drill.
Also, in this state it’s very probable (probability 0.5) that the
drill breaks, leading to a failure state. The assembly station
model contains a composite state which models occasional
abrasions, occurring in each time step with probability 0.2.

Two products are being produced using a single production
plan Pprog: (1) a toy maze consisting of an alloy base plate
and an acrylic glass cover, held together by pins, and (2) an al-
loy part of a robot arm (see figure 3), which is used in manual

'Based on Gazebo, http://playerstage.
sourceforge.net/gazebo/gazebo . html(March, 2009).
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Figure 3: The robot arm product. (c) Prof. Shea TUM PE

assembly later. The production plan Pproq consists of these
steps: (1) drill holes and maze into base plate, (2) assemble
base plate and cover (3,4,5,6) mill robot arm part.

All steps require a single time step, except for the milling
of the robot arm part, which can take up to four time steps
(yielding variations of Pprog). Thus the plan takes 2 - 6 time
steps (starting at t = 0 and ending at t = 6 at its latest, with
the last step starting at t = 5). To keep the example sim-
ple, we did not model transportation events, such as conveyor
belts or robot arms fetching parts from the storage shown in
figure 4.

The plan is considered successful if both products are
flawless. A product is flawless only if the product qual-
ity is ok, modeled through a model variable PF® []
{OK,FAULTY } (see figure 2). In the example, a prod-
uct is flawed only if the drill of the milling station breaks
(PF® = FAULTY). In other words, as long as the drill
doesn’t break, the production plan will succeed.

A vibration sensor at the assembly station allows partial
binary observations of the form “abrasion occurred” and “no
abrasion occurred”. Abrasions may occur in the milling sta-
tion due to a blunt drill or in the assembly station due to rough
assembly steps. The observation is partial because the sen-
sor doesn’t differentiate between these two causes. The drill
going blunt is slightly less likely than an abrasion occurring
in the assembly. Abrasions in the assembly don’t affect the
plan; a blunt drill however is likely to break and then ruin any
milled products (see figure 1).

In our scenario, after the second plan step (assembling the
maze base plate and its cover) at t = 2 an abrasion is observed
(Abrasion®® = OCCURRED). Two hypotheses can ex-
plain this observation: (a) the abrasion occurred within the
assembly, or (b) a blunt drill caused an abrasion in the milling
station. Hypothesis (a) is slightly more likely than (b). How-
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Figure 2: Simplified PHCA of the manufacturing system. Two components are modeled as parallel running complex locations
(indicated by dashed borders): a milling station and an assembly station. Variables appearing within such a location are local
to this location. mill.cmd refers globally to the command variable cmd within complex location mill. The dependent variable
PF® [{OK,FAULTY } models the product feature. In this example, a broken drill deteriorates the product feature beyond
usability (PF® = FAULTY ), which means that the production plan fails. A single observation is possible: whether an
abrasion has occurred (Abrasion® = OCCURRED) or not (Abrasion®® = NONE). An abrasion may be caused by a

blunt drill in the milling station or within the assembly station.

ever, (b) contains the possibility of a fatal breakdown (drill
breaks). The question for the planner now is: How likely is it
that the current plan still succeeds?

In the following, we describe a method which computes
this likelihood by estimating most likely states from past ob-
servations, while at the same time it assesses the remaining
success probability by projecting the current production plan
into the future. Before we describe our method in detail, we
examine the necessary prerequisites.

3 Modeling System Behavior with PHCA

Probabilistic hierarchical constraint automata (PHCA) were
introduced in [Williams et al., 2001] as a compact encoding
of Hidden Markov Models (HMMs). These automata have
the required expressivity to uniformly model both proba-
bilistic hardware behavior (e.g., likelihood of component
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failures) and complex software behavior (such as high level
control programs).

Definition 1 (PHCA)
A PHCA isatuple < 2,P=,MN,0,Cmd,C, Pt) >, where:

* > is a set of locations, partitioned into primitive loca-
tions >, and composite locations X¢. Each composite
location denotes a hierarchical, constraint automaton. A
location may be marked or unmarked. A marked loca-
tion represents an active execution branch.

P=(=i) denotes the probability that =; [Xlis the set of
start locations (initial state). Each composite location I;
[3]. may have a set of start locations that are marked
when |; is marked.

e [1is a set of variables with finite domains. C[[1] is the
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Figure 4: The hardware setup used for experimentation,
showing storage, transport, robot and machining components.

set of all finite domain constraints over 1.

O [ITlis the set of observable variables.

Cmd [ITlis the set of command variables.

C: X - C[M] associates with each location I; [2] a
finite domain constraint C(l;).

Pt (l;), for each l; [3,, is a probability distribution
over a set of transition functions T : Z,()t) = C[M® -

22D Bach transition function maps a marked loca-
tion into a set of locations to be marked at the next time
step, provided that the transition’s guard constraint is en-
tailed. We denote the set of all transitions as T , and the
guard of a transition T [T as G(T), where function
G : T — C[M] maps transitions to their guards.

Definition 2 (PHCA State)
The state of a PHCA at time t is a set of marked locations
called a marking m® [>]

The example PHCA shown in figure 2 illustrates the PHCA
definition. The main factory components mill and assembly
are encoded as top level composite locations. A dashed bor-
der indicates that locations may be marked at the same time,
which means they can run in parallel. There is a third top level
location at the bottom of figure 2 whose behavioral PHCA
constraint encodes that an observed abrasion is caused by
one of the two components or both. Behavioral and guard
PHCA constraints express which observations and commands
are consistent with which locations and transition guards.
Primitive locations are for example mill.idle and mill.drill,
which encode the milling station being in an idle state and
working on a piece. An example for an observable variable
is Abrasion, which encodes whether an abrasion has oc-
curred or not. The dependent variables mill.Abrasion and
assembly.Abrasion encode for each component whether it
caused an abrasion. A command variable is, e.g., mill.cmd.
It occurs in the guard PHCA constraint for transition idle —
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drill within composite location mill: mill.cmd = drill.
The transition is non-deterministic: Given the guard is sat-
isfied, it is taken with probability 0.9. The remaining possi-
bility ( completing the conditional probability distribution) is
the transition from idle to the composite location drill blunt,
which has the same guard and is taken with probability 0.1.

4 Plan Tracking as Constraint Optimization

Plan assessment requires tracking of the system’s plan-
induced evolution. In our case, it means tracking the evolu-
tion of PHCA markings. In previous work [Mikaelian et al.,
2005] we introduced an encoding of PHCA as soft constraints
and casted the problem of tracking PHCA markings within an
N -stage time window as a soft constraint optimization prob-
lem [Schiex et al., 1995]. The solutions to this problem are
the most probable trajectories (sequences of markings) within
this time window. In the following, we recap this encoding
and show how the problem of tracking plans is formulated
as constraint optimization problem based on an encoding of
a PHCA model, available observations, and the production
plan as soft constraints.

4.1 Encoding of PHCA Models as Probabilistic
Constraints

The PHCA model is encoded as variables and constraints of
a probabilistic variant of a constraint optimization problem
(COP), which is defined as follows:

Definition 3 (Constraint Optimization Problem) A Proba-
bilistic Constraint Optimization Problem (COP) R is a triple
(X, D, C) where X = {Xj, ..., Xn}is a set of variables with
corresponding set of finite domains D = {D4, ..., Dp}, and
C ={C4,...,Cpn}is aset of constraints (Sj, Fj) with scope
Si = {Xij1,...,Xijk} [XA and a constraint function Fj :
Dj1 % ... %< Dijk — [0, 1]. The constraint function maps par-
tial assignments of variables in S;j to a probability value in
[0, 1]. Given variables of interest (solution variables) Y [X1
a solution to the COP is an assignment to Y that has an exten-
sion to all variables X that maximizes the global probability
value in terms of the functions F;j.

The PHCA model encoding as a probabilistic COP consists
of:

« Set of variables X rI® X&), for t = 0..N,

where Xg) = {Lgt), . qut)} is a set of variables that
correspond to PHCA locations l; =1 M® is the set of
PHCA variables at time t, and xX® = {Egt), E,(f)}

Exec
is a set of auxiliary variables used for encoding the ex-
ecution semantics of the PHCA within an N-step time

window.

e Set of finite, discrete-valued domains Dx, [CDpn [
Dxg,o.» Where Dx; = {Marked, Unmarked} is the
domain for each variable in Xs, Dp is the set of do-
mains for PHCA variables ', and Dgxec is a set of do-
mains for variables Xgxec.

* Set of logical (hard) constraints R [Clthat include the
behavioral constraints associated with locations within
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the PHCA, as well as the encoding of the PHCA execu-
tion semantics.

e Set of soft-constraints which encode all probabilis-
tic features, such as the probability distribution P=
of PHCA start states and probabilities associated with
PHCA transitions Pr.

Hard constraints such as behavioral PHCA constraints are
represented by a soft constraint function F mapping (partial)
variable assignments disallowed by the constraint to 0.0 and
allowed assignments, or models, to 1.0. The optimal solu-

tions to the COP are assignments to solution variables Xg )
for {t,...,t + N}, representing the most probable PHCA
state trajectories. To avoid confusion, we refer to the behav-
ioral and guard constraints of a PHCA as PHCA constraints,
and COP (soft and hard) constraints simply as constraints.

Executing a PHCA, given a marking m®, means to iden-
tify possible target locations to be marked at t + 1, proba-
bilistically choose transitions and check consistency of ob-
servations and commands with transition guards as well as
behavior of the targets. Also, it involves checking for interde-
pendencies encoded in behavior PHCA constraints, e.g., that
an abrasion occurs iff an abrasion occurs in the mill or the
assembly. Finally, targets have to be marked correctly regard-
ing, among other things, the hierarchical structure of a PHCA
and initial marking.

These execution semantics are encoded as COP constraints
for single time points, consisting of consistency and marking
constraints, and for transitions between time points. The COP
consists of N copies of these constraints, corresponding to the
N time steps of the time window. Variables belonging to time
step t are marked by superscript (0. Marking constraints are
less important here, therefore we focus on consistency and
transition constraints.

PHCA constraints are local to locations (behavior) or tran-
sitions (guards), i.e., if inconsistent, they render a specific lo-
cation or transition impossible. In contrast, COP constraints
always globally refer to the complete model. If inconsistent,
no COP solution and therefore no PHCA trajectory exists.
This means PHCA constraints cannot be mapped directly to
COP constraints. The solution are consistency constraints:
they explicitly encode consistency of behavior and guards
by connecting the PHCA constraints with auxiliary variables
Behavior™, Guard{®
tions T at time t:
Behavioral Consistency: (01 CX0.N}, [0 &
Behavior®® = Consistent - C(L)®)

Transition Guard Consistency: (CE1C{0..N —1}, 11 T
: Guard® = Consistent = G(1)®)

Transition choice constraints encode, for a given location,
that a single outgoing transition may be probabilistically en-
abled at time t. All transitions are assigned auxiliary variables
{T®|t ID..N}} with domain {Enabled, Disabled}, en-
coding whether a transition T is possible in between t and
t + 1, regardless of guard satisfaction.

[ X Exec for locations L and transi-

Probabilistic Transition Choice:? ([EIC{0..N — 1}, [P1 1

*Where {T|Source(T) = P} is short for {T €
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[ mill.emd® | assembly.cmd® [ mill.emd® | p |
\ drill \ assemble \ drill [1.0 ]

Table 1: Command constraint for plan Pprog. Assignments
mapped to 0.0 are omitted as well as NOOpP commands.

5, (M LT |Source(T) = P} [PV = Marked -
(O I [Source(T) = P} : TM = Enabled C(ITH
({T|Source(T) = P} —{T}) : T™® = Disabled))]
[P® = Unmarked - ([0 C3T|Source(T) = P} :
T® = Disabled)]))

The probability distribution over all possible transitions is
represented by the following soft constraint function Fr+ with
scope St = {P®} E{]’i(t)|Source(Ti) = P}, mapping
each model M of the transition choice constraint to probabil-
ity values:

—1
FrMy=  Prob(T) if (Tf° : T® = Enabled)

T 1.0 otherwise

If a transition is enabled with some probability > 0, it’s
guard must be satisfied. This is encoded through transition
consistency constraints, which specify allowed assignments

to variables T® and Guard<®.

For a more in depth discussion of the COP encoding of
PHCAs we refer to [Mikaelian et al., 2005].

4.2 Encoding Plans as Constraints

We consider a plan P and its goal G. A plan is a sequence
of action and start time pairs P = ((a,0), (a, 1), ..., (a, n)).
The starting times here are simply represented by indices of
time steps. An action is an assignment to command vari-
ables Cmd® [TIY for the corresponding start time t, re-

ferred to by a®. For example ag?i“ and agts)sem |e Are as-
signments mill.cmd® = drill Cassembly.cmd® = noop

and assembly.cmdt = assemble Cmill.cemd® = noop.

55

P is then mapped to the following logical constraint: T[]

{0..N}:a®.

As an example table 1 shows the command soft-constraint
for plan Pprog = (@dril, dassemble, adrin) (with the second
drill operation consisting of only a single drill step) from the
example scenario.

Now we consider the plan’s goal, which is generally
to produce a flawless product. ~We encode this infor-
mal description as a logical constraint over product fea-
ture variables at the end of the execution, teng: G =
[PF (tena)  [RelevantFeatures(P) : PF(tnd) = OK.
RelevantF eatures() is a function mapping a production
plan to all product feature variables which define the product.
Each system component is responsible for a product feature
in the sense that if it fails, the product feature fails. In our
example, there is only a single product feature P F, which
is faulty if the drill is broken. The goal constraint for the
above mentioned plan (three time steps long) is accordingly
PF® =0OK.

T|Source(T) = P}.
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| Abrasion® | p |
[OCCURRED [ 1.0 |

Table 2: Constraint for observation Abrasion® =
OCCURRED. Assignments mapped to 0.0 are omitted.

4.3 Encoding Observations as Constraints

Observations made during the plan execution (such as the
occurred abrasion at t = 2) are added as soft-constraints
over observable variables in the PHCA. These constraints are
very similar to soft-constraints over command variables re-
sulting from production plans. An observation at time t is
basically encoded as an assignment to a corresponding ob-
servable variable: obsV ar® = obsValue. In our exam-
ple, an abrasion occurs at t = 2, resulting in the assignment
Abrasion®® = OCCURRED. These assignments can be
directly expressed as soft-constraint function, as shown in ta-
ble 2.

5 Solving Soft Constraints to Enumerate
Most Probable System Trajectories

Together, the three described soft constraint encodings
(PHCA model, plan, observations) form a COP that captures
the probabilistic behavior of the system over a horizon of N
time steps. The model encoding can be done offline, while
the plan and the observations have to be encoded and added
to the COP online. The solutions of the COP are system state
trajectories, or more precisely, PHCA marking trajectories,
which can be used to compute a plan’s success probability.

For a given plan P we enumerate the system’s K most
likely execution traces or trajectories as the k best solu-
tions to the COP. An execution trajectory is simply a se-
quence of markings for each time step, encoded as assign-
ment to location variables. These are the variables of inter-
est for our COP. For example, Table 3 shows the most likely
execution trajectory of the example PHCA, given produc-
tion plan Pprod = (adrill, @assemble, adrin) and observation
Abrasion® = OCCURRED.

The effect of the plan actions and the observations is that
these additional constraints render certain PHCA trajectories
impossible (zero probability). For example, the observation
of an abrasion renders impossible the trajectory which doesn’t
entail an observed abrasion. The goal constraint, however, is
not added to the COP, since adding this constraint would ren-
der all non-goal-achieving or plan failure trajectories impos-
sible. But these are needed for normalization in computing
the success probability, as we will see shortly.

The K-best enumeration is done by translating the gener-
ated COP (as part of the compilation step) into the WCSP
format as used by the soft constraint solver Toolbar [Bouveret
etal., 2004]. In the online step, we used a modified version of
Toolbar that implements mini-bucket elimination to generate
a search heuristic for the problem. The heuristic is used by a
subsequent A* search to enumerate the K-best solutions. This
approach is described in more detail in [Kask and Dechter,
1999].
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| time | marking

0 assembly.abrasion.idle(,_o), assembly.idle(,_o),
mill.idle®

1 assembly.abrasion.idle(,_l), assembly.idle(l_l),
mill.drill ™

2 assembly.abrasion.abrasion(,_z),

assembly.assemblel(_z), miII.idIe(,_Z)

3 assembly.abrasion.idle(,_3), assembly.idlef),

mill.drill®

Table 3: Most probable PHCA trajectory for production plan
Porod = (@drill, 8assemble; @drill), given an abrasion oc-

curred at t = 2. A shown variable Xl(_t) indicates a marking
of location L at time t.

6 Combining Plan Tracking and Prognosis

In the previous sections, we described a method to track plan
execution within an N-step time window based on a system
model and observations. To assess a plan’s probability of
success, we require not only to analyze past behavior, but
also to predict its evolution in the future. In principle, this
could be accomplished in two steps: first, diagnose the sys-
tem given the past behavior, and then predict its future behav-
ior given these diagnoses and the plan. However, this two-
step-approach leads to a problem. Computing a complete set
of diagnoses (belief state) is intractable in general, and thus
the first step must be replaced by some approximation (e.g.,
computing only k most likely diagnoses [Kurien and Nayak,
2000]). But if a plan uses a certain component intensely, then
the failure probability of this component is relevant for as-
sessing this plan, even if it is very low and therefore would
not appear in the set of most likely diagnoses. That is, the
plan to be assessed determines which diagnoses are relevant.

To address this problem, we propose a method that per-
forms diagnosis and plan assessment Simultaneously, by
framing it as a single optimization problem. The key idea
is as follows: The COP formulation (see previous section) is
independent of where the present time point is within the N -
step time window. It can be chosen to be the last time point
(window completely in the past, tracking only), the first time
point (window completely in the future, prognosis only), or
somewhere in the middle (tracking and prognosis combined).
In our case, we simply shift the time window just as many
time steps into the future as there are remaining future plan
actions, and choose the present time point accordingly. Now
solutions to the COP are trajectories which start in the past
and end in the future.

We then compute a plan’s success probability by summing
over system trajectories that achieve the goal. We cannot do
this exactly, again due to complexity reasons. Therefore, we
approximate the success probability by generating only the k
most probable ones. Since we have only a single optimization
problem now, we only have one source of error, compared to
two when explicitly computing the belief state and separately
predicting the plan’s evolution. Another advantage is that we
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can deal with delayed symptoms as described in [Kurien and
Nayak, 2000], since we don’t have to prematurely cut off un-
likely hypotheses.

6.1 Approximating the Plan Success Probability

We denote the set of all trajectories as © and the set of the
k-best trajectories as @7 A trajectory is considered suc-
cessful if it entails the plan’s goal constraint. We define
SUCCESS = {6 [O|[S1[R¢,,S Ivy=0: Fg(s) =
true}, where Rgo is the set of all solutions to the proba-
bilistic constraint optimization problem, S ly their projec-
tion on marking variables, and Fg(S) is the goal constraint.

SUCCESS s the set of successful trajectories among @

The exact success probability is computed as

P(SUCCESS|Obs,P) =
 I—|

P(8|Obs,P) =
0 [SWCCESS

b, 0bs,P)
8 [SWCCESS P (Obs, P)
L1 _p(, obs,P)

BrsugcEss ool (6,0bs,P)

o rgmeegss P (8, 0bs, P)
oo (8, Obs, P)

The approximate success probability
PHSUCCESS Obs,P) is computed the same way,
only SUCCESS is replaced with SUCCESS "dnd © with
ot

6.2 Algorithm for Plan Evaluation

Plans are generated by the planner and then advanced until
they are finished or new observations are available. In the
latter case the currently executed plan is evaluated using Al-
gorithm 1. It first computes the K-best solutions to the COP
using an external solver (Toolbar in our case). This results in
the K most probable trajectories. Then, using these trajecto-
ries, it approximates the success probability of plan P and
finally compares the probability against the two thresholds
Wsuccess and Wraij. Now we have to address one of three cases:
(1) The probability is above Wsyccess, 1.€. the plan will prob-
ably succeed, (2) the probability is below Wsajj, i.e. the plan
will probably fail or (3) the probability is in between both
thresholds, which means the case cannot be decided. In the
first case we simply continue execution. In the second case
we have to adapt the plan to the new situation. This is done
by REPLAN(P, ©5] which modifies the future actions of
P taking into account the diagnostic information contained
in @' The third case indicates that not enough information
about the system’s current state is available. As a reaction,
the procedure REPLANPERVASIVEDIAGNOSIS(P, O im-
plements a recently developed method called pervasive diag-
nosis [Kuhn et al., 2008]. It addresses this problem by aug-
menting a plan with information gathering actions. We don’t
detail the procedures REPLAN and REPLANPERVASIVEDI-
AGNOSIS here as it would exceed the scope of this paper.
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Algorithm 1

1: procedure EVALUATEPLAN(R = (X, D, C), Obs, P)
2: R’ ~ add constraints over Obs and P to R

3 OL K-best solutions of R’ for Y

4: p — PYSUCCESS"bbs, P)

5: if p > Wsuccess then return
6.
7
8

else if p < waj) then

stop execution of P
: REPLAN (P, O
9: else

10: stop execution of P
11: REPLANPERVASIVEDIAGNOSIS(P, @5/
12: end if

13: end procedure

7 Experimental Results

We ran experiments on the compiled COP of the example
PHCA and scenario described in section 2. The COP had
744 binary variables and 777 constraints. Generating the best
25 trajectories (which in our example includes all trajectories
with nonzero probability, allowing to compute the exact suc-
cess probability) in the online step took approximately five
seconds?.

First results indicate that the general plan assessment ap-
proach works as expected. Figure 5 shows the success prob-
abilities of small variations of Pprog from our example.
The variations make different use of the milling station (0
- 4 times). It can be seen that the more Pproq utilizes
the drill, the less probable the plan is to succeed. Further-
more figure 5 shows the effect of approximation. Decreas-
ing K in our k-best approach means that fewer trajectories
are enumerated and thus the approximate success probability
P YSUCCESSObs, P) deviates from the exact success
probability P (SUCCESS|Obs, P) (solid line) *.

8 Related Work

Similar to plan assessment is the problem of probabilistic
verification of model-based programs [Mahtab et al., 2004].
Given a high-level control program, a goal and a model of
a fault-aware system, composed of software and hardware
components (modeling the possibility of probabilistic fail-
ure), the problem is to determine the most likely circum-
stances under which the control program drives the system to-
wards a goal violating state. A plan can be understood as such
a high level control program. So in general, these problems
are similar: Predicting the behavior of a (non-deterministic)
system (soft- and hardware) driven by a plan, given certain
observations. However, our problem differs in that we are
interested in the set of all goal achieving system trajectories,
from which we derive the plan’s success probability, while for
the verification problem, only the single most probable goal
violating trajectories are interesting. So basically, we have to

0On a machine with a recent 2.2GHz dualcore CPU and 2 GB of
RAM.

4Computing the exact success probability was possible in our
relatively small example.
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Figure 5: Approximate success probability (y-axis) of plan
Pprod against varying usage of the milling station (0,1,2,
...times, x-axis) after the observation at t = 2. The different
plots show the approximation with different values for k.

go one step further, not only enumerating the trajectories, but
also summing over them to compute the success probability.

McDermott [McDermott, 1993] and Beetz’s [Beetz, 2000]
Reactive Plan Language (RPL) chooses a different approach
to deal with system failures and uncertainty. It employs a hi-
erarchical task decomposition, breaking down top level goals
to a finer granularity recursively. The plan itself is not an
abstract sequence of symbols but executable code. The lan-
guage allows reasoning on and transformation of the plans.
Heuristic routines attain the subgoals and cope with failures
and unexpected events during the execution. A goal for find-
ing a cup could e.g. look in the dishwasher after seeing that
no cups are left in the cupboard. This approach is particu-
larly promising in domains of high uncertainty, where clas-
sical planning fails. However, the RPL approach currently
neglects explicit diagnosis techniques and relies on the ob-
servability of relevant environment states.

9 Conclusion and Future Work

We presented a model-based method that combines diagno-
sis of past execution steps with prognosis of future execution
steps of production plans, in order to allow the production
system to autonomously react to failures and other unfore-
seen events. The method has been implemented, and prelim-
inary results for a real-world machining scenario show it can
indeed be used to guide the system away from plans that rely
on suspect system components. Future work will concern the
integration of the method into our overall planning/execution
architecture, and its extension to multiple simultaneous plans.
We are also interested in exploiting the plan diagnosis/prog-
nosis results in order to update the underlying model, for in-
stance, to automatically adapt to parameter drifts.
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Abstract

In this paper, we investigate the use of Bayesian
networks to construct large-scale diagnostic sys-
tems. In particular, we consider the development
of large-scale Bayesian networks by composition.
This compositional approach re ects how (often re-
dundant) subsystems are architected to form sys-
tems such as electrical power systems. We de-
velop high-level speci cations, Bayesian networks,
clique trees, and arithmetic circuits representing
24 different electrical power systems. The largest
among these 24 Bayesian networks contains over
1,000 random variables. Another BN represents
the real-world electrical power system ADAPT,
which is representative of electrical power sys-
tems deployed in aerospace vehicles. In addition
to demonstrating the scalability of the composi-
tional approach, we brie y report on experimen-
tal results from the diagnostic competition DXC,
where the ProADAPT team, using techniques dis-
cussed here, obtained the highest scores in both
Tier 1 (among 9 international competitors) and Tier
2 (among 6 international competitors) of the indus-
trial track. While we consider diagnosis of power
systems speci cally, we believe this work is rele-
vant to other system health management problems,
in particular in dependable systems such as aircraft
and spacecraft.

1 Introduction

This paper is concerned with ef cient probabilistic reasoning
and diagnosis in particular. Our approach is based on devel-
oping a Bayesian network [Pearl, 1988] model of a system,
and then using it to ef ciently compute answers to probabilis-
tic queries. Bayesian networks and their inference engines
provide a well-established approach to model-based diagno-
sis and monitoring [Lerner et al., 2000; Chien et al., 2002;
Yongli et al., 2006; Mengshoel et al., 2008].

We focus on NASA-relevant research problems that repre-
sent challenges in aircraft and spacecraft health management.
We take as our point of departure an electrical power system
known as the Advanced Diagnostics and Prognostics Testbed
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(ADAPT). ADAPT is an electrical power system (EPS) de-
veloped at NASA Ames for supporting the development of
diagnostic and prognostic models; for evaluating advanced
warning systems; and for testing diagnostic tools and algo-
rithms [Poll et al., 2007]. ADAPT is representative of electri-
cal power systems deployed in aerospace vehicles.

Progress in probabilistic model-based diagnosis is stimu-
lated by real-world applications, and EPSs raise several chal-
lenges including the following: (1) The challenge of devel-
oping models that are capable of accurately diagnosing 100s
or 1000s of different faults, many of which may occur at the
same time; (2) The challenge of real-time diagnostic com-
puting, especially on on-board avionics systems with lim-
ited processor and memory capacity [Musliner et al., 1995;
Mengshoel, 2007a]; (3) The challenge of developing BNs
(and in particular large-scale BNs) for a wide spectrum of
system sizes while obtaining high performance.

To start addressing these challenges, we have developed a
probabilistic approach to model-based diagnosis for ADAPT
[Mengshoel et al., 2008; 2009; Ricks and Mengshoel, 2009].
Our probabilistic models represent the health state of sen-
sors and other system components explicitly by means of ran-
dom variables. To address challenge (1) of model develop-
ment, we have developed a systematic approach to represent-
ing electrical power systems as Bayesian networks, supported
by an easy-to-use speci cation language. To address the real-
time reasoning challenge (2), we compile BNs into arithmetic
circuits or clique trees. The evaluation of arithmetic circuits
and clique trees addresses challenge (2) by being predictable
and fast. In experiments with an ADAPT BN containing 503
discrete nodes and 579 edges, the time taken to exactly com-
pute the most probable explanation using an arithmetic cir-
cuits or a clique tree was in the order of 1-10 milliseconds
[Mengshoel et al., 2009].

While this paper investigates all three challenges associ-
ated with model-based reasoning identi ed above, we fo-
cus on the challenge (3) and present the following analyti-
cal and experimental contributions. We introduce an analyt-
ical approach, based on clique tree clustering [Lauritzen and
Spiegelhalter, 1988], that aids in developing large-scale BNs
by composition. This compositional approach re ects how
(often redundant) subsystems are architected to form systems
such as EPSs. Experimentally, we consider BNs represent-
ing 24 different EPS architectures including ADAPT, formed
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by the integration of a varying number of power storage and
power distribution subsystems. These 24 BNs are repre-
sentative of real-world EPSs, and are thus to be contrasted
with the synthetic problem instances often used for large-
scale experimentation [Mitchell et al., 1992; Ide et al., 2004;
Mengshoel et al., 2006]. Previous work at the intersection
of EPSs and diagnosis using BNs typically considers indi-
vidual EPSs and their corresponding BNs [Chien et al., 2002;
Yongli et al., 2006; Mengshoel et al., 2008]; we are not aware
of other efforts that consider BNs representing 20-30 real-
istic and distinctly different EPSs as is done in this paper.
Also, existing work on BNs for EPSs, has, with a few excep-
tions [Mengshoel et al., 2008; 2009; Ricks and Mengshoel,
2009], been in the area of terrestrial EPSs [Chien et al., 2002;
Yongli et al., 2006] rather than in the area of EPSs for
aerospace vehicles. While we consider EPS health man-
agement speci cally, the work has application to numerous
health management problems, including such problems in air-
craft and spacecraft.

The remainder of this paper is structured as follows. Con-
cepts related to Bayesian network are presented rst, fol-
lowed by a discussion of EPSs. We then present our scalabil-
ity analysis and an EPS case study. We report strong experi-
mental results, both diagnostic performance in the diagnostic
challenge competition DXC and scalability performance for
24 different EPSs including ADAPT. Finally, we conclude
and outline future research.

2 Preliminaries

The diagnosis task can be approached from different perspec-
tives [Pearl, 1988; Cordier et al., 2004]. We take in this pa-
per a probabilistic perspective, and investigate Bayesian net-
works. A Bayesian network (BN) structures a multi-variate
probability distribution by using a directed acyclic graph
(DAG). Our emphasis will be on DAGs in which nodes rep-
resent discrete random variables. Speci cally, a (discrete)
BN node V is a discrete random variable with a mutually
exclusive, exhaustive, and nite state space v = (V) =
fvy; i vmg.  We use the notation  for the parents of a
nodeV, v forthechildrenofV,and \ for an instantiation
of all parents v of V. The notion of a Bayesian network
can now be introduced [Pearl, 1988].

Definition 1 (Bayesian network) A Bayesian network is a
tuple (V, W, P), where (V ;W) is a DAG with nodes
V = fVy;:::Vhg, directed edges W = TWy;::;; Wmng, and
where P = fPr(V; j v, )9 is a set of
conditional probability tables (CPTs). For each node V; 2 V
there is one CPT, which de nes a conditional probability dis-
tribution Pr(Vi j v, ).

The independence assumptions induced by (V , W) in De-
nition 1 imply the following joint distribution:

n
Pr(v) = Pr(Vi =v3;::5 Ve =va) = [[Pr(vij v.):
i=1
_ (1)
where v, fVis1;:::1;Vag  V, assuming a reverse topo-
logical sort of V. (This is possible since (V ; W) is a DAG.)
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A BN can be provided evidence by setting or clamping ev-
idence variables E ~ V to known states e. Taking into ac-
count the input on evidence variables, different probabilistic
queries can be answered [Pearl, 1988]. These probabilistic
queries include marginals, most probable explanation (MPE),
and maximum aposteriori probability (MAP). Probabilistic
queries can be used for diagnosis, in which case health vari-
ablesH V E O representing the health of components,
sensors, or both [Mengshoel et al., 2008] & are queried.

Two broad classes Bayesian network inference approaches
exist: Interpretation and compilation. In interpretation ap-
proaches, a Bayesian network is directly used for inference.
In compilation approaches, such as the clique tree [Lau-
ritzen and Spiegelhalter, 1988; Shenoy, 1989] and arithmetic
circuit [Darwiche, 2003; Chavira and Darwiche, 2007] ap-
proaches investigated here, a Bayesian network is off-line
compiled into a secondary data structure, and this secondary
data structure is then used for on-line inference. In clique
tree clustering, on-line inference consists of propagation in
a clique tree. In arithmetic circuit evaluation, on-line infer-
ence is performed in an arithmetic circuit. In both cases,
on-line and off-line computation time depends on a number
of structural and numerical factors associated with a BN and
is not yet, despite recent progress [Mengshoel et al., 2006;
Mengshoel, 2007b], suf ciently understood.

3 Electrical Power Systems and ADAPT

Electrical power systems (EPSs) play a crucial role in aircraft
and spacecraft [Button and Chicatelli, 2005; Poll et al., 2007].
The ADAPT EPS testbed has been developed to support the
investigation of system health management technologies in a
real-world setting. In this paper, we investigate ADAPT's
power storage and distribution subsystems. Over a hundred
sensors report their measurements to a diagnostic system that
monitors the status of the EPS. Typical sensor measurements
of system variables include voltages, currents, temperatures,
and relay positions. The ADAPT testbed provides a con-
trolled environment to inject failures in a repeatable manner,
and this makes it ideal for use in experiments with novel di-
agnostic techniques and models.

The physical hardware of the ADAPT EPS consists of
battery chargers, batteries, relays, circuit breakers, inverters,
wires, sensors, and loads. Most of the hardware is contained
within equipment racks or cabinets, with the exception of the
loads which are placed in the surrounding lab area. Three bat-
teries may be interchangeably connected to two load banks.
Each load bank can connect up to 6 alternating current (ac)
loads and 2 direct current (dc) loads. The locations of the
loads with respect to the load bank connection points are xed
for the purposes of any given experiment. Different con gu-
rations or modes of the EPS are commanded by opening and
closing different combinations of relays between the batteries
and the loads. As a consequence, ADAPT's system behavior
is hybrid, consisting of discrete mode changes and continuous
behavior within the modes.
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Figure 1: The off-line and on-line phases of our approach.
Off-line, Bayesian networks are auto-generated from system
speci cations, and clique trees or arithmetic circuits are com-
piled from Bayesian networks. On-line, clique trees or arith-
metic circuits are used for diagnosis.

4 Architecture Overview

The architecture of our approach, which is also discussed
elsewhere [Mengshoel et al., 2008; 2009; Ricks and Meng-
shoel, 2009], is given in Figure 1. A system speci ca-
tion, which is created by a user according to a simple high-
level speci cation language, is input to an off-line generation
process, which auto-generates a BN. This BN is then com-
piled into a clique tree [Lauritzen and Spiegelhalter, 1988;
Shenoy, 1989] or an arithmetic circuit [Darwiche, 2003;
Chavira and Darwiche, 2007]. A high-level speci cation is,
in our case, a sequence of statements, and our language's
syntax is presented in Table 1. Generally speaking, an EPS
speci cation captures, in an easy-to-read manner, the ow of
power from the sources (batteries) to the sinks (loads) as de-
termined by the structure of the EPS. Each line in the spec-
i cation represents a part, which currently can be either be
a source (battery), a basic part, a sensor, or a sink (load) &
see [Mengshoel et al., 2008; 2009]. In Table 1, <name> is
an identi er and <p=> is a probability. In a speci cation, a
part’s name, type (e.g., source, load, breaker, relay,
sensorCurrent, sensorVoltage), the probability of
failure, and a set of upstream parts (closer to some battery)
are all de ned. An example speci cation is provided in Sec-
tion 6. In aerospace, as well as in other industries with de-
pendability requirements, failure probabilities are obtained as
part of often mandatory processes known as Failure Mode and
Effects Analysis (FMEA) or Failure Mode, Effects, and Crit-
icality Analysis (FMECA). Other sources of component fail-
ure probabilities include standards such as IEEE 493, 1Rec-
ommended Practice for the Design of Reliable Industrial and
Commercial Power Systems,T also known as the Gold Book.

This auto-generation architecture and the high-level spec-
i cation language are similar to but also different from ap-
proaches such as Probabilistic Relational Models, Bayesian
Logic Programming, Stochastic Logic Programs, and Object-
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<eps= ::= <component=>+

<component= ::= (<source>> j <basic> j <sensor> j <sink>) ";"
<source=> ::= <pame=":""source" ":" <p=>""

<basic> ::= <name= ":" <btype=>":" <p>"" <name>+
<<sensor=> ::= <name=>"." <stype=>":" <p>"" <name>
<sink> ::= <name=>":" "sink" ":" <p>":" <name>+

<btype= ::="load" j "wire" j "inverter" j "breaker" j "relay"
<stype> ::= "sensorCurrent" j "sensorVoltage" j "sensorTouch"

Table 1: The syntax of the speci cation language for electri-
cal power systems.

Oriented BNs [Getoor and Taskar, 2007]. It is similar in its
goal of making large-scale probabilistic model development
[Neil et al., 2000] easier and its emphasis on higher-level
structures compared to the propositional nature of BNs. How-
ever, there is a difference in that our speci cation language
emphasizes ease-of-use and is more of a domain-speci c lan-
guage, while the alternative languages identi ed above are
more general and expressive.

5 Composition and Scalability Analysis

We have developed a multi-variate Bayesian network model
of the ADAPT EPS, containing over 500 random variables in-
cluding over 100 health variables, where the health variables
include components and sensors [Mengshoel et al., 2008;
2009]. This BN supports the diagnosis of multiple sensor
and/or component faults. We now consider the scalability
over a range of BNs representing different EPSs, including
the ADAPT BN as described above as one data point.

Scalability, in terms of space requirement and computation
time for clique tree evaluation, is determined by clique tree
size [Lauritzen and Spiegelhalter, 1988].

Definition 2 (Clique tree size) Let
a clique tree compiled from a BN
size is de ned as

be the set of cliques in
. The (total) clique tree

ser( )= [[i xi: )

2 X2

In (2), we rst multiply the cardinalities of the nodes in
a clique , and then sum over all the cliques in order to
obtain total clique tree size. A number of interacting factors
determine the number of cliques and the size of each clique
in (2); we now discuss a few of them.

The Subsystem (or Composition) Factor: Suppose that
we consider an EPS as a system that might be part of a larger
system-of-systems (SoS) such as an aircraft. As we vary the
size of the SoS, the size of its systems typically also need
to vary. For example, as we vary the aircraft under consid-
eration from a small UAV to a large commercial aircraft, the
characteristics of the EPS also change. Since a diagnostic
BN needs to vary accordingly, we now consider the impact on
clique tree size. We partition a BN's nodes into subsystems

= f1;:::; g, and identify subsystem types = f1;:::; g,
with In EPSs, typical subsystem types are: power
generation, power storage, and power distribution. ADAPT
has, for example, 3 power storage and 2 power distribution
subsystems. Hence, = f1;2;3;4;5gand = f1;2g for
ADAPT.
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We now introduce a map T from nodes into subsystems: f :

V T | and also a map g from subsystems into subsystem
types:g: X Now, we can de ne different subsets of
cliques from ,speci cally  =f 2 jforall X 2

T (X) = ig, and obtain the following:

scr( i) = Z Hj xJ: @)
2 i X2
In words, (3) provides the sizes of all cliques in a subsystem.
We de ne a set of interaction cliques ¢ as o =
Li=; i- Theset ¢ represents the interaction between differ-
ent subsystems. We obtain the following alternative expres-
sion for total clique tree size:

ser( )= scr( i): (4)

i=0

Now, instead of considering the subsystems individually as
in (4), we make the assumption that each of them is identical
(given its type). Formally, we leti 2  and assume sct( i)
= sct1( g(iy) as well as co = 1 and obtain the following re-
sult:

ser( )= ¢ scr( i) (®)
i=0

where c; represents the number of times a subsystem of type
i 2 isfound in a system. The signi cance of (5) is that
it enables us to analyze the impact (on clique tree size) of
different systems, with different size and redundancy require-
ments, by taking a compositional approach. Speci cally, if
we know or can reliably estimate sct( i), we just need to
count the number of times c; a subsystem type i occurs, and
then do this for all subsystem types in a given system. This
aligns well with design methodologies that use redundancy
and product-line approaches to support the development of
EPSs for vehicles with different power requirements.

An important but non-trivial question to consider is the
value of sct( o) in (5) as subsystems are composed in dif-
ferent ways to form a system. Based on (5), we can identify
a few special cases and simpli cations; further information
is provided by our experiments. One simpli cation, which
we call perfect compositionality, puts cgc = 0 in (5) to ig-
nore interactions and adds together the size of each subsys-
tem. Clearly, this creates a lower bound that scales linearly
with the number of subsystems c; for a given ;.

The State Space (or Discretization) Factor: In EPSs,
continuous signals are often converted to discrete digital
numbers by means of analog-to-digital (A/D) converters. A
key parameter in A/D conversion is the number of bits in dis-
cretized signal, and how to map these discretized into BN
node states. Fundamentally, there is a desire to maximize the

delity of the BN to the underlying EPS, but at the same time
the computation time cannot get too large, because then a di-
agnosis will not be computed in time. The cardinality of a
node has a multiplicative effect in all the cliques in which it is
an element, see (2), and hence one needs to carefully trade off
the potential improvement in diagnostic accuracy (due to in-
creased discretization) with the cost of increased computation
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Part Type of Failure Upstream
Name Part Probability | Part
Batteryl battery 0.0005

Wirel wire 0.0000 Batteryl
\oltagel sensor\oltage | 0.0005 Wirel
Currentl sensorCurrent | 0.0005 Wirel
Breakerl breaker 0.0005 Wirel
Statusl sensorTouch 0.0005 Breakerl
Wire2 wire 0.0000 Breakerl
Relayl relay 0.0005 Wire2
Feedbackl | sensorTouch 0.0005 Relayl
Loadl load 0.0005 Relayl
Templ sensorCurrent | 0.0005 Loadl

Table 2: High-level speci cation of a small electrical power
system (EPS). The EPS consists of two subsystems, namely a
battery subsystem (lines from Battery1 to Status1) and a load
bank subsystem (lines from Wire2 to Temp1l).

time. Further, this factor may need to be taken into account
multiple times if ¢; > 1 in (5).

The Interaction (or Ambiguity) Factor: Increased inter-
action or ambiguity in a BN has a detrimental effect on scal-
ability. Consider bipartite BNs as an example [Mengshoel
et al., 2006; Mengshoel, 2007b]. An example of low am-
biguity is when each leaf node has one parent node. An
example of high ambiguity is when each leaf node has ve
parent nodes. Everything else being equal, the higher the
ambiguity, the faster cycles are induced in the moral graph,
as a function of the ratio of leaf nodes to root nodes, thereby
more quickly inducing cliques with many BN nodes in the
clique tree. This factor is perhaps less of a concern in engi-
neered systems including EPSs, since they are typically less
ambiguous and often close to tree structured (see experimen-
tal results below). However, there may be some ambiguity in
the interaction between subsystems, thus impacting the term

sct( o) in (5).

6 Electrical Power System Case Study

The high-level speci cation for a small EPS is shown in Table
2. We hypothesize that it is much easier for users, including
people well-versed in probabilistic models, to provide infor-
mation in the format illustrated in Table 2 compared to what
is illustrated in Figure 2. On the other hand, the high-level
speci cation language is restricted to represent a certain class
of BNs and not BNs in general.

Each line in a high-level speci cation represents one part
of an EPS, and also contains information about its type, fail-
ure probability, and location within the overall system. For
example, the line Breakerl breaker 0.0005 Wirel in Table
2 communicates that Breakerl is a circuit breaker; has fail-
ure probability 0.0005; and is downstream of Wirel. Broadly
speaking, this speci cation is for an EPS with a single battery,
Batteryl, powering a single load Load1, and containing a few
sensors and components. Speci cally, Batteryl has a wire
Wirel downstream of it. Wirel has three parts connected to it,
namely a voltage sensor Voltagel, a current sensor Currentl,
and a circuit breaker Breakerl. Breakerl has a feedback sen-
sor Statusl attached to it. Statusl reports whether the breaker
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Figure 2: The BN auto-generated from a high-level spec-
i cation (see Table 2) of a small electrical power system.
The BN represents two subsystems, namely a battery sub-
system (white nodes) and a load bank subsystem (dark grey
nodes). Formally, we have = fl;2gand = f1,2qg,
with the map f as indicated by the coloring and the map
g simply g(i) = i fori 2 f1;29. Roughly speaking, the
BN re ects both the ipushT of power from the battery to the
load as well as the TpullT of current by the load. For ex-
ample, Voltagel Batteryl is & subject to Health_Batteryl
(whether Batteryl is operational or not) and Closed_Wirel
(whether Wirel is open or closed) & pushed downstream to
Voltagel Wirel, and so forth.

Health_Breaker1

Closed_Breakert

Health_Status1

=

Health_Load1

1
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Figure 3: The clique tree compiled from a BN (see Figure 2)
representing a small electrical power systems. These cliques
can be partitioned into 11 nodes that represent the battery sub-
system (white nodes), 10 nodes that represent the load bank
subsystem (dark grey nodes), and 3 nodes that represent both
subsystems (light grey nodes).

is open or closed. Wire2, which is the rst part that we con-
sider to be part of the load bank subsystem, is downstream of
Breakerl and has feedback sensor Feedbackl as well as Re-
layl attached to it. Relayl controls power ow into Loadl,
which has a sensor Temp1 attached to it.
Nodes in the auto-generated BN can be partitioned into o,
1,and », as indicated in Figure 2. Figure 3 shows a clique
tree resulting from the compilation of this BN. Cliques in 1
represent the battery subsystem, those in , the load bank
subsystem, while cliques in ¢ represent the interaction be-
tween the two subsystems. Clique tree size is sct( ) = 264,
with SCT( o) = 48, SCT( 1) =98, and SCT( 2) = 118.

7 Experiments

To complement our analysis earlier in this article as well as
related experimental results for ADAPT [Mengshoel et al.,
2008; 2009; Ricks and Mengshoel, 2009], we now report on
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diagnosis and scalability experiments.

7.1 Diagnosis Experiments

The diagnosis experiments we summarize here were con-
ducted as part of the diagnostic challenge competition DXC,
hosted by the 20th International Workshop on the Principles
of Diagnosis (see http://www.dx-competition.
org/ for details). The ADAPT EPS was used to generate
fault and nominal scenarios for the industrial track of DXC.
Fault scenarios contained single or multiple abrupt faults in-
jected simultaneously or sequentially. The fault types were
additive parametric (abrupt changes in parameter values) and
discrete (unexpected changes in system state). The faults
were permanent; once injected they persisted until the end
of the scenario. Faults were inserted with equal probabilities,
and included both component and sensor faults.

The industrial track consisted of two tiers, Tier 1 and Tier
2. The Tier 1 experiments were easier than the Tier 2 exper-
iments, for several reasons. First, only a subset of ADAPT
was used, namely one battery and one load & a fan & on
one load bank. Second, all relevant relays were kept in their
closed positions for Tier 1, thus minimizing the number of
modes and the effect of transients (which may cause false
positives). BNs, here denoted DXCT1 and DXCT2 were de-
veloped for Tier 1 and Tier 2 respectively, and compiled to
ACs that were used for on-line diagnosis in the ProADAPT
system [Ricks and Mengshoel, 2009].

In Table 3, we highlight the DXC results for the top three
competitors in each tier. As re ected in the table, eight met-
rics were used. The metrics capture both detection ( nding
out that some part failed) and isolation ( nding out which
part failed, and how) performance. Within each tier, and for
each metric, each diagnostic system was measured, scored,
and ranked relative to the other systems. The maximum score
was 100. Diagnostic systems were ranked from 1 to m, where
m = 9 for Tier 1 and m = 6 for Tier 2.

In Table 3, we note that ProADAPT, using ACs compiled
from the DXCT1 and DXCT1 BNs, has the best score and
rank in both tiers. For the 62 Tier 1 scenarios, which were ei-
ther nominal or contained one fault, ProADAPT's FP and FN
rates are very low, and detection accuracy is high. For the
120 Tier 2 scenarios, which were nominal or contained sin-
gle, double, or triple faults, ProADAPT again had the highest
score. Compared to its competitors, ProADAPT has a low
false positives rate and few classi cation errors; as a conse-
guence the score for mean time to detect suffers somewhat.

7.2 Scalability Experiments

The goal of the second set of experiments was to study BNs
representing different EPSs with varying number of subsys-
tems of different types. Different EPS models were created
using the high-level speci cation language. One goal was to
study the sizes of the generated BNSs, clique trees, and arith-
metic circuits. Clique tree and arithmetic circuit sizes de-
termine computation time, which is one important design pa-
rameter when developing diagnostic systems for EPSs. We
developed 24 different EPS architectures using the high-level
speci cation language, giving 24 auto-generated BNs, which
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were compiled into clique trees and arithmetic circuits. In Ta-
ble 4, the notation EPS(x,y) is used to represent an EPS with
X battery subsystems and y load bank subsystems (see [Poll
et al., 2007] for details on these subsystems).

We now turn to the experiments results for the 24 EPS
models including ADAPT.! Table 4 and Figure 4 summarize
the experimental results; key observations are:

In Table 4, min(m=n) = 1.13, while max(m=n) = 1.17.
This shows that our auto-generated BNs are fortunately
quite sparse, given that n = m + 1 for trees.

There is an approximately 5-time increase in BN size
from EPS(1,1) to EPS(6,4), an 8.5-time increase in arith-
metic circuit size, and a little over 12-time increase in
clique tree size. We believe that these are quite promis-
ing scalability results, given the inherent hardness of BN
computation. Further, if we consider EPS(5,4) instead
of the outlier EPS(6,4), we have 4.4 times as many BN
nodes compared to EPS(1,1) and only an 8-time increase
in clique tree size.

The clique tree regression results in Figure 4 exhibit bet-
ter tfor the exponential model (y = 1112:7e%:0927% with
R? = 0:9266) than for the linear model (y = 18:948x -
4185:3 with R? = 0:7647), pointing to the importance
of the potentially nonlinear term sct( o) in (5). How-
ever, and in particular if the outlier EPS(6,4) is excluded,
both models are quite reasonable. The arithmetic cir-
cuit regression results are similar, with an exponential
model y = 1320:8e%:9923% (wijth R? = 0:9535) and a lin-
ear model y = 12:819x - 1743 (with R? = 0:8634).

The ratio sac=Sct, shown in Table 4, generally re ects
a smaller growth of the arithmetic circuits relative to the
cliques trees as a function of n, thus scalability is gener-
ally better for arithmetic circuits here.

8 Conclusion and Future Work

Due to their high level of predictability and fast execution
times, Bayesian network compilation approaches are well-
suited to automated diagnosis in the setting of on-board
resource-bounded reasoning and real-time systems of inter-
est to NASA [Mengshoel et al., 2008]. This paper improves
the understanding of the scaling behavior of clique trees and
arithmetic circuits in the context of composing large-scale
BNs. A designer of model-based diagnostic systems, us-
ing Bayesian networks, can use our results to determine the
impact of varying EPS architectures, consisting of repeated
subsystems, on the computation time of diagnostic queries.

This work has been performed in the context of NASA's
ADAPT electrical power system testbed. ADAPT is repre-
sentative of EPSs deployed on aerospace vehicles. In this pa-
per we have investigated how the BN-based approach to prob-
abilistic diagnosis for ADAPT scales to other electrical power
systems composed in a similar manner from power storage
and power distribution subsystems.

1The DXCT2 BN is similar to EPS(3,2), while the DXCT1 BN
is similar to EPS(1,1), except that DXCT1 had just one load & a
fan.
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ADAPT DXC Tier 1 ADAPT DXC Tier 2
Metric ProADAPT | RODON | HyDE-S | ProADAPT | Stanford | RODON
False positives (FP) rate 0.0333 0.0645 0.2000 0.0732 0.3256 0.5417
False negatives (FN) rate 0.0313 0.0968 0.0741 0.1392 0.0519 0.0972
Detection accuracy 0.9677 0.9194 0.8548 0.8833 0.8500 0.7250
Classification errors 2.0 10.0 26.0 76.0 110.5 84.1
Mean time to detect T g4 (ms) 1,392 218 130 5981 3946 3490
Mean time to isolate T ; (ms) 4,084 7,205 653 12,486 14,103 36,331
Mean CPU time T ¢ (ms) 1,601 11,766 513 3,416 963 8,0261
Mean peak memory usage (kb) 1,680 26,679 5,795 6,539 5,912 29,878
Score 72.80 59.85 59.50 83.20 81.50 70.50
Rank 1 2 3 1 2 3

Table 3: The performance of the ProADAPT and other diagnostic systems, for the two different ADAPT con gurations Tier 1
and Tier 2 used in DXC. Our ProADAPT system used arithmetic circuits compiled from the DXCT1 and DXCT2 BNs.

Growth in clique tree size
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A e e
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5,000

Q 200 400 600 B00 1,000 1,200
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& Cliquetree size Linear (Clique tree size) Expon. (Cligue tree size)

Figure 4: This gure shows how clique tree size sct varies
as a function of the number of BN nodes n. Clique tree size
determines computation time, while the number of random
variables varies from EPS to EPS. Each data point, of which
there are 24, represents an EPS.

This work enables the transition of diagnostic and health
management technologies to NASA's mission systems. In
particular, it appears that Bayesian networks, techniques, and
algorithms for diagnosis can be applied to distinguish be-
tween sensor failures and component failures, a problem of
great interest to NASA. Future work will aim to help NASA
in developing model-based diagnostic and sensor validation
approaches that take into account the limited resources avail-
able on varying mission hardware. In addition, the compo-
sitional approach taken here has the potential to help bridge
the gap between hardware (such as the EPS) and software
(such as the EPS diagnostics) design. Accordingly, software
performance criteria (such as diagnostic computation time)
can be incorporated into the design considerations along with
hardware design. In the EPS context, future work will aim
to help the architectural design of the EPS systems by pro-
viding a method to concurrently analyze the impact of vary-
ing EPS architectures on the computational performance of
diagnostic systems designed to operate on them. This can
provide a much needed formal approach for architectural de-
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sign of safety critical systems & such as an EPS & which
often employ redundant system architectures based primarily
on expert opinion to mitigate potential effects of sensor and
component failures.
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EPS(6,1) 6 1 115 379 426 1.12 3,082 3,077 1.00
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EPS(4,1) 4 1 95 317 358 1.13 2,518 2,616 1.04
EPS(3,1) 3 1 85 286 324 1.13 2,300 2,390 1.04
EPS(2,1) 2 1 75 255 290 1.14 2,098 2,129 1.01
EPS(1,1) 1 1 65 223 255 1.14 1,896 1,878 0.99

Table 4: The effect of varying the number of two types of EPS subsystems, namely a battery subsystem and a load bank
subsystem, is considered. In EPS(X, y), the number of battery subsystems, X, varied from 1 to 6. The number of load bank
subsystems, y, is varied from 1 to 4. The table also shows the number of BN nodes n, the number of BN edges m, the ratio of
BN edges to BN nodes m=n, the clique tree size sct, the arithmetic circuit size sac (measured in number of AC nodes), and
the ratio sct=sct. The ADAPT BN corresponds to the highlighted EPS(3, 2) model. The clique tree and arithmetic circuit sizes
determine the computation time for a wide range of probabilistic queries.
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Abstract

Automated diagnosis and reconfiguration are im-
portant computational techniques that aim to mini-
mize human intervention in autonomous systems.
In this paper, we develop novel techniques and
models in the context of diagnosis and reconfig-
uration reasoning using causal Bayesian networks
(BNs). We take as starting point a successful diag-
nostic approach, using a static BN developed for a
real-world electrical power system. We discuss in
this paper the extension of this diagnostic approach
along two dimensions, namely: (i) from a static BN
to a dynamic BN; and (ii) from a diagnostic task to
a reconfiguration task.

More specifically, we discuss the auto-generation
of a dynamic Bayesian network from a static
Bayesian network. In addition, we discuss subtle,
but important, differences between Bayesian net-
works when used for diagnosis versus reconfigu-
ration. We discuss a novel reconfiguration agent,
which models a system causally, including effects
of actions through time, using a dynamic Bayesian
network.

Though the techniques we discuss are general, we
demonstrate them in the context of electrical power
systems (EPSs) for aircraft and spacecraft. EPSs
are vital subsystems on-board aircraft and space-
craft, and many incidents and accidents of these ve-
hicles have been attributed to EPS failures. We dis-
cuss a case study that provides initial but promising
results for our approach in the setting of electrical
power systems.

1 Introduction

Automated diagnosis and reconfiguration are important tech-
niques aimed at minimizing human intervention in au-
tonomous systems. In many domains, including both manned
and unmanned NASA missions, diagnosis and reconfigura-
tion techniques promise to play an increasing role.

This paper is concerned with the design of automated diag-
nosis and reconfiguration systems. Following our belief that
it is important to consider challenging and significant real-
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world problems, we demonstrate our approach in an appli-
cation domain of great interest to NASA, namely, electrical
power systems. Electrical power plays an increasing role in
aerospace [Bromaghim et al., 2002; Button and Chicatelli,
2005; Poll et al., 20071, and clearly also in terrestrial sys-
tems, with a renewed emphasis on upgrading the power grid
in the United States and on electrical vehicles.

Unfortunately, electrical power is associated with
aerospace incidents and accidents, of which we now mention
a few. On September 2, 1998, Swissair flight 111 crashed
into the Atlantic Ocean, killing everyone aboard. It was
later determined that short-circuited wires most likely led
to a catastrophic fire onboard the aircraft. The Electric
Propulsion Space Experiment mission, launched and oper-
ated in early 1999, ended prematurely when the spacecraft
experienced a catastrophic battery failure. On January 14
2005, an Intelsat-operated communications satellite suffered
a total loss after a sudden and unexpected electrical power
system anomaly. Most likely, the failure was caused by a
high-current event in the battery circuitry triggered by an
electrostatic discharge. On November 2, 2006 the Mars
Global Surveyor last communicated with Earth. It is believed
that a software error oriented the spacecraft to an angle that
over-exposed it to sunlight, causing the battery to overheat
and thereby disabling all communication. On January 7
2008, a Boeing 747 lost main power on its descent into
Bangkok because of water entering the generator control
unit, and had to use its battery backup. Since this incident
occurred while the aircraft was descending into Bangkok,
there were no serious consequences, but the loss could have
been critical had it taken place over the Pacific ocean.

With the goal of decreasing such incidents and accidents,
we develop in this paper novel techniques and models in
the context of diagnosis and reconfiguration reasoning us-
ing causal Bayesian networks (BNs) [Pearl, 1988; Getoor and
Taskar, 20071, and demonstrate them in the EPS setting. This
work is part of a larger effort, beyond the scope of this paper,
of researching how Bayesian networks can be utilized within
an agent framework. In the agent setting, we hypothesize that
Bayesian networks will eventually turn out to be useful in in-
tegrating diagnosis, prognosis, reconfiguration, and (active)
machine learning.

We take as a starting point a successful diagnostic ap-
proach, using a static BN developed for a real-world electrical
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power system [Mengshoel et al., 2008; Ricks and Mengshoel,
2009; Mengshoel et al., 2009]. We discuss in this paper the
extension of this diagnostic approach along two dimensions,
namely: (i) from a static BN to a dynamic BN; and (ii) from
a diagnostic task to a reconfiguration task. More specifically,
we discuss the auto-generation of a dynamic Bayesian net-
work from a static Bayesian network. In addition, we discuss
subtle, but important, differences between Bayesian networks
when used for diagnosis versus reconfiguration. We discuss
a novel reconfiguration agent, which models a system in a
causal manner, including effects of actions through time, us-
ing a dynamic Bayesian network. Though the techniques we
discuss are general, we demonstrate them in the context of
electrical power systems (EPSs) for aircraft and spacecraft.
EPSs are, as indicated above, vital subsystems on-board air-
craft and spacecraft. We specifically consider the ADAPT
EPS, an electrical power system testbed located at the NASA
Ames Research Center [Poll et al., 2007]. ADAPT is rep-
resentative of electrical power systems found in aircraft and
spacecraft, and has been developed for the purpose of inves-
tigating and benchmarking different aerospace vehicle health
management techniques. We additionally discuss a case study
on a small subset of the ADAPT EPS that provides initial but
promising results for our BN-based approach when applied
to electrical power systems in aircraft and spacecraft.

The rest of this paper is structured as follows. In Section 2,
we briefly summarize background concepts before discussing
our overall approach and algorithms in Section 3. An electri-
cal power system case study is discussed in Section 4, and
Section 5 concludes the paper and outlines future work.

2 Background

A Bayesian network (BN) structures a multi-variate probabil-
ity distribution by using a directed acyclic graph (DAG). Our
main emphasis will be on discrete BN nodes. A (discrete)
BN node V is a discrete random variable with a mutually
exclusive, exhaustive, and finite state space Qy = Q(V) =
{V1,...,Vm}. We use the notation Ny for the parents of a
node V, Wy for the children of V , and Ty for an instantiation
of all parents [y of V. The notion of a Bayesian network
can now be introduced [Pearl, 1988].

Definition 1 (Bayesian network) A Bayesian network is a
tuple (V, W, P), where (V,W) is a DAG with nodes
V = {Vy,..Vn}, edges W = {Wy, ..., W}, and where P
= {Pr(V1 | Ny,),...,Pr(Vn | My, )} is a set of conditional
probability tables (CPTs). For each node V; [CM there is
one CPT, which defines a conditional probability distribution
Pr(Vi | I-IVi )

The independence assumptions induced by (V ,W ) in Def-
inition 1 imply the following joint distribution:

1
Vn=vn) = Pr(vi|my),

i=1
ey

Pr(V) = Pr(Vl =Vi,...

where My, CMiv1,...,Vn}
A BN can be provided evidence by setting or clamping
some variables to known states. These nodes are called ev-
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idence variables. In our setting, evidence variables are com-
mands, sensor readings, or goals (see Section 3 for details).
Taking into account the input on evidence variables, different
probabilistic queries can be answered [Pearl, 1988]. These
probabilistic queries include marginals, most probable expla-
nation (MPE), and maximum aposteriori probability (MAP).
Though probabilistic queries can be used for many purposes,
in past work on diagnosis (but not reconfiguration) we query
health variables representing the health of components, sen-
sors, or both [Mengshoel et al., 2008]. For this work, which
includes both diagnosis and reconfiguration, we query action
nodes that represent reconfiguration commands after aug-
menting the evidence with the desired state. Further details
are in Sections 3 and 4.

It has been shown that exact MPE computation is NP-hard
[Shimony, 1994], and approximating an MPE to within a con-
stant ratio-bound has also been proven to be NP-hard [Ab-
delbar and Hedetnieme, 1998]. There are two broad classes
of approaches to Bayesian network inference: interpretation
and compilation. In interpretation approaches, a Bayesian
network is directly used for inference. In compilation ap-
proaches, such as the clique tree [Lauritzen and Spiegelhalter,
1988; Shenoy, 1989] and arithmetic circuit [Darwiche, 2003;
Chavira and Darwiche, 2007] approaches, a Bayesian net-
work is off-line compiled into a secondary data structure, and
this secondary data structure is then used for on-line infer-
ence. In clique tree clustering, inference consists of propaga-
tion in a clique tree compiled from a Bayesian network. In
arithmetic circuit evaluation, inference is performed within
an arithmetic circuit that was compiled from a Bayesian net-
work. Computation time depends on a number of structural
and numerical factors associated with a BN and is not yet,
despite recent progress, sufficiently understood.

For the purpose of this paper, we emphasize causal
Bayesian networks, which (informally) are BNs that reflect
the causal structure of a domain. For example, in an EPS BN,
there is an edge from a node representing the opening of a re-
lay to a node representing electrical current flowing through
the relay, and not the other way around (i.e., edge direction
is the causal direction). BNs have been successfully applied
in a wide range of domains, and the techniques developed in
this paper are general. However, for illustrative purposes, we
consider electrical power systems.

We now briefly consider related research, particularly re-
search that considers Bayesian networks to diagnose and re-
configure. Bayesian networks have in the past been used
for model-based diagnosis and monitoring of EPSs [Chien
et al., 2002; Yongli et al., 2006; Mengshoel et al., 2008]
as well as for other purposes [Andreassen et al., 1987,
Lerner et al., 2000; Romessis and Mathioudakis, 2006], how-
ever this previous work generally does not integrate diag-
nosis and reconfiguration by means of the Bayesian net-
work itself. There has also been work in the area of self-
configuring systems [Williams and Nayak, 1996; Barrett,
2005], but this has often not been founded on Bayesian net-
works. Finally, there are decision-theoretic (including plan-
ning) approaches [Basye et al., 1992; Haddawy et al., 1995;
Boutilier et al., 1999]. Our research is simpler, and hence
potentially easier to deploy, since (i) we retrict ourselves to
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finite-horizon reconfiguration and (ii) we do not rely on the
non-trivial specification of utilities (or reward function).

3 Architecture and Algorithms

From an abstract point of view, we focus on systems that re-
ceive service requests. In the case of an EPS, these requests
are for power to reach specific loads (i.e. receivers of elec-
trical power). We are interested in systems which are suf-
ficiently complex for a request (or a set of requests) to be
served in different ways. For example, EPSs in aerospace
vehicles often have redundancies and alternate routes such
that power can be supplied even in case of failure of a subset
of the components in an EPS. For the purpose of this work,
where we assume a fixed system design, we identify two sets
of agents:

1. Resource Requesters R = {ry,ro,...} - agents that re-
quest resources from the system.

2. System Configurators C = {c1, Cy, .. .} - agents that con-
figure (and reconfigure) the system in an attempt to meet
resource requests.

A human user of a system may play the role of both a Re-
source Requester and a System Configurator. However, as
system complexity increases, a human user may have diffi-
culty configuring the system accurately and quickly to meet
resource demands. An autonomous system configurator—a
self-configuring system—becomes desirable, since it may per-
form better than the human and free the person to focus on
other tasks. Our goal is to create an agent that reconfigures
systems. In the context of EPSs, that means accounting for
component and sensor failures while also minimizing power
loss by not providing power to locations where it has not been
requested. Assuming for simplicity |C| = 1, we define the fol-
lowing problem statement:

The System Configuration problem Given periodic sen-
sory data (state observations) and knowledge of past
commands (actions), the System Configurator ¢; should
issue commands to route power to Resource Requesters
R in the face of changing demands and system faults.

The architecture in Figure 1 reflects this problem.

3.1 Framing the problem as a POMDP

Sequential decision making tasks such as the one described
above are commonly modeled as Markov decision processes
(MDPs). A finite MDP is specified by the tuple (S, A, T, v,
D, R). S and A are, respectively, the sets of possible states
and actions. T is a transition function, T : S X A XS - R,
which gives the probability, given a state and an action, of
transitioning to another state on the next time step. Y, the
discount factor, exponentially decreases the value of a future
reward. D is the distribution of start states. R is a reward
function, R : S X S - R, where the reward is a function
of states S¢ and S¢+1. A partially observable Markov decision
process (POMDP) describes a task for which the agent cannot
see the true environmental state, but rather can see an obser-
vation (from the set O of possible observations) that reflects
the true state and is generated with probability P (O | S). We
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Resource Requestor

l Resource requests

Electrical Power System

T Commands

System Configurator

Sensor data and
resource requests

Figure 1: Diagram showing the interaction between the Sys-
tem Configurator, the EPS, and the Resource Requester.

use a more specific definition of observations: an observation
0 is simply the observable portion of the state S (i.e., O is a
subset of the state variables in S). Additionally, for exposi-
tory purposes, the hidden portion of some state S is called h
in this paper.

Relating the POMDP formalism to our Bayesian network
formalism the set of possible states S is the Cartesian product
of all non-command nodes V1, ..., V. (i.e., S = Vi X...xVp).
A is the Cartesian product of all command nodes.

Consider the problem statement above. Since the agent
has sensors that may not be reliable and often only indirectly
measure important states, we cast this problem as a POMDP.
However, in Section 3.3, we describe how it departs from the
formal POMDP specification.

3.2 Generation of a dynamic BN

In our previous work on designing a diagnostic algorithm for
an EPS, a large static Bayesian network was hand-created
using knowledge of dependencies within the system’s physi-
cal structure and documented error rates for individual com-
ponents [Mengshoel et al., 2008]. Dynamic bayesian net-
works have previously been used to model POMDPs with
success [Boutilier and Poole, 1996; Toussaint et al., 2006].
In a very related study, Kohda and Ciu use dynamic Bayesian
networks to model and reconfigure a simulated safety moni-
toring system [2007]. Following their leads, we created a dy-
namic Bayesian network from the hand-coded static Bayesian
network and used it to model the ADAPT EPS through time.

To create a dynamic Bayesian network from the static
Bayesian network which is used for fault diagnosis, we cre-
ated the following GENERATEDBN algorithm:

1. Replicate the static Bayesian network for the number
of time steps that will be expressed by the dynamic
Bayesian network. For each node X in the static BN,
label its duplicates X1, X2, ..., Xn, for the N time steps be-
ing expressed.

2. For any command node Y, at time n that has an edge to
a node Xp, remove that edge and replace it with an edge
to X;. Relabel the command node as y_1.
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3. For all other command nodes at some time t that have an
edge to a node X¢, remove that edge and replace it with
an edge to X¢+1.

4. For a node that describes the health of a component at
time t, create an edge from that node to its duplicate
node at time t + 1.

We argue that the dynamic BN created by GenerateDBN is
a BN. By assumption, the input BN is a BN. Since all edges in
the dynamic BN either come from the input BN or are added
by GenerateDBN, and in the latter case go from slice i to slice
i+1, acyclicity is preserved. In addition, CPTs are added for
all nodes in the dynamic BN that do not have CPTs defined
by the static BN.

For this work, we create a dynamic Bayesian network with
two time slices (N = 2). Henceforth, all discussion of the dy-
namic network assumes that N = 2. Given the large number
of nodes, converting the static Bayesian Network to an appro-
priate dynamic Bayesian Network by hand was not an option,
so we created a script that automatically made the described
changes.

3.3 Reconfiguration algorithm using the dynamic
BN

We define an action by the System Configurator to be any sub-
set of the set of all possible commands to the system. Com-
mands give orders to open or close either relays or switches.
At time t, we call the current command subset a;. Addi-
tionally, O¢ is the agent’s observation as provided by sensors
within the EPS, and h is the hidden state'.

Whether or not power is being supplied to all loads as re-
quested by the Resource Requester is described by boolean
variable g¢. Here, g¢ is based on a one-to-one mapping be-
tween the states of a command node used by a Resource
Requestor and the corresponding Resource Requestor sta-
tus (or goal) node. In Figure 4, for example, the node
Command_Relay_3 is a Resource Requestor command node,
while the Voltage_Relay_3 is the corresponding Resource Re-
questor status node. Here, the one-to-one mapping is as fol-
lows: cmdOpen maps to voltageLo, cmdClose maps to volt-
ageHi. Suppose that there are m such status nodes S = {S;,
..+, Sm}, corresponding to m Resource Requestor command
nodes R = {Rj, ..., Rm}. Then g¢ = {(S1,51), ...
(Sm,Sm)} represents the conjunction of requests. Note that
gt is not a part of the formal POMDP definition, and also
that there is a small but important distinction between a sta-
tus node and a sensor node. In particular, our formalization
allows for a sensor reading to have low posterior probability
for a given g, but typically a sensor downstream of a Re-
source Requestor command node set to cmdClose will reflect
the command’s state with high probability.

Taking our example further, suppose that power (or volt-
age) is requested for the load in Figure 4. In other
words, Command_Relay_3 is set to cmdClose by the Re-
source Requestor, leading to Voltage Relay_3 being set to
voltageHi, i.e. g = {(Voltage_Relay_3, voltageHi)}, since

Yo and hte together define the full state s¢.
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there is only one load, a light bulb. Given the appropri-
ate command being issued by the System Configurator (up-
stream of Command_Relay_3), and components downstream
of Voltage Relay_3 being healthy, the load’s sensor read-
ing should reflect the power that has been requested, i.e.
Pr(Sensor_Light_1 = readLightHi) >> Pr(Sensor_Light 1 =
readLightLo).

The conditions for g¢ (power supplied where requested) are
dictated by the Resource Requester at time t—1. 0¢, the sensor
information at time t, determines whether those conditions
have been satisfied. Since the agent does not perform policy
optimization, the environmental reward of the POMDP re-
mains unspecified and is not a part of the Bayesian network.
Instead, we use g to define the agent’s goal. Thus our for-
mulation departs from the POMDP framework. However, in
future work, policy optimization will be done by converting
gt into a reward function, so thinking in terms of a POMDP
from the start may be useful.

From a probabilistic perspective, the optimal action is
argmaxa, P (gt+1 = true | ag, he, 0¢). In both our static
and dynamic Bayesian networks, each observation node has
a causal link(s) from some subset of the hidden state nodes,
which simplifies the optimal action to argmaXa,P (Jr+1 =
true | a, ht). For n Boolean commands, there are 2" possi-
ble actions. Unfortunately, for large EPSs with a large num-
ber of possible commands, iterating through all possible ac-
tions is infeasible. The ADAPT EPS, for example, can sup-
port 24 Boolean commands at a time, yielding over ten mil-
lion possible actions. Calculating the above probability for
one of these actions is non-trivial, so ten million such cal-
culations could not be done in a real-time system requiring
reconfiguration. As a more tractable alternative, we approx-
imate argmaxa, P (ge+1 = true | at, hy) by calculating
argmaxa, P (at | ge+1, he).

Though it may seem that this approach would have the
same problem of needing to iterate through an exponential
number of actions, we instead calculate the maximum a pos-
teriori probability (MAP) over all possible actions. To calcu-
late the a posteriori probability P (gt+1 | at, ht) for a single
action, the agent would also have used a MAP calculation, so
we are reducing the computational complexity by an expo-
nential factor.

Unfortunately, the MAP inference problem is complete for
the complexity class NPPP [Park and Darwiche, 20041, but
can often be performed in reasonable time for small Bayesian
networks such as the example network described in Section 4.
For large but sparsely linked networks like the one created
for the ADAPT EPS, we instead calculate the most probable
explanation (MPE), or argmaxa, o,.,.hes P (@t | Gt+1, he)
(i.e., maximizing over all unknown nodes in the network).
There is sufficient precedent for this, considering that MPE
is commonly used as an approximation for the more difficult
MAP calculation. Computing MPE for an arbitrary Bayesian
network is in the exponential time complexity class, but for
sparsely linked, large networks, it can nonetheless be calcu-
lated in real time.

Until this point, we have assumed that h¢ is known, which
is untrue. Instead, the agent calculates an approximation of

h¢ called ﬁt based on Bayesian inference conditioned on 0¢,
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Figure 2: Windowing in a simple dynamic Bayesian network.
The moving rectangle encloses the actual dynamic BN.

ag—1, and ﬁt—l-
At a high level, the agent’s algorithm, INFERDBN, is as
follows:

1. Receive observation 0O¢.
states.

Fix the corresponding node

2. Perform inference on the Bayesian network (or arith-
metic circuit) to estimate hidden state F\t, using O¢, at—1,
and the previous estimate Flt_l. Fix the node states cor-
responding to he

3. Slide the window of the dynamic Bayesian network from
time steps t — 1 and t to time steps t and t + 1, forget-
ting data held in time step t — 1 (this step, often called
“windowing”, is illustrated in Figure 2).

4. Fix the subset of the nodes for 0t+1 which indicate
which loads are receiving power (from g¢).

5. Perform MAP inference (or approximation of MAP by
MPE) on the arithmetic circuit to determine most likely
command set to have caused the desired future state
(argmaxa, P (at|0t, ge+1, he)).-

6. Issue maximizing command set a¢ to the EPS

7. Unfix all previously fixed nodes for O¢+1.

4 Case Study

Electrical power systems (EPSs) play a critical role in
aerospace. More specifically, EPS loads (i.e. receivers of
electrical power) include avionics, propulsion, life support,
and thermal management. We now describe a small EPS
and how it may be formalized into a Bayesian network. The
EPS has some redundancy, as is typical for EPSs used in
aerospace, such that it supports reconfiguration. In this par-
ticular example, we assume that there are two batteries and
one load. At most one battery is allowed to power the load at
any one time, and we assume that at the current time, the con-
nected battery is failing to power the load. Then, a request for
power arrives (i.e., the relay before a load is turned on). The
System Configurator agent must now determine what com-
mands to give that will maximize the chance of power reach-
ing the load where it has been requested.

To illustrate this scenario, we consider the small EPS
shown in Figure 3. This figure shows how a load Loadl can
be powered from either Batteryl or Battery2 (note that both
of them should not power the load at the same time, since this
might cause a backward flow of energy from one battery into
the other). Suppose that Relay3 is closed, representing a re-
quest for power from R. At the same time, Relayl is closed,
Relay2 is open, but Lightl is low. This status is suggesting
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Wire2

Figure 3: The electrical power system for this case study.

that Load1 is not powered by Batteryl, after all, even though
it should be. Further, suppose that Voltagel is low and Volt-
age? is high, thus there is the potential for the load to be pow-
ered from an alternative energy source. Can we demonstrate
that our INFERDBN algorithm computes that Relayl should
be open, and Relay2 should be closed? Note that this involves
both diagnosis and reconfiguration, since the algorithm both
needs to figure out what is wrong and work around the prob-
lem.

This small EPS can be represented as a static BN as shown
in Figure 4. Compared to an ADAPT BN with 503 nodes, this
BN has been substantially simplified to illustrate our main
points. In this BN, nodes that have a prefix of Sensor or Com-
mand are evidence (i.e., input) nodes, while those with a pre-
fix of Health are query (i.e., output) nodes. Nodes that have
a prefix of Closed or Voltage represent, respectively, the state
of a part (such as a battery, a wire, a relay, or a load) or the
measured voltage. Broadly speaking, this BN represents how
power from the batteries, on the left in the figure, “flows”
to the load, on the right in the figure, in a left-to-right pat-
tern. More specifically, the Command nodes control, through
Closed nodes, how voltage propagates. In addition, there is
a constraint between Relays1 and Relay2, expressing the fact
that both should not be closed at the same time.

From this static BN, a DBN with two time slices was gen-
erated using the GENERATEDBN algorithm presented above.
We now discuss how this DBN, shown fully in Figure 6, can
be used in our case study.

Phase 1: We have commands and sensor readings as shown
in Figure 5. Note how the posterior over Health_Batteryl t 0
suggests that Batteryl is not working, while the posterior
Health_Battery2_t 0 suggests that Battery?2 is working. These
posteriors are very reasonable, given the commands given and
the sensor readings.

Phase 2: A Resource Requester expresses a need for Cur-
rent_Loadl_t_1 = currentHi.

Phase 3: Taking into account the state shown in Phase 1
as well as request in Phase 2, the MPE is computed, with
the result shown in Figure 6. Note in particular that Com-
mand_Relayl t 0 = cmdOpen and Command_Relay2 t 0 =
cmdClose, the opposite of what was the case in Phase 1. This
reflects the suspected poor health of Battery1 and good health
of Battery?2.

5 Conclusion and Future Work

The long-term objective of this research is to enable inte-
grated diagnosis and reconfiguration to improve system au-
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Figure 5: The half of our dynamic Bayesian network that corresponds to the current time step (t = 0). Note that the posterior

over Health_Batteryl t 0 suggests that Battery1 is not working, while the posterior Health_Battery2_t 0 suggests that Battery2
is working.
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Figure 6: The Bayesian network after it infers the commands a; such that argmaxa,P (a¢|0t, 9t+1, ﬁt). Note that Com-
mand_Relay1_t 0 = cmdOpen and Command_Relay2 t 0 = cmdClose, the opposite of what was the case in Phase 1.
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tonomy. As a step towards that objective, in this paper we
reported progress in the following two areas. First, we de-
veloped an approach to automatically generate a dynamic BN
from a static BN for a certain class of static BNs. Second, uti-
lizing the generated dynamic BN, we discussed an approach
for a System Configurator agent to handle requests from a
Resource Requester.

Our results are preliminary. In future work we plan to
first perform extensive reconfiguration experiments on elec-
trical power system testbeds such as the ADAPT testbed, and
then further develop the reconfiguration system with an eye
towards deployment on an aerospace vehicle. Another inter-
esting direction of further research is to extend the approach
with learning capabilities, having the agent use past experi-
ence to adjust the values within the dynamic Bayesian net-
work’s conditional probability tables.
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