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Tracking a camera,accuratelyrecovering its 3D trajectory as it
movesthroughascene,permitsaugmentationof theobtainedvideo
with rigidly-registeredgraphics.Computervision solutionswhich
achievethisdirectlybyprocessingthecamera'soutputaloneareap-
pealingbecausethey requireno additionalinfrastructureandalso
capturerelevant geometricalinformation about the environment,
but successfulalgorithmspublishedto datehave all relied on off-
line processing.Wepresentthe�rst resultsdemonstratingreal-time
vision-only singlecameratracking in previously unknown scenes
with qualitysuitablefor stableon-linesceneaugmentation.Camera
motionandscenerecoveryareimmediateandon-the-�y with 30Hz
processingonastandardPentiumPC.Ourmethodusesasequential
SimultaneousLocalisationandMappingapproachto thepropaga-
tion of motion andstructureestimationuncertainty, togetherwith
ef�cient active measurementof scenefeatures.Webelieve thatthis
technologywill openupawidevarietyof interactiveapplicationsin
graphics,wearabledevices,robotics,inspectionandentertainment.

CR Categories: I.4.8 [SceneAnalysis]: ImageProcessingand
ComputerVision—Tracking

Keywords: Real-timevision, cameratracking,SimultaneousLo-
calisationandMapping(SLAM)
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Recentadvancesin computervision have led to its increasingly
widespreadusefor off-line processingsuchaspost-production,but
therehasbeenconspicuouslyslowerprogressin thereal-timealgo-
rithms necessaryfor the adoptionof vision in interactive applica-
tions. The most apparentreasonfor this, that currentCPU per-
formanceis insuf�cient for frame-rateimplementationof vision
algorithms,would leadoneto believe that real-timeversionswill
straightforwardly appearasstandardprocessingspeedscontinueto
increase.However this oversimpli�es thesituation;in factconsid-
erationof the constraintspresentedby real-timeoperationand in
particularthesituationsin which real-timealgorithmswill beuse-
ful revealsthatspecialisedtechniquesarerequired.

In this paperwe areconcernedwith cameraself-tracking,or lo-
calisation— thegoalis to calculateacamera'sego-motionusingas
inputonly thesequenceof imagesobtainedby thecameraitself asit
movesthroughanenvironmentwhichis notknown in advance.Un-
derthebanner“Structurefrom Motion” (SFM),previoussuccessful
cameratrackingalgorithms,(e.g.[FitzgibbonandZisserman1998;
Pollefeys et al. 1998])andcommercialproducts(e.g. [2d3 2004])
have beenfundamentallyoff-line in nature,analysinga complete
imagesequenceto produceareconstructionof thecameratrajectory
andscenestructureobserved.Thesealgorithmswork by extracting
hundredsof salientfeaturesfrom eachimage,matchingthembe-
tweentemporallycloseframeson theassumptionthateachcorre-

spondsto a staticsceneentity, andthensolvingfor frame-to-frame
motion andstructureestimateswhich arere�ned in a global opti-
misationover the whole sequence.Strengthsareauto-calibration
of thecamera's opticalpropertiesandthatzeroprior knowledgeof
scenegeometryis required. As suchthesemethodsareperfectly
suitedto theautomaticanalysisof shortimagesequencesobtained
from arbitrary sources— movie shots,consumervideo or even
decades-oldarchive footage.

Thesituationsin whichreal-timecameratrackingwouldbeuse-
ful arequite different. Real-timealgorithmsarenecessaryonly if
they are to be usedaspart of a loop involving othercomponents
in the dynamicworld — a robot that mustcalculateits next mo-
tion step,a humanthatneedsvisual feedbackon his actionsor an-
othercomputationalprocesswhich is waiting for input. Thecam-
erain questionwill beathand,andpre-calibrationis aminor issue.
Further, real-timecameratrackingscenarioswill often involve ex-
tendedandrepetitive motionswithin a restrictedenvironment.Re-
peatablelocalisation,in whichgradualdrift from groundtruthdoes
not occur, will beessential.RatherthantheSFM methodologyof
bottom-upmatchingof consectutive images,weneedto constructa
persistentmapof scenelandmarksto bereferencedinde�nitely.

Thecomputationalconstraintsonareal-timealgorithmarestrict:
in the normalcasein which a cameraproducesimagesat a �x ed
rate,whatever type of CPU is available thereis a constantupper
boundontheprocessingoperationsavailableto analyseeachframe.
Speci�cally, theprocessingrequirementsof thealgorithmmustnot
dependon thelengthof time thecamerahasalreadyspentmoving,
andthisdemandsastate-based, snap-shotrepresentationof thesta-
tusof thesystemto bepropagatedthroughtime [Davison2003a].

Informed by theseconsiderations,in this paperwe develop a
real-timealgorithmfor repeatablelocalisationandmappingwhich
takesa differentapproachfrom recentstructurefrom motionwork
andis inspiredmoreby early researchin computervision whenit
wasoriginally conceivedasa tool in autonomousrobotics,aswell
as ongoingresearchin mobile roboticsusingnon-visualsensors.
We take in particularideasfrom active vision andsettheminto a
modernBayesianInferencesetting.
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We presentan algorithmfor real-timecameratrackingandscene
mappingwhich runsat 30Hz on standardPC hardware. We build
on theframework of Davisonet al.[Davison2003b;Davisonet al.
2003] who presenteda preliminary real-timecameratrackingal-
gorithmandits applicationto wearablecameralocalisationwithin
a desk-topworkspace. We improve signi�cantly on their results
in termsof rangeanddurationof operation,accuracy of tracking
andremoval of jitter to the point wherearbitratily long periodsof
rendering-qualityaugmentedreality can be achieved with largely
unrestrictedcameramovementwithin a small room. Thestrengths
of ourapproachareasfollows:



1. Immediate operation with no set-upphase. The tracker is
initialised by pointing thecameraat a known target (assim-
ple asa sheetof paper),andsubsequentoperationis fully au-
tomaticas landmarksin partsof the scenewhich comeinto
view are mappedand cameramotion estimated. Graphical
augmentationscanbeaddedimmediatelyandinteractively to
thelive videoobtainedasthecameracontinuesto move.

2. 30Hz tracking with commodity hardware. The system
comprisesa standardPentiumPC andIEEE1394“Firewire”
webcamwith no externalinfrastructure,andtheonly calibra-
tion requiredis of the camera's optical characteristics.Ef�-
cientactive imageprocessingmeansthatsuf�cient processing
resourcesare available for graphicalrenderingon the same
PC.

3. 3D visual scenereconstruction. A 3D “map” of visualland-
marksis acquired,which generallycorrespondto theobjects
of interestandimportantgeometryof the scene.Thesepro-
videnaturalanchorpointsfor graphicalaugmentation.

4. Drift-fr ee tracking. Repeatableoperationis possibleover
longperiodsof motionthanksto thepersistentlandmarkmap
created.

5. Robust operation. High cameraaccelerationsandarbitrary
rotationscan be tracked via probabilisticmotion modelling
and featurematching,and temporarycameraocclusionsare
routinelysurvived.

6. Camera options. The core of the algorithm doesnot put
any constraintson the characteristicsof the cameraas long
asit canbemetricallycalibrated,andin thecurrentwork we
have useda wide-anglelenswhich exhibits signi�cant non-
perspective distortion.
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Our algorithmturns a computer-connectedcamerainto a �e xible
real-timepositionsensorwith awiderangeof potentialapplications
in thefollowing categories:

Š Assistive wearable devicesPersonalpositioningwill be an
important capability for wearablecomputersassistingtheir
usersin rescue,maintenanceor other tasks. Vision based
localisationusingwearablecameras,immediatelyappealing
due to low costandwide potential,provides the bene�ts of
accessingthesamedataasthewearer's own eyesandallows
thecomputeror aremotecollaboratorto annotatetheenviron-
menttheweareris working in.

Š Robotics Robust real-time localisationand mappingusing
commodityhardwareopensthedoorat lastto consumergrade
domesticrobotsto perform tasksmoreadvancedthan wall-
bouncingvacuumcleaningor lawnmowing.

Š User Interface Head or pointing-device tracking can be
achieved by processingthe output from an outward-looking
cameraobservingthesurroundings.

Š Inspection Real-timeaugmentedreality can be performed
in thevideo from hand-heldcamerasin industrialinspection
tours,or visiting salesmancanaugmentroomswith furniture
or kitchenware.

Š Entertainment Using this technologythe camerasnow ap-
pearingfor gamesconsolescanbetakenoff theirmountsand
waved aroundthe living room to mapandaugmentit. Live
augmentedreality for television or asa movie-director's aid
cannow berealisedoutsideof thestudio.
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Ourapproachdraws heavily on work in SLAM in mobilerobotics,
and sharesthe ExtendedKalman Filter (EKF) approachof most
methodsin that �eld. In state-of-the-artimplementations[New-
manet al. 2002;Thrunet al. 2000;Castellanoset al. 1998],robots
droppedinto previously unknown domainsare able to explore,
map and self-localisein real-timeover increasinglylarge move-
mentranges.Thesesystemshaveprimarily usednon-visualsensors
suchassonaror morecommonlylaserrange-�nderswhichdirectly
return the rangeandbearingof nearbyobjects. As in our visual
work, the raw sensormeasurementsare processedto extract fea-
tureswhichcanberecognisedrepeatedlyfrom differentviewpoints.
Thescenearoundtherobotis summarisedby theparametersde�n-
ing thesefeaturesandthesearewhatform therobot's map.

As well asusingsensorsotherthancameras,themostsuccessful
demonstrationshave takenplacein circumstancesin whichvarious
simplifying assumptionscanbemade.They havegenerallybeenin
regularindoorenvironmentssuchascorridorswheresmooth�oors
andstraightwallsallow straightforwardfeatureextraction;theplat-
form is normallya smoothlymoving wheeledrobotwith odometry
andothersensors;andalmostwithout exceptionthey have consid-
eredrobotmovementandmappingwithin a 2D groundplaneonly.

Themaincontributionof ourwork is to show thatafterstripping
away thesesimplifying assumptionsthe probabilisticSLAM ap-
proachfrom mobile roboticscanbe appliedto themuchlesscon-
strainedcaseof an uncontrolledagile singlecamera.Therehave
beenrelatively few successfulSLAM implementationsusing vi-
sion, even togetherwith a robot platform. Davison and Murray
[DavisonandMurray1998]madeearlyprogresswith aSLAM sys-
temusingactive stereowhich wasableto build a sparsemapof a
room while localisingin real-time,thoughagainrobot movement
was limited to the groundplane,andDavison andKita [Davison
andKita 2001] extendedthis methodto the caseof a robot able
to localisewhile traversingnon-planarrampsby combiningstereo
visionwith aninclinometersensor.

Jungand Lacroix [Jung and Lacroix 2003] recentlypresented
anotherstereovision SLAM system,this time usinga downward-
looking stereorig to localisea robotic airshipandperformterrain
mapping. Their implementationwassequentialbut did not run in
real-timeandreliedonacumbersomewidebaseline�x edstereorig
to obtaindepthmeasurementsdirectly.

Severalauthorshave recentlypresentedreal-timesinglecamera
trackingsystemswith goalssimilar to our own. The approachof
Chiusoet al.[Chiusoet al. 2000]sharedseveralof the ideasof our
work, includingthepropagationof mapandlocalisationuncertainty
usinga singleExtendedKalmanFilter, but only limited resultsof
trackingsmall groupsof objectswith small cameramotionswere
presented.Their methodusedbottom-upfeaturetrackingandwas
thereforeunableto matchfeaturesduring high accelerationor af-
ter periodsof neglect. Nister [Nistér 2003] presenteda real-time
systembasedvery much on the standardstructurefrom motion
methodologyof frame-to-framematchingof largenumbersof point
featureswhich wasableto recover instantaneousmotionsimpres-
sively but againhadnoability to re-recognisefeaturesafterperiods
of neglectandthereforewould leadinevitably to rapiddrift in aug-
mentedrealityor localisation.Foxlin [Foxlin 2002]hastakenadif-
ferentapproachin asinglecamerasystemby using�ducial markers
attachedto theceiling in combinationwith high-performanceiner-
tial sensing.This systemachieved very impressive andrepeatable
localisationresultsbut with the requirementfor substantialextra
infrastructureandcost.



Figure1: A snapshotof theprobabilistic3D map,showing camera
positionestimateandfeaturepositionuncertaintyellipsoids(thered
featureshave mostrecentlybeenmeasured).
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Thekey conceptof our approachis a probabilisticmap,represent-
ing at any instanta snapshotof the currentestimatesof the state
of the cameraand all featuresof interest,and crucially also the
uncertainty in theseestimates.The map is initialised at system
start-upandpersistsuntil operationends,but evolvescontinuously
anddynamically. The probabilisticstateestimatesof the camera
andfeaturesareupdatedduringcameramotionandfeatureobser-
vation. Whennew featuresareobserved themapis enlargedwith
new states,andif necessaryfeaturescanalsobedeleted.

The probabilisticcharacterof the map lies in the propagation
over time not only of the mean“best” estimatesof the statesof
thecameraandfeaturesbut a �rst orderuncertaintydistributionde-
scribingthe sizeof possibledeviationsfrom thesevalues.Mathe-
matically, themapis representedby astatevectorx̂ andcovariance
matrix ž . Statevectorx̂ is composedof thestackedstateestimates
of thecameraandfeatures,and ž is asquarematrixof equaldimen-
sionwhich canbepartitionedinto sub-matrixelementsasfollows:

x̂ Ÿ

 ¡

¡

¢

x̂v
ŷ1
ŷ2
...

£;¤

¤

¥§¦
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(1)

In doingthistheprobabilitydistributionoverall themapparameters
is approximatedasa singlemulti-variateGaussiandistribution in
thespacewith dimensionequalto thetotal statevectorsize.

Explicitly, the camera's statevectorxv comprisesa metric 3D
positionvectorrW, orientationquaternionqRW, velocity vectorvW

andangularvelocity vectorwW relative to a �x edworld frame(13
parameters):

xv Ÿ

 ¡

¡

¢

rW

qWR

vW

wW

£;¤

¤

¥

«

(2)

Figure2: Visuallysalientfeaturepatchesdetectedto serveasvisual
landmarksandthe3D planarregionsdeducedby back-projectionto
their estimatedworld locations.Theseplanarregionsareprojected
into futureestimatedcamerapositionsto predictpatchappearance
from new viewpoints.

In this work featurestatesyi arethe3D positionvectorsof the lo-
cationsof point features.Cameraandfeaturegeometryandcoordi-
nateframesarede�ned in Figure4. Therole of themapis primar-
ily to permit real-timelocalisationratherthanserve asa complete
scenedescription,andwe thereforeaim to capturea sparsesetof
high-qualitylandmarks. Weassumethatthesceneis rigid andthat
eachlandmarkis a stationaryworld feature. Speci�cally in this
work eachlandmarkis assumedto correspondto a well-localised
point featurein 3D space.Thecamerais modelledasa rigid body
needingtranslationandrotationparametersto describeits position,
andwe alsomaintainestimatesof its linear andangularvelocity:
this is importantin ouralgorithmsincewewill make useof motion
dynamicsaswill beexplainedin Section3.3.

Themapcanbepicturedasin Figure1: all geometricestimates
canbeconsideredassurroundedby ellipsoidalregionsrepresenting
uncertaintybounds(herecorrespondingto 3 standarddeviations).
WhatFigure1 cannotshow is thatthevariousellipsoidsarepoten-
tially correlatedto variousdegrees:in sequentialmapping,a situ-
ationwhich commonlyoccursis thatspatiallyclosefeatureswhich
areoftenobservedsimultaneouslyby thecamerawill haveposition
estimateswhosedifference(relative position) is very well known
while thepositionof thegroupasa wholerelative to theglobalco-
ordinateframemaynotbe.Thissituationis representedin themap
covariancematrix ž by non-zeroentriesin theoff-diagonalmatrix
blocks,andcomesaboutnaturallythroughtheoperationof theal-
gorithm.

Thetotal sizeof themaprepresentationis orderO(N2) whereN
is the numberof features,andthe completeSLAM algorithmwe
usehasO(N2) complexity. This meansthatthenumberof features
whichcanbemaintainedwith real-timeprocessingis bounded— in
oursystemto around100in currentimplementation,whichis suf�-
cientwith carefulmapmanagementto spanasmallroom.A current
majorthemeof SLAM researchin roboticsis in makingSLAM al-
gorithmsmoreef�cient via the approximationor reschedulingof
calculations.
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Now we turn speci�cally to the featureswhich make up the map.
We have followed the approachof Davison andMurray [Davison
and Murray 1998; Davison 2003b], who showed that relatively
large(11 ¶ 11 pixels) imagepatchesareableto serve aslong-term
landmarkfeatures,the large templateshaving moreuniquesigna-
turesthanstandardcornerfeatures.In thepresentpaperwe extend
the power of suchfeaturessigni�cantly by using the cameralo-
calisationinformationwe have availableto improve matchingover
largecameradisplacementsandrotations.

Salientimageregionsare originally detectedautomatically(at
timesandin locationsguidedby thestrategiesof Section3.6)using



Figure3: Visualisationof themodelfor “smooth” motion: at each
camerapositionwepredictamostlikely pathtogetherwith alterna-
tiveswith smalldeviations.

the detectionoperatorof Shi andTomasi[Shi and Tomasi1994]
from themonochromeimagesobtainedfrom thecamera(notethat
in thecurrentwork we usemonochromeimagesprimarily for rea-
sonsof ef�ciency). The goal is to be able to identify thesesame
visuallandmarksrepeatedlyduringpotentiallyextremecameramo-
tions, and thereforestraightforward 2D templatematching(as in
[Davison 2003b] is very limiting, as after only small degreesof
camerarotationandtranslationthe appearanceof a landmarkcan
changegreatly. To improve on this, we make the approximation
thateachlandmarklies on a locally planarsurface— anapproxi-
mationthatwill beverygoodin many casesandbadin others,but a
greatdealbetterthanassumingthattheappearanceof thepatchwill
not changeat all. Further, sincewe do not know theorientationof
thissurface(it couldin principlebeestimatedaftermatchinga fea-
tureovermany images,thoughfor smallpatchesthis informationis
weak)we make theassigmentthatthesurfacenormalis parallelto
thevectorfrom thefeatureto thecameraat initialisation. Oncethe
3D location,includingdepth,of a featurehasbeenfully initialised
usingthe methodof Section3.5, eachfeatureis storedasan ori-
entedplanartexture (Figure2). Whenmakingmeasurementsof a
featurefrom new camerapositions,its patchcanbeprojectedfrom
3D to theimageplaneto producea templatefor matchingwith the
realimagewhich is transformedappropriately(in particularrotated
andscaled).
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Themapis updatedin two ways: 1) thepredictionstep,whenthe
cameramovesin the“blind” interval betweenimagecapture,and2)
theupdatestep,aftermeasurementshavebeenachievedof features.
In this sectionwe considerprediction.

Constructinga motionmodelfor anagilecamerawhichmayfor
instancebecarriedby apersonat �rst glancemightseemto befun-
damentallydifferent to modelling the motion of a wheeledrobot
moving on a plane:thekey differenceis that in therobotcaseone
is in possessionof the control inputs driving the motion,suchas
“move forward1m with steeringangle5º ”, wheraswe do not have
suchprior informationabouta person's movements.However, it is
importantto rememberthat both casesarejust pointson the con-
tinuumof typesof modelfor representingphysicalsystems.Since
(classical)physicsis deterministic,in theory an enclosedsystem
couldbemodelleddown to in�nitessimal precisionby a collection
of parametersandequationsandthenits futurebehaviour predicted
for all time. In reality, however, the precisionof a modelalways
stopsatsomelevel of detailandaprobabilisticassumptionis made
aboutthediscrepancy betweenthis modelandreality: this is what
is referredto asprocessnoise.In thecaseof a wheeledrobot,this
noisetermtakesaccountof factorssuchaspotentialwheelslippage,
surfaceirregularitiesandotherpredominantlyunsystematiceffects
which have not beenexplicitly modelled. In thecaseof a camera

attachedto a person,it takesaccountof theunknown intentionsof
theperson,but thesetoocanbestatisticallymodelled.

Wechooseinitially a “constantvelocity, constantangularveloc-
ity model”. This meansnot thatwe assumethatthecameramoves
at a constantvelocity over all time,but thatour statisticalmodelof
its motionin a timestepis thatonaverageweexpectundetermined
accelerationsoccurwith aGaussianpro�le. Theimplicationof this
modelis thatwe areimposinga certainsmoothnesson thecamera
motion expected: very large accelerationsare relatively unlikely.
This modelis subtley effective andgivesthewholesystemimpor-
tantrobustnessevenwhenvisualmeasurementsaresparse.

Weassumethatin eachtimestep,unknown accelerationaW and
angularaccelerationaW processesof zeromeanandGaussiandis-
tributioncauseanimpulseof velocity andangularvelocity:

n Ÿ¼»

VW

WW ½

Ÿ¾»

aWDt
aWDt ½

«

Dependingon thecircumstances,VW andWW maybecoupledto-
gether(for example,by assumingthata singleforceimpulseis ap-
plied to the rigid shapeof the body carrying the cameraat every
timestep,producingcorrelatedchangesin its linearandangularve-
locity). Currently, however, we assumethat thecovariancematrix
of thenoisevectorn is diagonal,representinguncorrelatednoisein
all linearandrotationalcomponents.Thestateupdateproducedis:
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Herethenotationq À�À wW
¿ WW

Á Dt Á denotesthequaterniontriv-
ially de�ned by theangle-axisrotationvector À wW ¿ WW Á Dt.

In the EKF, the new stateestimatefv
À xv

¦

u Á mustbe accompa-
niedby theincreasein stateuncertainty(processnoisecovariance)

Â

v for the cameraafter this motion. We �nd
Â

v via the Jacobian
calculation:

Â

v Ÿ

¶fv
¶n

ž n
¶fv
¶n Ã

¦

wherež n is thecovarianceof noisevectorn. EKF implementation
alsorequirescalculationof theJacobian¶fv

¶xv
. TheseJacobiancal-

culationsarecomplicatedbut a tractablematterof differentiation;
wedo notpresenttheresultshere.

Therateof growth of uncertaintyin this motionmodelis deter-
minedby the sizeof ž n, andsettingtheseparametersto small or
largevaluesde�nesthesmoothnessof themotionwe expect.With
small ž n, weexpectaverysmoothmotionwith smallaccelerations,
andwould bewell placedto trackmotionsof this typebut unable
to copewith suddenrapidmovements.High ž n meansthattheun-
certaintyin thesystemincreasessigni�cantly ateachtimestep,and
while thisgivestheability to copewith rapidaccelerationsthevery
large uncertaintymeansthat a lot of goodmeasurementsmustbe
madeat eachtime stepto constrainestimates.
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In this sectionwe considerthe processof measuringa featureal-
readyin theSLAM map(we will discussinitialisation in thenext
section).

Our cameraobtainsimagesat 320 ¶ 240 pixels resolution. A
key part of our approachis to predict the imagepositionof each
featurebeforedecidingwhich to measure.Featurematchingitself
is carriedout usinga straightforwardnormalisedcross-correlation
searchfor thetemplatepatchprojectedinto thecurrentcameraes-
timateusingthe methodof Section3.2 andthe imagedata— the
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Figure4: Framesandvectorsin cameraandfeaturegeometry.

Figure 5: Active searchfor featuresin the raw imagesfrom the
wide-anglecamera. Ellipsesshow the featuresearchregionsde-
rived from the uncertaintyin the relative positionsof cameraand
featuresandonly theseregionsaresearched.

templateis scannedover the imageandtestedfor a matchat each
locationuntil a peakis found. This searchingfor a matchis com-
putationallyexpensive; predictionis anactiveapproach,narrowing
searchto maximiseef�ciency.

First, usingtheestimateswe have xv of camerapositionandyi
of featureposition, the position of a point featurerelative to the
camerais expectedto be:

hR
L ŸËÊ

RW
À yW

i Ì

rW
Á

«

With a perspective camera,theposition À u
¦

vÁ at which the fea-
turewould beexpectedto befoundin theimageis foundusingthe
standardpinholemodel:

hi Ÿ

»

u
v ½
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Lz

v0
Ì

f kv
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hR
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where f ku, f kv, u0 andv0 arethestandardcameracalibrationpa-
rametersfamiliar in computervision.

In thecurrentwork, however, we areusinga wide-anglecamera
with �eld of view of nearly100º , and its imagingcharacteristics
arenot well approximatedasperspective — asFigure5 shows, its
imagesshow signi�cant non-perspectivedistortion(straightlinesin

the3D world do not projectto straightlines in the image).Never-
thelesswe perform featurematchingon theseraw imagesrather
than undistortingthem �rst (note that the imageslater must be
transformedto a perspective projectionfor displayin orderto use
themfor augmentedreality, sinceOpenGLonly supportsperspec-
tivecameramodels).

We thereforewarp the perspective-projectedcoordinatesu Ÿ

À u
¦

vÁ with a radial distortion to obtain the �nal predictedimage
positionud Ÿ

À ud
¦

vd
Á : The following radial distortionmodelwas

chosenbecauseto a good approximationit is invertible [Swami-
nathanandNayar2000]:

ud
Ì

u0 Ÿ

u
Ì

u0
Í

1 ¿ 2K1r2
(3)

vd
Ì

v0 Ÿ

v
Ì

v0
Í

1 ¿ 2K1r2 ¦

(4)

where

r Ÿ�Î

À u
Ì
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Á 2 ¿šÀ v

Ì

v0
Á 2

«

(5)

Our camerawas calibratedusing standardsoftware and a cali-
brationgrid, obtainingvalues f ku Ÿ f kv Ÿ 195 pixels, À u0

¦

v0
Á

Ÿ

À 162
¦

125Á , K1 Ÿ 6 ¶ 10Ï

6 for captureat 320 ¶ 240resolution.
TheJacobiansof this two-stepprojectionfunctionwith respect

to cameraandfeaturepositionsarealsocomputed(this is astraigh-
forward matterof differentiationeasilyperformedon paperor in
software). Theseallow calculationof the uncertaintyin the pre-
dictionof thefeatureimagelocation,representedby thesymmetric
2 ¶ 2 innovationcovariancematrix Ð i :

Ð i Ÿ
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¿

Ê
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The constantnoisecovariance Ê of measurementsis taken to be
diagonalwith magnitudedeterminedby imageresolution.

Knowledgeof Ð i is whatpermitsa fully active approachto im-
agesearch;Ð i representstheshapeof a2D Gaussianpdf over image
coordinatesandchoosinga numberof standarddeviations(gating,
normally at 3s ) de�nes an elliptical searchwindow within which
thefeatureshouldlie with high probability. In our system,correla-
tion searchesalwaysoccurwithin gatedsearchregions,maximising
ef�ciency andminimisingthechanceof mismatches.SeeFigure5.

Ð i hasa furtherrole in active search;it is a measureof theinfor-
mationcontentexpectedof a measurement.Featuresearcheswith
high Ð i (wherethe result is dif�cult to predict)will provide more
information aboutestimatesof cameraand featurepositions. In
an implementationof vision-basedSLAM for a robot with steer-
ablecameras[DavisonandMurray1998]this led directly to active
controlof theviewing directiontowardspro�table measurements;
herewe cannotcontrol thecameramovement,but in thecasethat
many candidatemeasurementsare availablewe selectthosewith
high innovationcovariance.Choosingmeasurementslike this aims
to squashtheuncertaintyin thesystemalongthelongestaxisavail-
able,andhelpsensuresthatnoparticularcomponentof uncertainty
in theestimatedstategetsoutof hand.
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While a measurementtells us thevalueof an imagemeasurement
giventhepositionof thecameraanda feature,it cannotbedirectly
invertedto give thepositionof a featuregivenimagemeasurement
andcamerapositionsincethe featuredepthis unknown. Estimat-
ing the depthof a featurewill requirecameramotion andseveral
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Figure6: Frame-by-frameevolutionof theprobabilitydensityover
featuredepthrepresentedby a particleset. 100 equally-weighted
particlesareinitially spreadevenly alongthe range0.5mto 5.0m;
with eachsubsequentimagemeasurementthedistributionbecomes
morecloselyGaussian.

measurementsfrom differentviewpoints(in thesamewayasa per-
soncanstill infer the3D shapeof anobjectwith oneeyeclosedby
moving andobservingparallax).

Theapproachwe take thereforeafter the identi�cation and�rst
measurementof anew featureis to initialisea 3D line into themap
along which the featuremust lie as in [Davison 2003b]. This is
a semi-in�nite line, startingat the estimatedcamerapositionand
headingto in�nity along the featureviewing direction, and like
othermapmembershasGaussianuncertaintyin its parameters.Its

representationin theSLAM mapis: ypi Ÿ

»

rW
i

ĥW
i

½

wherer i is the

positionof its oneendandĥW
i is a unit vectordescribingits direc-

tion. Wedistributeasetof discretedepthhypothesesuniformly line
which canbethoughtof asa 1D particledistribution or histogram.
At eachsubsequenttimestep,thesehypothesesareall testedbypro-
jectingtheminto theimage,whereeachtranslatesinto anelliptical
searchregion. Featurematchingwithin eachellipse(via anef�cient
implementationfor thecaseof searchmultipleoverlappingellipses
for thesameimagepatch)producesa likelihoodfor each,andtheir
probabilitiesarereweighted.Figure6 shows a typical evolution of
thedistributionover time, from uniformprior to sharppeak.When
theratio of thestandarddeviation of depthto depthestimatedrops
below a threshold(currently0.3), thedistribution is safelyapprox-
imatedas Gaussianand the featureinitialised asa point into the
map. Featureswhich have just crossedthis thresholdtypically re-
tain largedepthuncertainty(seeFigure1 which shows severalun-
certaintyellipsoidselongatedalongtheapproximatecameraview-
ing direction), but this shrinksquickly as the cameramoves and
furtherstandardmeasurementsareobtained.

The important factor of this initialisation is the shapeof the
searchregionsgeneratedby theoverlappingellipses.A depthprior
hasremoved theneedto searchalongtheentireepipolarline, and
improved the robustnessand speedof initialisation. In real-time
implementation,thespeedof collapseof theparticledistribution is
aided(andcorrelationsearchwork saved)by deterministicpruning
of theweakesthypothesesateachstep.
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An importantpartof theoverall algorithmis sensiblemanagement
of thenumberof featuresin themap,andon-the-�y decisionsneed
to be madeaboutwhennew featuresshouldbe identi�ed andini-
tialised,aswell aswhenit might be necessaryto deletea feature.

Ourmap-maintenancecriterionaimsto keepthenumberof reliable
featuresvisible from any cameralocationcloseto apre-determined
valuedeterminedby thespeci�cs of themeasurementprocess,the
requiredlocalisationaccuracy andthecomputingpower available:
we have foundthatwith a wide-anglecameraa numbersin there-
gionof 12 is givesaccuratelocalisationwithoutover-burdeningthe
processor.

Feature“visibility” (moreaccuratelypredictedmeasurability)is
calculatedbasedon therelative positionof thecameraandfeature,
andthe saved positionof the camerafrom which the featurewas
initialised: the featuremustbe predictedto lie within the image,
but furtherthecameramustnothave translatedtoo far from its ini-
tialisationviewpoint of thefeatureor we would expectcorrelation
to fail (note that we cancopewith a full rangeof rotation). Fea-
turesareaddedto the maponly if the numbervisible in the area
the camerais passingthroughis lessthan this threshold— it is
undesirableto increasethenumberof featuresandaddto thecom-
putationalcomplexity of �ltering withoutgoodreason.Featuresare
detectedby runningtheimageinterestoperatorof Shi andTomasi
to locatethebestcandidatewithin a box of limited size(around80

¶ 60 pixels) placedwithin the image. The positionof the search
box is currentlychosenrandomly, with theconstraintsonly that it
shouldnot overlapwith any existing featuresandthatbasedon the
currentestimatesof cameravelocity andangularvelocity any de-
tectedfeaturesarenot expectedto disappearfrom the�eld of view
immediately.

A featureis deletedfrom themapif, afterapredeterminednum-
berof detectionandmatchingattemptswhenthefeatureshouldbe
visible,morethana�x edproportion(in ourwork 50%)arefailures.
Thiscriterionprunes“bad” featureswhicharenot true3D pointsor
areoftenoccluded.

Clutter in the scenecanbe dealtwith even if it sometimesoc-
cludeslandmarks,sinceattemptedmeasurementsof the occluded
landmarkssimply fail, anddo not leadto a �lter update.Problems
only ariseif mismatchesoccurdueto asimilarity in appearancebe-
tweenclutterandlandmarks,andthis canpotentiallyleadto catas-
trophicfailure.
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Wepresentresultscorrespondingto thevideoelectronicallysubmit-
tedwith this paper(MPEG4AVI format).This videodemonstrates
two applicationsof thealgorithm:

1. Objectinsertioninto live video(real-timeaugmentedreality)
in a kitchen-�tting scenario.This is a very appealingappli-
cation: the fact thatobjectscanbe insertedinteractively into
live videomeansthat theusercanaskquestionslike “would
this cupboardblock theview of thewindow?”, andmove the
camerato �nd out,or move realandvirtual objectsaroundat
thesametime.

2. Real-time personallocalisation using a wearablecamera.
Such in a workspacecould be particularly useful in cases
wherea worker in in anunfamiliar sceneandis receiving in-
structionsfrom a remotecollaboratorwho canseethe video
from theworker'scameraandhis3D trajectory;potentiallyin
combinationwith a head-mounted-displaytheworker's view
couldalsobeannotatedwith labelsor warnings.

Figure7 givesstoryboardsfor thesescenarios.
In generalterms, the algorithm gives robust real-timeperfor-

mancewithin a small room with relatively few constraintson the
movementof thecamera,andarbitrarily long timeperiodsof local-
isationareroutinelyachievable.Clearly, situationswherenouseful
featuresarefound the the �eld of view (whenthe camerafacesa
blankwall or ceiling) cannotbecopedwith, althoughthe tracking



will regularly survive periodswhenasfew astwo or threefeatures
arevisible,thelocalisationuncertaintygrowing biggerduringthese
timesbut goodtrackingre-capturedoncemorefeaturescomeback
into view.

In implementationthe linear accelerationnoisecomponentsin
ž n weresetto a standarddeviation of 10msÏ

2 (1 accelerationdue
to gravity), andangularcomponentswith a standarddeviation of
6radsÏ

2. Theseare the magnitudesof accelerationthe systemis
designedto copewith andexperiencewith thesystemindicatesthat
onceproblemswith imagemotion blur areremoved (by reducing
thecameraexposuretime in software)closeto this performanceis
achieved.
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On a 3GHz Pentium processor, a typical breakdown of the
processingtime required at each frame at 30Hz (such that
33ms is available for processingeach image) is as follows:

Imageloadingandadministration 2ms
Imagecorrelationsearches 3ms
KalmanFilter update 5ms
Featureinitialisationsearch 4ms
Graphicalrendering 5ms
Total 19ms

This indicatesthat30Hzperformanceis easilyachieved,andin fact
thatdoublingthe frequency of operationto 60Hz would be possi-
ble immediatelyif the graphicalrenderingweresimpli�ed or per-
hapsperformedat a lower updaterate. In fact, increasingthe the
tracking frequency would certainly increaseperformancesigni�-
cantly becausethe shortertime-stepwould meanthat lessuncer-
tainty would enterthesystemduringeachinter-framemotion,and
thischangewouldnaturallybecapturedin themotionmodel— the
resultwould be smallersearchregionsfor all features,andthere-
fore fasterandmorereliablematching.TherearecurrentlyCMOS
IEEE1394cameraswhichoffer 100Hzcaptureatfull resolutionand
even higherratesin programmablesub-windows — a technology
our active imagesearchwould be well suitedto bene�t from. We
arekeento work with suchcamerasin thenearfuture.
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Computer vision was originally conceived as providing au-
tonomousrobotswith theeyesandinstinctivevisualsensingwhich
comesnaturally to humansand animals. Our real-timework is
bringing computervision back towards this goal by at last pro-
viding robust frame-ratelocalisationin unknown scenesandwith
fast,generalcameramovement— all onstandardhardware,with a
singlelow-costwebcamandwith no additionalsensing.Thechief
tenetsof ourapproachareprobabilisticmapping,motionmodelling
andsparsemappingof high-qualityfeatures.Ef�ciency is provided
by active featuresearch,ensuringthatno imageprocessingeffort is
wasted— this is truly a Bayesian,“top-down” approach.

We have little doubt that this technologywill sooncomeinto
widespreaduse in applicationareasincluding wearabledevices,
augmentedreality for indutry andentertainment,userinterfaceand
robotics.

In future work we hopeto extendthesystemto largerdomains
of operationandcontinueto focuson morechallengingscenarios
with fastmovementandocclusions.A long-termgoal is to usethe
sparsemapsgeneratedto reasonmorecompletelyaboutthegeome-
try of theenvironmentandstartto detecthigher-orderentitiessuch
asplanesin real-time.
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Figure7: Framesfrom the video submittedwith this paper, all acquireddirectly from the systemrunning in real-time. The framesshow
two scenarios:�rst a live virtual objectinsertionexampleusinga hand-heldcameraasthecamera-holdingpersonindicatesto thecomputer
operatorthedesiredlocationof shelvesanda table. Thecomputeroperatorclicks on pointsdetectedby thealgorithmandattachesobjects
which thenstayrigidly attachedas the cameracontinuesto move. The secondscenariois oneof personallocalisationusinga wearable
camera.Thewearer's locationis estimatedcontinuouslyashemovesnaturallyaroundhis workspace.


